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ABSTRACT

This dissertation studies the performance analysis and control of a queueing system when
customers make their own routing decision (which queue to join) and abandonment decision
(when to abandon the queue). In particular, there are two problems studied.

The first part of the dissertation studies a multiclass queueing system with endogenous
abandonments where the congestion affects customers’ abandonment behavior and vice versa.
This model captures this interaction by developing two closely related models: an abandon-
ment model and a queueing model. In the abandonment model, customers take the virtual
waiting time distribution as given. Class k customers receive a reward 7} from service and
incur a cost ¢; per period of waiting. Customers are forward looking and make wait or
abandon decisions dynamically to maximize their expected discounted utilities. The queue-
ing model takes the customers’ abandonment time distribution as an input and studies the
resulting virtual waiting time distribution. Because the multiclass queueing system is not
amenable to exact analysis, we resort to an approximate analysis in the conventional heavy
traffic limit (under the hazard rate scaling). Leveraging the so-called state-space collapse
property, we provide a characterization of the system performance. Combining the results
for the two models, we show that there exists a unique equilibrium in which the customers’
abandonment time and the virtual waiting time for the various classes are consistent in the
two models. Moreover, building on the closed-form results of Baccelli and Hebuterne [22]
for the M /M /1 + G queue, we prove the existence and uniqueness of the equilibrium in that
special case via an exact analysis. Lastly, we provide computational schemes to calculate
the equilibrium numerically for both the single- and multi-class queueing systems.

The second part of the dissertation studies how to manage the callback option effectively
to mitigate congestion due to temporary surges in the arrivals to a call center. The call arrival
process can be an arbitrary point process, allowing uncertainty and temporary surges in the
arrival rate, provided that the system is stable. However, particular attention will be paid

to the Poisson process with the Cox-Ingresoll-Ross (CIR) process as its stochastic intensity
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both in our model development and numerical results because of its practical importance,
although our theoretical results hold for any arbitrary point process. When a customer
arrives, the call center manager reviews the system state and decides whether to keep him
in the online queue or to offer the callback option. For each customer in the online queue,
she incurs a waiting cost of h per time unit. Similarly, whenever she routes a customer to
an offline queue (for a callback later), she incurs a one-time penalty of p. Initially, we allow
complete foresight policies that look into the entire future. We first study the case where all
customers are willing to accept a callback offer. A simple lookahead policy that looks into the
future for the next p/h time units is pathwise optimal among the complete foresight policies.
Next, we consider the setting where some customers may reject the callback offer. We show
that a modified lookahead policy that looks into the future arrivals and service completion
times for the next p/h time units and uses the current number of customers in the system
who previously rejected a callback offer (but does not look into the accept/reject decisions
of future customers) is pathwise optimal among the complete foresight policies. Building on
the insights gleaned from the optimal lookahead policies, we also propose a non-anticipating
policy, referred to as the line policy, to decide when to offer the callback option. Lastly, we
conduct a simulation study using a dataset from a US bank call center which shows that the

line policy has excellent performance.
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CHAPTER 1
INTRODUCTION

Starting with Naor [89], a large and growing literature studying rational customers in queue-
ing systems emerged. The decisions of arriving customers can include whether to join the
queue or balk (joining decision) and which queue to join (routing decision). After joining
the queue, customers may decide whether to keep waiting in the queue or leave (abandoning
or reneging decision) and whether to switch to a different queue (jockeying decision). These
models use the equilibrium approach to study the queueing system when customers make
rational decisions on their own by imposing consistency conditions on customers’ rational
decisions. Hassin and Haviv [60] provide a comprehensive survey of this literature.

This dissertation studies the performance analysis and control of a queueing system when
customers make their routing decisions (which queue to join) and abandonment decisions
(when to abandon the queue). In particular, we study two specific problems. Chapters 2 -
4 study the equilibrium of a multiclass queueing system in which customers waiting in the
queues make rational abandonment decisions. Chapter 5 studies the optimal control of a
single class queue with the callback option in which customers decide to take or reject the
offered callback option.

Customers’ abandonment decision and its resulting system characterization depend on
whether they can observe the system state or not; see Chapters 2 and 3 of Hassin and
Haviv [60] for a discussion of the observable and unobservable queues, respectively. In the
observable case, customers join a physical queue and observe the system state, especially
the queue length, and other customers’ abandonment decisions. There are several papers
studying customers’ rational abandonment behavior in the observable case. For example,
Afeche and Sarhangian [1] study the rational abandonment decisions of customers in an
observable two-class priority system, and pricing as a tool to control this behavior. Other
studies include Assaf and Haviv [11], Hassin [57] and Maglaras et al. [88]. In the unobserv-

able setting, customers cannot observe the queue length and other customers abandonment
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behavior. A number of papers study how information about the system impacts customers’
abandonment behavior. For example, Armony et al. [10] studies the system equilibrium us-
ing a fluid model under delay announcements. Jennings and Pender [67] study a ticket queue
in which a newly arriving customer cannot observe the queue length but knows her ticket
number. Moreover, the abandonment decisions are unobservable. They compare this ticket
queue with the observable queue and prove that they are indistinguishable in heavy traffic.
Kuzu et al. [77] examine customers’ abandonment behavior in a ticket queue using a dataset
of a Turkish bank. Their empirical study reveals that customers update their forecast of
the waiting time over time and adjust their abandonment decisions accordingly. Aksin et al.
[4] conducts an empirical study of the impact of different delay announcements on system
performance. Examples of unobservable queues include virtual queues in call centers and
waiting lists of patients for organ transplant; see for example Ata et al. [20]. To the best
of our knowledge, the first papers in this literature are Hassin and Haviv [59], Haviv and
Ritov [61], Zohar et al. [121], Mandelbaum and Shimkin [86] and Shimkin and Mandelbaum
[100]. These papers assume that the customers determine whether to join the queue and
their abandonment time upon arrival. Hassin and Haviv [59] consider a queue in which the
reward from service reduces to zero after a certain time and study the Nash equilibrium of
customers’ strategies. Haviv and Ritov [61] study the symmetric Nash equilibrium of cus-
tomers’ abandonment strategies of a queue in which customers have an increasing and convex
waiting cost and a fixed reward from service. In Zohar et al. [121]’s model, the customers’
abandonment time follows a parametric distribution. The parametric distribution depends
only on a single statistic measure of the system performance, for instance, the average an-
ticipated waiting time. Mandelbaum and Shimkin [86] and Shimkin and Mandelbaum [100]
analyze rational models of a Markovian queue with a general abandonment time distribu-
tion (an M/M/s+GI queue). In both papers, the authors assume that the customers make
a rational decision on when to abandon upon arrival with the waiting cost and the service

utility of the callers given. Callers abandon the system if their actual waiting time exceeds



their optimal abandonment time.

Chapters 2 - 4 study the endogenous abandonment decisions of customers in the unobserv-
able setting and incorporates such endogenous behavior for a multiclass queue. In contrast
to the static abandonment models in the literature, we adopt the dynamic abandonment
model developed by Aksin et al. [3]; also see Aksin et al. [4]. In this model, customers decide
whether or not to abandon dynamically while they wait in the queue to maximize their
utilities. Customers’ utilities depend on the waiting costs, the reward from the service and
their idiosyncratic random shocks. Customers maximize their utilities by solving an optimal
stopping problem. Aksin et al. [3] apply this dynamic abandonment model to the dataset
of an Israeli bank call center and study the customers’ abandonment behavior in this call
center. In equilibrium, customers’ belief of the waiting time distribution should be consistent
with the actual waiting time distribution. Rather than characterizing the system equilibrium
analytically, Aksin et al. [3] focus on estimating preference parameters, i.e. the waiting costs
and rewards of the customers. The main contribution of our paper is to propose a theoretical
framework to study the system equilibrium and the corresponding system performance under
the aforementioned endogenous abandonment model. We show that there exists a unique
equilibrium and provide an algorithm to compute it and illustrate its performance.

We propose a modeling framework to characterize the equilibrium of the multiclass sys-
tem in Chapter 2. The framework includes two parts: an abandonment model and a queueing
model. The abandonment model characterizes how customers make abandonment decisions
to maximize their utilities given their beliefs of the system performance characteristics. In
particular, customers decide whether or not to abandon dynamically as they wait to max-
imize their expected discounted utility. The queueing model studies the system dynamics
and performance given the customers’ abandonment behavior. In an equilibrium, customers’
abandonment behavior (as a function of the system behavior) and the implied system be-
havior must be consistent with each other. The characterization of the system dynamics and

performance in a multiclass system is difficult even when the abandonment behavior is given



exogenously. Therefore, we study two special case: the exact analysis of a Geo/Geo/1 + G
queue in Chapter 3 and the approximate analysis of a multiclass system in the conventional
heavy traffic regime in Chapter 4.

Chapter 5 studies a demand-side intervention by offering the callback option to manage
the arrival uncertainty when customers are allowed make their decisions of taking or rejecting
the offered callback option to them. To be more specific, the callback option works as
follows: when the system is congested, the call center manager notifies the arriving customer
and presents him with the option to hang up to be called back later within a reasonable
time window. When the system congestion decreases, outbound calls are initiated for such
customers. Consequently, the callback option allows the call center manager to shift some of
the calls arriving when the system is undergoing temporary arrival surges to a period when
the system is less busy. A survey conducted by Software Advise shows that more than half
of the customers are willing to wait for more than 30 minutes offline for the call center to get
back to them. Thanks to the customers who are willing to accept the callback option, the
call center manager can improve the performance metrics of the online queue significantly
using the callback option.

This problem is studied using a canonical queueing model. The call center consists of
two queues: An online queue and an offline queue. When a customer arrives, the call center
manager examines the system state and decides whether to offer the incoming customer the
callback option or not. If the call center offers the callback option to the customer, he may
decide to accept or reject the offer. A customer is routed to the offline queue (to be called
back later) only if he is offered the callback option and he accepts it. Otherwise, he is routed
to the online queue. The call center incurs a waiting cost of A per unit time for each customer
waiting in the online queue, whereas it incurs a one-time penalty of p if the customer is routed
to the offline queue. We refer the call center manager’s decision as the callback decision. In
what follows, we assume that the time commitment for the callback option is sufficiently large

so that we can relax the delay commitment in our theoretical model. Under this assumption,



the call center manager makes the callback decision by solving an admission control problem
which allows customers to reject or follow the call center manager’s admission decisions. This
admission control problem is interesting in its own right. However, what makes it relevant
to the callback option and the call center operations is the mean-reverting nature of call
arrival rate processes on the mesoscopic time scale as observed by Glynn et al. [50]. To
be more specific, although the results proved below hold for general point process, we pay
particular attention to the Poisson process with stochastic intensity as a call arrival model
because of its practical importance. In particular, we model the stochastic intensity as a
Cox-Ingersoll-Ross (CIR) process, a mean reverting diffusion process, following Glynn et al.
[50]. The mean-reversion feature of the CIR process makes it a good candidate for modeling
temporary surges in arrivals in the mesoscopic time scale. When a temporary surge occurs,
the call center offers the callback option. After the surge ends, which may last from a few
minutes to an hour, the call center uses its excess service capacity to serve customers waiting
for the callback. Given the mean-reverting nature of the CIR process (and that the system
is stable), the delay commitment made to the offline queue will be met with high probability.
Indeed, our simulation study shows that the average delays for the offline queue are around
30 minutes (unless the abandonment rate is high)!. The simulation study thus provides a

guidance as to how the callback time commitment should be given.

1. The simulation study also allows abandonments. It shows that average delays as well as the 90"
percentile of the offline waiting time is less than one hour for most cases unless the abandonment rate is
high.



CHAPTER 2
EQUILIBRIUM ANALYSIS OF A MULTICLASS QUEUE
WITH ENDOGENOUS ABANDONMENTS

2.1 Introduction

Queueing models with abandonments have been studied extensively in the operations re-
search literature both from the performance analysis and optimization perspectives; see Ward
[107] for a survey. In these models, customers are typically endowed with exogenously given
abandonment times. The distribution of the abandonment time is not affected by the sys-
tem dynamics or any policy change. This assumption not only enables stochastic simulation
studies to determine the impact of major operational changes, e.g. a change in the service
discipline, on system performance, but also helps efforts for analytical characterizations.

The exogenous abandonments assumption may not always be suitable. On the contrary,
in many service systems customers behave strategically. This gives rise to the endogenous
customer (abandonment) behavior. As such systems go through important changes, e.g.
policy changes or other important design/structural changes, it is important to take into
account customers’ endogenous abandonment behavior to circumvent potential unintended
consequences. Not doing so may lead to significant miscalculations as we illustrate below
(see for example Section 4.2.2). However, incorporating endogenous abandonments in service
systems brings about additional challenges. For example, simulating the system performance
under a new policy is no longer straightforward and requires an equilibrium approach.

In this paper, we study a multiclass queueing system with endogenous abandonments
using an equilibrium approach. We propose a modeling framework to characterize the equi-
librium of the multiclass system. The framework includes two parts: an abandonment model
and a queueing model. The abandonment model characterizes how customers make aban-
donment decisions to maximize their utilities given their beliefs of the system performance

characteristics. In particular, customers decide whether or not to abandon dynamically
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as they wait to maximize their expected discounted utility. The queueing model studies
the system dynamics and performance given the customers’ abandonment behavior. In an
equilibrium, customers’ abandonment behavior (as a function of the system behavior) and
the implied system behavior must be consistent with each other. while the performance
characterization of the queueing model relies on the system infrastructure and the service
discipline.

The characterization of the queueing systems’ behavior depends on the system infras-
tructure and the service discipline. We study two specific cases: an single-class Markovian
queue, i.e. a Geo/Geo/1 + GI queue, and a multiclass system in heavy traffic. For the
Geo/Geo/1 + GI queue, we derive a discrete time analog of the characterization in Baccelli
and Hebuterne [22]. To be more specific, we obtain a closed form characterization of the
virtual offered waiting time (VOWT) distribution. This enables us to characterize the exact
equilibrium of a single class queue. The characterization of the system dynamics and per-
formance in a multiclass system is difficult even when the abandonment behavior is given
exogenously. Therefore, we pursue an approximate analysis in the conventional heavy traffic
regime. The heavy traffic approximation allows us to express the virtual offered waiting time
in terms of queue lengths. Moreover, by the virtue of the state-space collapse result [e.g.
30], we characterize the one-dimensional workload process for the entire system as well as
the individual queue length processes. Consequently, the system equilibrium (in the heavy
traffic limit) is fully characterized by the workload process and a suitably defined aggregate
abandonment rate function. We characterize the system equilibrium in heavy traffic by a
fixed point equation defined in a suitable function space.

Our main result shows that there exists a unique equilibrium for both cases studied. The
exact analysis of the single class system relies on the results in Baccelli and Hebuterne [22]
and Baccelli et al. [23]. They provide necessary and sufficient conditions for existence of the
steady-state virtual offered waiting time in the G/G/s + GI systems. In addition, Baccelli

and Hebuterne [22] obtain a closed form characterization of the (steady-state) distribution of



the virtual offered waiting time for the M /M /s+GI system. We prove the main result for the
multiclass system under the heavy traffic approximation by analyzing the workload process.
We also provide a computational scheme and illustrate the equilibrium computation. To
compute the equilibrium, we approximate it by a truncated one, where the abandonment
probabilities of customers waiting beyond a threshold are replaced by a certain (exogenously
given) value. We then provide an iterative algorithm to compute the truncated equilibrium.
Lastly, we illustrate the effectiveness of the algorithm using data from an Israeli bank call

center.

2.1.1 Main Contributions

The contribution of this paper lies in the theoretical framework it provides for studying
the system equilibrium and the proof of existence and uniqueness of the equilibrium. This
framework allows studying the performance under the endogenous (dynamic) abandonment
model. An important antecedent of this paper is Aksin et al. [3]; see also Aksin et al. [4].
Aksin et al. [3] propose a dynamic abandonment model and estimate preference parameters,
i.e. the waiting costs and rewards of the customers. Rather than estimating the parame-
ters, our paper focuses on characterizing the system equilibrium analytically and providing
a theoretical foundation for studying the system performance. Therefore, the equilibrium
analysis in this paper provides a theoretical framework for the counterfactual analysis con-
ducted in Aksin et al. [3] and other empirical work that builds on it. Moreover, we apply a
novel asymptotic analysis to study the equilibrium of the multiclass system where the exact

1

analysis is intractable. This approach is motivated by Armony and Maglaras [8]"; see also

Armony and Maglaras [9]. Lastly, we provide an algorithm to compute the system equilib-

1. Armony and Maglaras [8] use this approach to study the call center with a callback option and char-
acterize the equilibrium asymptotically. Another closely related paper is Maglaras et al. [88], which also
uses the asymptotic analysis to study a system with endogenous abandonment decisions. Our paper studies
the system where customers know the service rate but cannot observe the system state; whereas the system
state in Maglaras et al. [88] is observable but the customers learn the service rate by observing the evolution
of the system.



rium and illustrate its performance using several numerical examples and the the data from
an Israeli bank call center.

Our proof of uniqueness also makes a methodological contribution?. To the best of our
knowledge, there is no theory that readily addresses or can be extended to address the
question of uniqueness. Therefore, we establish the uniqueness proof from first principals.
We express the equilibrium distributions of the waiting and abandonment times for the
various customer classes as the solution to a system of non-linear ODEs (or dynamical
system for the exact analysis of the single class queue). The existence and uniqueness of
the equilibrium correspond to the existence and uniqueness of a solution to this system of
ODEs. We reformulate the uniqueness question as one of the stability of a related auxiliary
system of ODEs3. Ultimately, the analysis boils down to studying the eigenvalues of the
state-transition matrix of the dynamical system®. A difficulty arises in our setting because
one eigenvalue of the underlying state-transition matrix fails to satisfy the usual condition of
stability. We resolve this by expressing the corresponding state variable in terms of others.
This eliminates the “nonconforming” eigenvalue but contributes a perturbation error to the
new state-transition matrix, which vanishes asymptotically as the waiting time, i.e. the time
index of the auxiliary dynamical system, gets large. Ultimately, these steps translate the
system into a well-behaved system of ODEs (with a perturbation).

The aforementioned approach may be applicable to establish the uniqueness of the equi-
librium in other settings where forward-looking agents facing shared-resource constraints
make decisions dynamically. For example, one important application area is deceased-donor

organ transplants where patients make accept-reject decisions for the organ offers strate-

2. The proof of existence is relatively straightforward and follows from the Schauder-Tychonoff fixed point
theorem in a suitably defined space of functions.

3. We proceed by contradiction, thereby postulating two distinct solutions, and study the system of ODEs
governing evolution of their difference.

4. See for example Gurvits [54], Czornik [36] and Protasov et al. [92] for conditions for stability of discrete-
time dynamical systems and Chapter 7 of Verhulst [106] for their continuous-time analogs, i.e. a system of
nonlinear ODEs.



gically. Similar to abandonments in our setting, these (endogenous) decisions impact the
evolution of the transplant queues. The deceased-donor allocation policies go under frequent
changes; see for example Ata et al. [13] and Ata and Friedewald [14]. It is of great importance
to predict the future (equilibrium) outcomes under such policy changes, which calls for an
analysis that is similar to the analysis in this paper. The rest of this chapter is organized as

follows.

2.1.2  Qutline of Chapters 2 - J

Chapters 2 - 4 are organized as follows. The rest of Chapter 2 introduces the general model
frame work of a multiclass queueing system with endogenous abandonments. Section 2.2
reviews the related literature. Section 2.3 introduces a discrete-time multiclass queueing
system with endogenous abandonments. It also provides the definition of the equilibrium.
Chapter 3 provides the exact analysis of a single class Markovian queue. To be specific,
we characterize the equilibrium for this special case and state the main result, i.e. the
existence and uniqueness of the equilibrium in Section 3.1. We then prove the existence and
uniqueness results in Sections 3.2. Section 3.3 provides a computational scheme to calculate
the equilibrium numerically. We then conduct a numerical study to analyze the impact of
modeling the abandonment decisions endogenously in Section 3.4. The asymptotic analysis
of the multiclass system is provided in Chapter 4. Section 4.1 analyzes the equilibrium
of a multiclass system in heavy traffic. Section 4.2 provides a computational scheme to
calculate the equilibrium. It also provides a numerical example to illustrate the importance
of modeling the abandonment decisions endogenously in various counterfactual scenarios
using a data set from a bank call center. The proofs omitted in the main text are provided
in the appendices.

The appendices are organized as follows. The proofs of the results in Section 2.3 are given
in A.1.1. Appendicies A.1.2 - A.1.3 present the proofs of lemmas, corollaries and the main

theorem in Sections 3.1.1 - 3.2. Appendix A.1.4 contains the proofs of propositions in Section
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3.3. Appendix A.2 provides the proof of a technical lemma that facilitates the proof of the
uniqueness of the equilibrium. We also provide a roadmap for the proof of the uniqueness of
the equilibrium in Appendix A.3. Appendix B.1.1 provides the derivations of the results in
Section 4.1.1. Proofs of results in Sections 4.1.2 and 4.1.3 are provided in Appendix B.1.2.
Appendix B.1.3 contains the proofs of the results in Section 4.2. Appendix B.2 provides the
proof of Lemma 13, a technical lemma that facilitates the proof of the uniqueness. Appendix
B.3 provides a detailed roadmap for the proofs of the uniqueness and Lemma 13. The reader
may benefit from reviewing Appendix B.3 before reading B.2. Appendix B.4.1 provides the
maximum likelihood formulation used to compute the parameter estimates in Section 4.2.2.
Appendix B.4.2 provides the Kolmogorov-Smirnov test conducted to compare the predicted

(steady-state) distributions of VOWT from the endogenous and exogenous models.

2.2 Literature review

In the traditional approach, one endows customers with exogenous abandonment time (pa-
tience time) distributions. A customer abandons when his waiting time exceeds his patience
time. The exact results are rare and require distributional assumptions on the arrival, service
and abandonment processes; see Gans et al. [44] and Aksin et al. [2] for overviews and other
examples. Because most queueing models with abandonments are not amenable to exact
analysis, the heavy traffic asymptotic regime is often used for approximate analysis of such
systems. For example, Ward and Glynn [108] study the heavy traffic limit of the G/G/1+G
queue in the conventional heavy traffic limit regime. Rubino and Ata [95] study a multiclass
parallel-server queueing system with abandonments in the conventional heavy traffic regime.
Ata and Tongarlak [21] study a multiclass queue with abandonments under nonlinear costs.
We refer the readers to Ward [107] for a comprehensive survey of the approximate analysis
of queueing systems with abandonments. In this paper, we use the hazard rate scaling in the
conventional heavy traffic regime introduced by Reed and Ward [93]. Under the hazard rate

scaling, the diffusion approximations of the virtual offered waiting time and queue length
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processes use the entire abandonment distribution given in the G/G/1+ G system. Kim and
Ward [69] study the optimal control problem in a multiclass G/G/1 + G queue under the
hazard rate scaling.

Another stream of literature models customer abandonments endogenously whereby cus-
tomers make their abandonment decisions by maximizing their utilities. The literature
studying rational customers in queueing systems starts with Naor [89]. Arriving customers’
decisions includes whether to join the queue or balk (joining decision) and which queue to
join (routing decision). Customers waiting in the queues may decide whether to keep waiting
in the queue or leave (abandoning or reneging decision) and whether to switch to a differ-
ent queue (jockeying decision). Hassin and Haviv [60] provide a comprehensive survey of
this literature. This paper falls into the literature studying customers’ abandonment deci-
sions. These decisions and the resulting system behavior (and its characterization) depend
on whether the customers can observe the system state or not; see Chapters 2 and 3 of
Hassin and Haviv [60] for a discussion of the observable and unobservable queues, respec-
tively. If the queue is unobservable, the only information of a customer is her own waiting
time. To the best of our knowledge, the first papers in the unobservable setting are Hassin
and Haviv [59], Haviv and Ritov [61], Zohar et al. [121], Mandelbaum and Shimkin [86] and
Shimkin and Mandelbaum [100]. These papers assume that the customers determine their
abandonment time upon arrival to maximize their utilities. Haviv and Ritov [61] consider
the symmetric Nash equilibrium of customers’ abandonment strategies with an increasing
and convex waiting cost and a fixed reward from service. Zohar et al. [121] present a model
in which the customers’ patience time follow a parametric distribution, which depends only
on a single performance measure, e.g. average anticipated waiting time. Mandelbaum and
Shimkin [86] and Shimkin and Mandelbaum [100] analyze rational abandonment behavior
of impatient customers in a Markovian queue with a general abandonment time distribution
(an M/M/m+G queue). In both papers, the authors assume that the waiting cost and the

service utility of the callers are given, and customers, depending on these parameters, act
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rationally and decide upon arrival when to abandon if they do not receive service. Callers
abandon the system if their actual waiting time exceeds their optimal abandonment time.

In the observable case, customers join a physical queue and observe the system state,
especially the queue length, and other customers’ abandonment decisions. There are several
papers studying customers’ rational abandonment behavior in the observable case. Assaf and
Haviv [11] study an M/M/1 queue in which customers observe the system state and make
abandonment decisions to maximize their utilities. The authors characterize the stationary
Markovian strategies in an e—Nash equilibrium of the system. Afeche and Sarhangian [1]
study the rational abandonment decisions of customers in an observable two-class priority
system, with pricing as a tool to control this behavior. They characterize the equilibrium
abandonment strategy of low-priority customers and show how it depends on the high-
priority queue length and on the fee structure. Welfare maximization requires charging
customers only for service, whereas revenue maximization requires charging for joining the
queue and offering a partial refund for order cancellation. A ticket queue falls in-between
the observable and unobservable cases. A customer in a ticket queue cannot observe the
queue length but can observe the abandonments and service completions in the system. The
empirical study of Gao and Kuzu [47] finds that customers react dynamically and reconsider
their abandonment decisions when they see abandonments and service completions.

The most closely related papers to ours are Aksin et al. [3, 4] and Maglaras et al. [88].
Aksin et al. [3, 4] propose a dynamic abandonment model. They assume that the customers
make their abandonment decisions dynamically as they wait by solving an optimal stopping
problem. Customers maximize their utilities which depend on the waiting costs, the reward
from the service and their idiosyncratic random shocks. Aksin et al. [3] focus on estimat-
ing the waiting costs and rewards of the customers and use an iterative simulation-based
approach to calculate the steady state distribution of the virtual offered waiting time and
the abandonment time in the equilibrium. Aksin et al. [4] incorporate delay announcements

and develop a Markovian approximation for a two-class queueing system, which gives rise
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to a set of system equations to characterize the equilibrium. Whereas the focus of Aksin
et al. [3, 4] is the empirical study of abandonments, this paper develops a framework for
studying the equilibrium theoretically. In particular, we establish existence and uniqueness
of the equilibrium and provide an algorithm to compute it.

Maglaras et al. [88] analyze the equilibrium of a queueing system in which customers
observe the evolution of the queue but do not know the service rate. Customers first join
the queue and observe their progress to estimate their wait times and subsequently decide
whether to stay in the queue or abandon. They study systems where the arrival rate and
service capacity gets large, but the individual behavior of customers remains fixed. They
characterize the equilibrium of this asymptotic system and use it to approximate the behavior
of the pre-limit system. They show that the system dynamics are significantly impacted by
long service times, characterized by the tail of the service time distribution. Both Maglaras
et al. [88] and this paper use an asymptotic approach to study the equilibrium of the queue
where customers in the queue make endogenous abandonment decisions. In contrast, this
paper assumes the service rate is known whereas the queue is unobservable.

From the style of analysis perspective, important antecedents of this paper are Armony
and Maglaras [8, 9] that study a call center in which customers choose to either stay in
the queue or receive a call-back service to maximize their utilities. When customers choose
the call-back service, which has a maximum-delay guarantee, they leave the real-time queue
and wait in an offline queue. Characterizing the equilibrium analytically using the standard
queueing models is not tractable. Therefore, the authors take a novel approach and study in-
stead an approximate limiting system (in the so-called heavy traffic limit) which is amenable
to analysis. We follow Armony and Maglaras’ approach and characterize the equilibrium for
the limiting system (in the heavy traffic limit).

From the methodological perspective, our model relates to self-interacting Markov chains
and the nonlinear Perron-Frobenius theory. The defining feature of a self-interacting Markov

chain is that its evolution depends on the occupancy measure of the past values; see Del Moral
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and Miclo [39]. In our model, the evolution of the system dynamics depends on the past
random abandonment decisions. Thus, our problem can be modeled as a self-interacting
Markov chain. Moreover, finding the steady state distribution of self-interacting Markov
chains can be viewed as finding the eigenvalues and eigenvectors of a nonlinear mapping,
which is the focus of nonlinear Perron-Frobenius Theory; see Lemmens and Nussbaum [79].
In both streams of literature, establishing uniqueness of the equilibrium essentially relies
on contraction mapping arguments. The abstract fixed point equation characterizing the
equilibrium is not a contraction in our setting. Therefore, our proof of uniqueness proceeds

from first principles.

2.3 The Model

We consider a multiclass queueing system with endogenous abandonments. That is, cus-
tomers’ abandonment decisions depend on the congestion in the system. Characterizing the

(aggregate) behavior of such a system requires studying two closely-related questions:
1. How the congestion affects customers’ abandonment decisions;
2. How customers’ abandonment decisions impact system performance.

To address the first question, we introduce a model of forward-looking customers who make
abandonment decisions to maximize their utility given the underlying system dynamics. We
then incorporate the resulting abandonment behavior into the queueing model to characterize

the equilibrium. To this end, the next section describes the primitives of the queueing model.

2.3.1 The queueing model

We consider a discrete time model of a single-server queueing system with K customers
classes, indexed by £ = 1,..., K. In each period, at most one customer arrives to the

system. A key primitive of the arrival process is the function a(t) (for t > 0) which denotes
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the probability that there is an arrival in the current period given that no customers arrived
in the previous ¢ — 1 periods. Assuming the interarrival times of the customers are i.i.d., let

A denote an interarrival time. Its cumulative distribution is given as follows:

t
PA<t)=1-][J(1—a(@) for t=1,2,.... (2.1)
1=1
If the interarrival time is ¢, then a newly arrived customer is a class k customer with proba-

bility pg(t), where Zszl pr(t) = 1 for t > 1. The arrival rate of class k customers, denoted

by Mg, is given by the following:

00 1—1 00 1—1
M= | pr(@a@) [T =aG)| /D dali) [T(1—a@))] . (2.2)
=1 j=1 i=1 j=1

Let 04, denote the standard deviation of the interarrival time of class k customers, which
can be calculated from the primitives (a, py,).

We assume a non-preemptive, work-conserving scheduling policy which dictates the next
customer class to work on every time the server is done with the customer currently in
service. Within a class, customers are served in a First-Come-First-Served (FCFS) fashion.
The service times of class k customers are i.i.d. and have general distributions. Letting
S} denote a class k service time distribution, its hazard rate is given by b;. That is, by (s)
denotes the probability that the service is completed in the next period given that it has
lasted longer than s — 1 periods. Therefore, the cumulative distribution of the service time

S} is given as follows:

P(Sp<s)=1-]](1—bg(0) for s=1,2,... and k=1,... K. (2.3)
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Letting py denote the service rate for class k customers, it is given as follows:

%) i—1 -1
e = | S i) [T - be())| (2.4)
=1 j=1

The standard deviation of the service time for class k customers, denoted by ogj, can be
calculated from equation (2.3). Let pp = Ap/p; denote the offered load for class k for
k=1,..., K. We only consider the underloaded case, i.e. Zé(:l pr < 1.

A crucial feature of our model is that customers make real time abandonment decisions
while waiting; a detailed description of that will be provided in the next section. Until then,
we assume the abandonment time follows a general distribution, where a class k& customer
who has waited for w periods abandons with probability ¢ (w), k =1,..., K and w > 0.

The system dynamics are fully characterized by the primitives of the arrival process
(a,py.), the service process by, the scheduling policy and the abandonment probabilities gj,.
Therefore, we can characterize how the system evolves in steady state. A quantity of primary
interest for us is 5. (w), the probability of entering service in the next period for a class k
customer given that she has been in the queue for w periods. That is, . (w) is the hazard
rate of the virtual offered waiting time distribution for class k. The probability 5. (w) will be
the key input into our customer abandonment model, summarizing the queueing dynamics.
Closed-form expressions for f;.(-) are not available in general. We provide a closed-form
formula for 5(-) in Section 3.2 for the special case of a (single-class) M/M/1 + G system;
Section 4.1 provides an approximation for the multiclass case.

A detailed description of our abandonment model is given in the next section, which

builds on Aksin et al. [3].

2.3.2  An abandonment model with forward-looking customers

In our abandonment model, customers make their abandonment decisions based on their

beliefs of the probability of entering service, which also characterizes their waiting time.
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We assume that® the customers have “true” beliefs, i.e. their beliefs coincide with By ().
Consider a class k customer who has been waiting in the queue for w periods. Figure 2.1

shows the sequence of events that she experiences during the next period. We denote her

w Ob wtl
serve Calculate Incur cost ¢, and Enter No
random shocks o Abandon? I .
utility u. shock g,(w, 0). Service?
g(w, a).

Yes

Incur shock Receive
g(w, 1) Reward r,.

Figure 2.1: Timeline of the Events

abandonment decision by a € {0,1}; a = 0 corresponds to staying in the queue whereas
a = 1 corresponds to abandoning. There is a random shock, denoted by €r(w,a) for a
class k customer, associated with each action a. First, she learns the realizations of the
random shocks and calculates her utility under each action a € {0,1}, which we denote by
ug(w, a,ep(w, a)). Then she makes the abandonment decision so as to maximize her utility.
If she chooses to abandon (a = 1), she only incurs the random shock ¢ (w, 1). Her expected
discounted future utility from abandoning is normalized to zero. If she chooses to stay in
the queue (a = 0), then she incurs a waiting cost of ¢, for that period as well as the shock
er(w,0). Moreover, she enters service with probability [y (w) in which case she receives a
reward 7 from service. In making her decision of whether to abandon or wait, she takes
into account her expected discounted future utility (or “value-to-go”) as well. In summary,
the (expected) utility of the customer as a function of her action (at the time of making her

abandonment decision) is given as follows:

(. 0, (1w, a)) = —cp + affBr(w)ry + (1 — Br(w))J(w + 1)] + e (w, 0), if a =0,

ex(w, 1), ifa=1,
(2.5)

5. We assume customers learn this through previous experience.
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where « is the discount factor and Ji(w + 1) is the value-to-go function having waited for
w1 periods (or, the expected discounted future utility of waiting). The expected discounted

future utility of waiting J.(w) is given as follows:

Jk(w):Eﬁk aén{%}i}uk<waa7€k(waa)) ) (26)

where e, (w) = (e1,(w,0),ex(w, 1)). The customer’s optimal action ay.(w, ey (w)) is given by

ap(w, ep(w)) = arg max_ug(w,a,eg(w,a)). (2.7)
ae{0,1}

We make the following two assumptions on the idiosyncratic shocks.
Assumption 1. The idiosyncratic shocks satisfy the following properties:

1. The idiosyncratic shocks are independent across different classes for k=1,..., K and

customers.

2. For each class k they are i.i.d. with zero mean for all w > 1 and a € {0,1}, i.e.

Elex(w,a)] = 0.

3. The cumulative distribution function of €.(1,1) — €,(1,0), denoted by F}.(-), has a

positive support on [—cp,rr]. In addition, F}.(-) admits a continous probability density
function fi.(+) on [—cp, 7]

For notational brevity, we suppress the dependence of idiosyncratic shocks on the waiting
time and write £;(a), a € {0,1}. Assumption 2 involves the idiosyncratic shocks, the service

reward 7 and the per-period waiting cost cj.

Assumption 2. Customers prefer receiving the service immediately to waiting for one period

before entering service, i.e. vy, > Ec[max (e (1), —c, + ary + 5(0))] for all k.
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The expected discounted utility of waiting J;.(w) solves the following Bellman equation:

Jp(w) = By [max{e (1), —c + a[Bgp(w)rg + (1 = Bp(w)) Jp(w + D] +5(0)3] . (2.8)

In light of (2.7), the probability that a class k customer abandons the queue after waiting

for w periods, g (w), is given as follows:

qi(w) = Eey [ag.(w, ep)] = Plug(w, 1, (1)) = ug(w, 0, €5(0))). (2.9)

Substituting equation (2.5) into equation (2.9) yields the following equation that derives the

abandonment probability ¢ (-) from the expected value of waiting J.(+):

gr(w) = Pleg(1) — e (0) = —cg + a{ B (w)ry + (1 = B (w)) Jp(w +1)})

= Fi, (= + a {Br(w)ry + (1 = Bi(w)) Jp(w + 1)}),

(2.10)

where F}.(-) = 1 — Fj(-). The following proposition (see Section A.1.1 for its proof) shows
that the expected value of waiting Ji(-), and thus the abandonment probability ¢;(-), is

unique given the belief 8.(+).

Proposition 1. Fork =1,..., K, given fj(-), the ezpected value of waiting Ji.(-) for a class
k customer is the unique solution to the Bellman equation (2.8). Moreover, the corresponding

abandonment probability qy.() is uniquely characterized by equation (2.10).

As mentioned earlier, under Assumption 1, the expected discounted future utility of
abandoning is zero, i.e.

Elup(w, 1, e (w,1)] =0 for w > 1.

In addition, by substituting equation (2.10) into equation (2.5), the utility of staying in the

queue can be written in terms of the abandonment probability, i.e.

ug(w,0,ex(w, 0)) = F} (g (w)) + £5(0).
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Thus, we obtain the following corollary that expresses the expected value of waiting Ji.(+) in

terms of the abandonment probability ¢ (-).

Corollary 1. The following holds:

Ji(w) = Ee, [Fk‘l(qk(w)) + £1(0) — g5 (1) +, k=1,... K. (2.11)

By Corollary 1 and Assumptions 1 and 2, the following corollary shows that for any given

B, the abandonment probability is bounded away from zero.

Corollary 2. For any given B (-), we have that Ji.(w) < 7. for all w and k. Moreover,

there exists a constant q, > 0 such that qr(w) > q;, for allw and k=1,... K.

2.3.3  Definition of a system equilibrium

Note that the belief of entering service f(w) and the abandonment probability ¢ (w) (for
w > 1) can be viewed as infinite dimensional vectors. Let © = [0, 1]°° so that both 5y, g, € Q.
Also let 8 = (f51,...,0k) and ¢ = (q1,...,qK) and note that §,q € QX Section 2.3.1
describes the queueing model which takes the abandonment probability ¢ as a primitive
along with the arrival and service processes and the scheduling policy. We refer the reader
to Peng (2015) for the details of the description of the evolution of the queueing process
and the resulting characterization of the probability § of entering service. To the best of
our knowledge, there is no closed form representation of 3 in general. Nonetheless, we let
d : OF = QF denote the mapping from the abandonment probability ¢ to the beliefs .
Note that the mapping & depends on other system primitives and, in particular on the
scheduling policy. Equations (2.8) and (2.10) of Section 2.3.2 provides a characterization of
the mapping from the belief ;. to the abandonment probability g;. for class k customers.
We denote that mapping by I'j : 2 — Q.

In an equilibrium, the beliefs of entering service § and the abandonment probabilities ¢

must be consistent with each other. The following definition of system equilibrium imposes
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the consistency requirement on customers’ abandonment probabilities ¢ and their beliefs 3.

Definition 1. We say that e* = (8%, ¢%), where 8% = (B1,...,B%) and ¢* = (q7,-- ., q}),

s a system equilibrium if the following conditions are both satisfied:

1. The class k customers make abandonment decisions with beliefs 37, i.e. q; = T'(B),

k=1,...,K.

2. The beliefs * are consistent with the actual probability of entering service with aban-

donment probabilities ¢*, i.e. f* = ®(q*).

In the following two chapters, we characterize the equilibrium for two specific cases: the

Geo/Geo/1 4+ G queue and the multiclass system in the conventional heavy traffic limit.
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CHAPTER 3
EXACT ANALYSIS OF A SINGLE-CLASS MARKOVIAN
QUEUE

3.1 Characterization of the Equilibrium of a single-class

Markovian Queue

The section introduces the framework to study a single-class queueing with endogenous
abandonments. We first analyze the queueing model for this special case in Section 3.1.1.
The abandonment model follows Section 2.3.2 with £k = 1. We then state the main result at

the end of this section.

3.1.1 The queueing model

The queueing model characterizes the system performance by taking the distribution of
customers’ abandonment time as given. We consider a Geo/Geo/14+GI queue in which
customers’ abandonment times follow a general distribution. In particular, we consider a
single class queue with a single server!. In each period, a new customer arrives at the system
with probability a. We assume a non-idling service policy. Customers are served in a First-
Come-First-Served (FCFS) fashion. The service times follow a geometric distribution with

probability b. We consider only the underloaded case?, i.e. a < b.

1. The single-server assumption eliminates the possibility of having multiple service completions in one
period, simplifying the characterization of the waiting time distribution significantly in our discrete-time
model. Under this assumption, the characterization of the hazard rate of the waiting time distribution is
a straightforward analogue of that of Baccelli and Hebuterne [22] in their continuous-time model. Their
characterization of the waiting time distribution is valid for the multi-server queueing systems as well.
This observation leads us to conjecture that our existence and uniqueness results can be extended to the
multiserver setting as well.

2. Although we restrict attention to the underloaded case, i.e. a < b, we conjecture that the existence and
uniqueness results continue to hold in the general case when the stability condition a < bG(o0) holds; see
Equation (3.1) for the definition of G. The intuition for this stems from the fact that the proofs in Section
3.2 rely merely on the properties of the abandonment decisions and performance metrics of the queue when
the waiting time is large. Focusing on the underloaded case, i.e. a < b, relieves us from the burden of
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A crucial feature of our model is that customers make real time abandonment decisions
while waiting; a detailed description of that will be provided in the next section. Until then,
we assume the abandonment time follows a general distribution. To be specific, a customer
who has waited in the queue for w periods abandons with probability ¢(w) for w > 1.

A quantity of primary interest for us is f(w), the steady-state probability of entering
service in the next period for a customer who has been in the queue for w periods. This
is because the (steady-state) probability /5 of entering service is a key input of customers’
abandonment decisions described in Section 2.3.2. We first study the virtual offered waiting
time (VOWT) process, denoted by {V(t) : t > 1}, where V(¢) is the number of periods a
customer arriving at time ¢ has to wait if she does not abandon. Then the (steady-state)
probability 5 of entering service is the hazard rate of the steady state distribution of the
VOWT.

Baccelli and Hebuterne [22] calculate the VOWT distribution of an M /M /s + GI queue
in closed form. The authors observe that the steady state distributions of the VOW'T of the

following two systems are equivalent, which is key to their analysis:

e (System 1) A customer calculates her VOWT upon arrival and balk if it exceeds her

patience time.

e (System 2) A customer joins the queue regardlessly and abandons when her patience

time expires.

The system of interest for us falls into the second case (System 2). Following this observation,
we can study the VOW'T of System 2 by analyzing the VOWT of System 1. Baccelli and
Hebuterne [22] derive the generalized Lindley’s equation [22, Equation 2.1] to characterize
the steady state distribution of the VOWT (of System 1). We adapt their approach to our

discrete-time setting. To this end, let G(w) denote the probability that a customer abandons

working with different characterizations of the system as a function of the waiting time, and thus, simplifies
the proof of the main result.
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the queue within w periods. Note that

w

G(w) =1~ ]t —a(), (3.1)

1=1
and let G(w) = 1 — G(w). Conditioning on the service time of a (potential) customer who
arrives in period ¢, we write a recursive equation to characterize the dynamics of the VOW'T
V(t) (for t > 1). This equation is the discrete time analogue of the generalized Lindley’s

equation in Baccelli and Hebuterne [22], which is given as follows: For m =1,2,..

V(4 1) = (Vi) —1DF, wp. (1—a)+aG(V(t)), (32)
V(t)—14+m w.p. a(l =GV ()1 —b)™ b

Note that the VOWT V(¢) is the sum of the service time of all customers (in System 1) at
the beginning of period t. Thus, if no customers enters the system in period ¢, the VOWT
decreases by one in a non-empty system. If the system is empty, the VOWT remains zero.
This happens either when no customer arrives (with probability 1 — a) or when a customer
arrives, finds that the VOWT exceeds her patience time (with probability aG(V (t))), and
balks. This gives the first case in equation (3.2). The second case represents the scenario
when a customer arrives the system and does not balk (with probability a(1 — G(V(t))))
in period ¢. Conditioning on the service time of this arriving customer, we obtain that the
VOWT V(t + 1) becomes V(t) — 1 +m (with probability a(1 — G(V(£)))(1 — b)™1b).

The system dynamics are fully characterized by the arrival probability a, the proba-
bility of service completion b and the abandonment probabilities ¢(-). Therefore, we can
characterize how the system evolves in steady state. By analyzing equation (3.2), we ob-
tain Proposition 2 that is the discrete-time analogue of Baccelli and Hebuterne’s result. It
characterizes the (steady-state) probability of entering service 5(+) given their abandonment

probabilities ¢(-); see Appendix A.1.2 for its proof.

Proposition 2. The probability of entering service after waiting for w periods in steady
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state is given as follows:
sw— (145 1] 1—b w1 (3.3)
1—aG -
t=w+1i=w+1

The following recursive equation is immediate from equation (3.3):

SRR ! (3.4)
Blw) 1—aG(w+1)Bw+1) '

The queueing model characterizes the system performance as if the abandonment proba-
bilities g(-) were known. We complete the characterization of the system by introducing
a rational abandonment model in the next subsection. The abandonment model takes the
system performance (in steady state) as an input and gives the abandonment probabilities

q(+) as the output.

3.1.2 FExistence and uniqueness of the system equilibrium

In an equilibrium, the probability of entering service 8 and the abandonment probability ¢
must be consistent with each other. To facilitate the formal definition of the equilibrium,
let Q = [0,1]°°. Note that the probability of entering service f(w) and the abandonment
probability ¢(w) (for w > 1) can be viewed as infinite dimensional vectors. Thus, /3, q € €.
We let @ : ) — ) denote the mapping from the vector ¢ of the abandonment probability
to the vector 8 of the probability of entering service, which is characterized by Proposition
2. Equations (2.8) and (2.10) provide the characterization of the mapping from the vector
B of the probability of entering service to the vector ¢ of the abandonment probability. We
denote that mapping by I' : 2 — Q.

The following definition of system equilibrium imposes the consistency requirement on

customers’ abandonment probability ¢ and their probability of entering service f3.

Definition 2. We say that e* = (8%,¢%) is a system equilibrium (in steady state) if the
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following conditions are both satisfied:

1. The customers make abandonment decisions with the (steady state) probability of en-

tering service 3%, i.e. ¢* = T'(8%).

2. The (steady state) probability of entering service 5* is consistent with the actual prob-

ability of entering service with abandonment probability ¢*, i.e. f* = ®(q*).

The definition of the system equilibrium requires that the customers’ beliefs on the system
performance, which is characterized by (3, are consistent with the actual system performance
in steady state?. The following corollary, which combines the analysis from the abandon-
ment and queueing models, provides the characterization of the system in equilibrium. It is

immediate from Propositions 1 and 2.
Corollary 3. The equilibrium is characterized by equations (2.8), (2.10)(3.1) and (3.3), .

We end this section by stating our main result which establishes the existence and unique-

ness of the equilibrium. Next section proves this theorem.

Theorem 1. There exists a unique system equilibrium e*.

3.2 Proof of Theorem 1

The proof of Theorem 1 includes two parts. Section 3.2.1 establishes the existence of the

equilibrium building on several auxiliary lemmas. Section 3.2.2 proves the uniqueness.

3.2.1 The Existence of the Equilibrium

Let e* = (6%, ¢") be an equilibrium. By definition of an equilibrium, the probability 8*(-) of
entering service is the solution to the fixed point problem g* = ®(I'(8*)). We use Brouwer-

Schauder fixed point theorem to prove the existence the equilibrium. We first state two

3. The definition of the system equilibrium is a symmetric Nash equilibrium with indistinguishable in-
finitely many players; see 1.1 of Chapter 1 in Hassin and Haviv [60] for a detailed discussion.
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lemmas in preparation for applying the fixed point theorem. We then prove the existence
result at the end of this subsection.
The following lemma provides an upper-bound and a lower-bound for the belief 5*(-);

see Appendix A.1.3 for its proof.

Lemma 1. Given B(w) € [0,b] forw > 1, let § = (B(w) : w > 1) be defined as = ®(T'(B)).

Then /3 (w) is increasing in w and satisfies the following inequality:

b—a(l—qwtl
1—a(1—;])w+1 < Bw) <b for w>1, (3.5)

where q € (0,1) is the constant given in Corollary 2.

Since the probability 8*(-) of entering service in equilibrium satisfies * = ®(I'(8*)), it
also satisfies equation (3.5). To state the next lemma, define the set of infinite sequences B

as follows:

1—

a(l —g)"
o1 g)oTT Sﬁ(w)ﬁb,wzl}, (3:6)

B:{ﬁelooz

where [®° is the space of infinite sequences endowed with the topology induced by the sup
norm. Lemma 2 shows that the fixed point problem * = &(I'(8*)) satisfies the conditions

of the Brouwer-Schauder fixed point theorem; see Appendix A.1.3 for its proof.

Lemma 2. The set B is compact in I°°. In addition, the mapping ®(I'(+)) is continuous.
Thus, we immediately obtain the existence result stated in the following proposition.

Proposition 3. There exists a system equilibrium e*.

Proof. By Lemma 1, we can restrict our attention to § € B. By Lemma 2, the set B is
compact in [*® and the mapping ®(I'(:)) is continuous. By Brouwer-Schauder fixed point
theorem [118], the fixed point problem f = ®(I'(3)) has a solution f* € B. Therefore,

(B*,T(B*)) is a system equilibrium. O
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3.2.2  The Uniqueness of the Equilibrium

The uniqueness is proved by contradiction. We first state some properties of the probability
B*(-) of entering service and the abandonment probability ¢*(-) in equilibrium. We then
assume that there exist multiple equilibria. We explore the properties of the difference of
two different equilibria. The properties of the difference contradict the other properties of
F£*(+) and ¢*(+) in equilibrium alluded to immediately above.

Intuitively, as a customer waits in the queue, there remains fewer customers ahead of
her both due to service completions and abandonments. Thus, her probability of entering
service in the next period increases with waiting time. Also, note that for a customer at the

head of the queue, 8 = b, which is formalized in the next corollary.

Corollary 4. In equilibrium, the probability 5*(w) of entering service (after waiting for w

periods) is increasing in w and satisfies inequality (3.5). Moreover, we have that

lim 3%(w) =b.

w—00

The next lemma shows the monotonicity of the expected value of waiting and abandon-

ment probability in equilibrium.

Lemma 3. In equilibrium, the expected discounted utility of waiting J*(w) is increasing

whereas the abandonment probability ¢*(w) is decreasing in the waiting time w.

Since the expected value of waiting J* is increasing and bounded above by 7, it converges

as w tends to infinity. Hence, we have the following corollary.

Corollary 5. There exist constants Joo < 1 and ¢oo > q such that

. * _ : * —
wh_r>1rloO J*(w) = Jx and wh_{nooq (W) = oo,
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where Jo 15 the unique fived point of following equation:

z=Ec[—c+albr+ (1 —b)x] — (e(1) —e(0)] T, (3.7)

and oo = F(—c+ afbr + (1 — b)Jxo]).

To construct the contradiction, we assume that there exist at least two different equilibria.
Suppose €] and e are two different equilibria where e} (w) = (87 (w), ¢/ (w)) for w > 1 and

1 =1,2. Define

0(w) = B (w) = fz(w), dg(w) = gi(w) — ga(w) and dg(w) = Gi(w) — G(w).
Recall from (3.1) that G} (w) = [Tj—1(1 — ¢/ (k)) for w > 1 and i = 1,2. It is immediate
from Corollaries 4 and 5 that

lim dg(w) =0 and wlgnm dq(w) = 0. (3.8)

w—00

To reach a contradiction, we show that (3.8) cannot hold. Lemmas 4-7 facilitate this con-
tradiction argument. The following lemma proves an auxliary relationship between 4 (w),

dg(w) and dq(w), which plays a key role in proving Lemmas 5-6.

Lemma 4. There exist two positive sequences g1 (w) and go(w) forw > 1 with limy, o0 g;(w) =

0 for1=1,2 such that

g (w) = g1(w)dg(w) + ga2(w)dq(w). (3.9)

The proof of Lemma 4 is provided in Appendix A.2%.

The following lemma shows that e} and e5 must be everywhere different.

4. Here is a brief outline of the proof in Appendix A.2. To prove this result, we define an auxiliary function
fw(*) in Appendix A.2.1 implicitly and study its properties (especially the monotonicity and convergence of
its partial derivatives as w gets large). This function helps characterize G in terms of 3 and q. We then
apply the mean value theorem to f,,(-) to establish the result in Lemma 4.
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Lemma 5. If e] # e5 are two different equilibria, then e](w) # e3(w) for all w > 1.

Proof. We prove this lemma by contradiction. Suppose this is not true. Thus, there exists
n such that e](n) = e5(n). We first show that e](w) = e5(w) for w < n. We then use the
assumption ej(n) = e5(n) to show that ej(w) = ej(w) for w > n. Combining these two
results, we conclude that this contradicts to the assumption that e] # e5.

It follows from equation (3.9) that §=(n) = 0. In other words, G7(n) = G3(n). Note that
ef(w) and G (w) for i = 1,2 and w < n can be computed recursively by equations (3.4),
(2.10)-(2.11) and the following equation:

Giw—1)= T o () ?Zq(f()zu)’w <

Thus, we have that

ej(w) = e5(w) and Gi(w) = G5(w), w=1,...,n.

In addition, by inverting equations (3.1), (3.4) and (2.10)-(2.11), we can calculate S(w), g(w)

and G(w) for w > n by the following equations recursively: For w > n,

L (q(w c—aplw)r
1) = F [t (E2 D e —aptur)) .10
Gw+1)=Gw)(1—qw+1)), (3.11)

1-b B(w)
1—aGw+1)1—pB(w)’

Blw+1) = (3.12)

where H(z) = [*_ F(y)dy for z > 0. Thus, we have that e}(w) = e5(w) and Gj(w) =
G5(w) for all w > n as well. This gives e} = €3, which contradicts to the assumption that

e] # €. O

To facilitate the analysis to follow, let M,, denote the set of all n x n matrices, xr =

(1,-..,2n) be a n-dimensional vector, and M = [m;;] € My. Also let || - ||oc and ||| - |[|oc
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denote the vector and matrix norms, respectively, given by

n
|2]|oo = @&anwﬂ and ||| M|||oc = gggnzllmzﬂ-
]:

Building on Lemma 4, the next lemma characterizes the evolution of (d4(w),dz(w))" as w

evolves.

Lemma 6. There exist a matriz A and a sequence of matrices B(w), w > 1 such that the

following holds:

1. The sequence of vectors (d¢(w),dg(w))" for w > 1 satisfy the following recursive equa-

tion:

balw+1) — (A+ B(w)) %alw) | (3.13)

(5/3(11) + 1) (5/3 (w)
2. The two eigenvalues of the matriz A, denoted by A1 and \o, satisfy A\ > g > 1.

3. limy o0 ||| B(w)||]s0 = 0.

Proof. To facilitate the proof, define the constants ay, a9, as as follows:

1 F1 F1 — 1
. o P )P ) e a1
a(l = goo)(1 =) a(l = goo)(1 = 5) 1—b
In addition, define the matrix A as follows:
ap a
A — 1 2
0 ag
Let [gg(w + 1), eg(w + 1)]T denote the difference of two vectors given as follows:
gqlw+1 Og(w+1 dg(w
gw+1) | og(wr 1) dg(w) w1 (3.14)
65(11}-{—1) 55(104-1) 53(w)
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In addition, define the matrices B(w) as follows: For w > 1,

gq(w +1) sion(S. (w gq(w+1) on(5a
B(w) = ‘5q(w>(| +1og(w) 5a{0gtw) I5q<w)(\ ++|5%(w)| gn(95(w)) |
= sign(dg(w)) 2 sign(dg(w))

|0g(w)] +16g(w)]

where sign(z) is the sign of x. It is easy to check that the matrices A and B(w) satisfy
equation (3.13).

We complete the proof by showing that limy,—e0 ||| B(w)|||cc = 0. That is, for any € > 0,
there exists wq such that for all w > wy, |||B(w)|||lcoc < €. Note that this is equivalent to

show that for any € > 0, there exists wq such that for all w > wq,
leq(w + 1)| < €e([0g(w)] + |05(w)]) and |eg(w + 1) < e(|dg(w)] + [05(w)]). (3.15)

The rest of the proof shows (3.15). Recall that H(z) = [*  F(y)dy for z > 0. To

facilitate the proof, define functions v (+,-) and ¥s(-,-) as follows:

oo, = F [t (FO e elry]
R

The partial derivatives of the functions 11 (+,-) and ¥s(-,-) are given as follows:

Ov1(B,q) _ fF N (@1(8,9) F'(g) +c—apr
op 1 —¢1(/3, q) a(l-p)2 7
o (8,9) _ FFL(1(8.9)))
dq JIE=Hq)a(1 = B)(1 —¢1(q, 8))’
oM (B,G)  1-b 1
toJ5; _1—aC_¥(1—ﬂ)27
Ip(B,G) (1-=0)F a

9G -3 (1—aQ)?
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It follows from equations (3.10) - (3.12) that for w > 1 and i = 1, 2,

¢; (w+1) = ¥1(q; (w), B (w)) and B} (w+ 1) = P2 (B (w), G (w +1)).

By the mean value theorem [Theorem 8.4, 7], we have that (for w > 1)

1 (Br(w), 1 (w)) N1 (B (w), q1(w))

dglw+1) = 3 dg(w) + 3 dg(w), (3.16)
53w + 1) = 3¢2(52(wgg2(w + 1))56(“’ )+ 3%02(52(10)6352(10 + 1))56(“’)7 (3.17)
where

(Br(w), q1(w)) = e1(w)(B1 (w), g1 (w)) + (1 = e1(w)) (Bz (w), g3 (w)),

(B2(w), Ga(w + 1)) = ea(w) (B (w), GT(w + 1)) + (1 — ca(w)) (B3 (w), G5 (w + 1))

for some cq(w), co(w) € (0,1). It follows from Corollaries 4 and 5 that for i = 1, 2,

B (w) = b, ¢ (w) = goo and Gf(w) =0 as w — oco.

Since (f1(w),q1(w)) and (Bo(w), Go(w + 1)) are convex combinations of the equilibrium

quantities, the following holds:

(Br(w), q1(w)) = (b, goc) and (Ba(w), Go(w + 1)) — (b,0) as w — oo.
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Then it follows from the continuity of the partial derivatives of 11 (-) and ¥9(-) that

i 20181 w), qi(w)) _ 9¢1 (b goc) _

w0 g ag b
Jim 3@/)1(/31(;6),611(?0)) _ 31#15%%0) .
Jim (91#2(52(11)29,22(10 +1) _ 31#(29(2, 0 _
i 3@/)2(/32(10)552(10 +1) 3@@28(;, 0 _.,

Combining these with (3.16)-(3.17), we conclude that for any € > 0, there exits w; such that

for w > wq,

8w+ 1) — a18y(w) — azdg(w)] < e(ldy(w)| + [F5(w)]). (3.18)

|05(w + 1) — abda(w + 1) — agdg(w)| < e(|dq(w)| + [05(w))). (3.19)
In particular, combining (3.18) with (3.14) yields that
leq(w + )| = [0g(w + 1) — a1dq(w) — azdg(w)| < e([0g(w)] + [5(w)]),

which gives the first inequality in (3.15).
To complete the proof, we now focus on the second inequality in (3.15). By Lemma 4,

there exists w9 > wq such that

16a(w)| < = (16g(w)| + [6p(w)]) for w > wo. (3.20)

€
2
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In addition, note that

|0g(w 4+ 1)| = |8g(w + 1) — a1dq(w) — agdg(w) + a1d4(w) + azdg(w)|
< |0g(w + 1) — a164(w) — agdz(w)] + |a1dq(w) + agdz(w)] 1)
< €(|og(w)] + [6g(w)]) + a1]dq(w)] + az|dg(w)]

< My (|6q(w)| + |65(w)]),

where M| = max{a1, ag }+€ and the second inequality follows from (3.18). Since C_}”{ (w+1) —

0 as w — o0, there exists wg > wo such that

Gi(w+1) < ﬁ for w > ws. (3.22)

Combining equations (3.21)-(3.22), we have the following inequality:
|Gl(w + 1)dg(w + 1)| < §(|5q(w)| +10g(w)]) for w = ws. (3.23)
Thus, by substituting (3.11) into the definition of d5, we have that for w > w3,

[0 (w + D] =[Gl (w + 1) = G3(w + 1)
=|G1(w)(1 = g (w + 1)) = Gy(w)(1 — g3 (w + 1))
=|G1(w)(1 = gf(w +1)) = Gi(w)(1 — g3(w + 1))
+ Gl ()1 = ga(w+ 1)) = Gy(w)(1 = ga(w + 1))

=| = G1(w)dg(w + 1) + (1 — gz (w + 1))d¢; (w))| (3.24)

IA
Q)

1(w)dg(w + 1| + (1 = ga(w +1))d (w)|



The first inequality simply follows from | — a + b| < |a| + |b| for any values a,b. The second
inequality holds because |1 — ¢5(w 4 1)| < 1. The last inequality follows from equations

(3.20) and (3.23). In summary, we can rewrite (3.24) as follows: For w > ws,
0G(w +1)| < €(|dg(w)] + [0 (w)])-
Then we observe the following for w > ws,

‘55(?1) +1) — agéﬂ(w)| = }55(?1) +1) — agéﬂ(w) —abda(w + 1) + abdq(w + 1)‘
<e(|0q(w)| + 65(w)]) + abldg(w + 1)] (3.25)

<2€([0g(w)] + [0 (w)]),
where the first inequality follows from (3.19) while the last inequality follows because ab < 1.
Thus, it follows from equations (3.14) and (3.25) that

leg(w +1)| = [0g(w + 1) — azdg(w)| < 2€(|0g(w)] + [5(w)]),

which gives the second inequality in (3.15). O
The following technical lemma facilitates the proof of uniqueness.

Lemma 7. Let x(w) for w > 1 be a sequence of vectors in R™ with z(w) # 0 for all w > 1
such that

z(w+1) = (A+ B(w))z(w), (3.26)

where A € My, with eigenvalues A\y > --- > Ay, > 1 and B(w) € My, withlimy—oo |||B(w)]||oc =

0. Then x(w) cannot converge to zero, i.e. x(w) 4 0 as w — 0.

Proof. We can write (3.26) equivalently as

r(w) = (A+ B(w)) la(w + 1)
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for w large enough because A+ B(w) is invertible for large w. This is because the eigenvalues

of A are larger than one, and B(w) is negligible for large w. Defining
C(w) = (A+ Bw))~ ' — A7 (3.27)
we first show that
[|IC(w)|]|cc — 0 as w — oc.
Note that for w > 1,
C(w)=— A"+ (A+ B(w)™!
:—A4P—Am+3@m4]
:_A4UA+BWMA+Bmy4_mA+Bmy4 (3.28)

— — A7Y(A+ B(w) — A)(A+ Bw))"

= — A7'B(w)(A + B(w))™ L.

Therefore, the following holds: For w > 1,

1Cw)llloo =A™ B(w)(A + B(w)) ™|l
(3.29)

<A™ oo IB)llsollI(A + B(w) ™ [[oc-

It follows from (3.28) that (A 4+ B(w))™' = A1 — A~1B(w)(A + B(w))~!. Therefore, we

have that (for w > 1)

11(A + B(w)) " Mlloo <A™ oo + |47 B(w)(A + B(w)™[[oc

<IA™ oo + 1147 oo 1B (w) oo 11(A + B(w)) ™ |lloo-
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By rearranging the terms, we obtain that (for w > 1)

[
el 1B(@)oo

A+ B e < 777

Substituting this inequality into (3.29), we have that (for w > 1)

1A~ Moo
1= A= llso 11 B(w)][]

1Cw)[loo < A7 H]loo [[1B(w)[l]oo-

Since |||B(w)|||oc — 0, we conclude that |||C(w)]||cc — 0 as w — 0.

Next, we show that x(w) /4 0 by contradiction. Suppose that z(w) — 0. Note that the
cigenvalues of A1 are Al_l < <A 1 < 1. Thus, A~1 is diagonalizable and there exists
a matrix S (of the eigenvectors) such that A~! = STIAS where A is a diagonal matrix with
diagonal entries )fl, Ce Ay 1 Or equivalently, we can write that A = SA~1S~1. Define

H ’ HS and H| : ’HS as follows:
= — -1
HxHS HS-THOO and ’HMH‘S_'HSMS H|oo

Therefore, the following holds: For w > 1,

A7+ Cw)llls =I1S(A™" + Cw)S ™l
=[||A + SC(w)S™H[|oc
<II[Allloo + 11SC(w)S ™ lloo

<D 1S so 1S ™ Hl oo 1€ ()] o,

where the last inequality follows from |||A|||cc = A;; 1 < 1. Since |||C(w)]||cc — 0, the second
term on the right-hand side tends to zero as w — oo. Thus, there exists wy and € > 0 such
that for w > wy,

A+ Clw)l|lg < Ayt +e< 1.
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Therefore, it follows from (3.27) that for w > wy,

[[2(w)||s =[[(A + B(w)) ™ a(w+1)||s
=[[(A™" + C(w)z(w+1)]|s
=[[S(A™" + C(w)) S!S (w +1)||
<[ISA™" + C(w)) S lool ISz (w + 1)l
=[[|A™" + C(w)[|slle(w + ]|

<t F llz(w + 1|5

We proceed by contradiction. Suppose z(w) — 0 as w — oo. Denote d = ||z(wq)||g. Since
x(wg) # 0 by assumption, it holds that d > 0. Moreover, since z(wg +n) — 0 as n — oo,

there exists ng such that ||x(wy+ n)||g < d for all n > ng. Therefore, the following holds:
d = [lz(wo)lls < A"+ &)"[lz(wo +n)l|g < (A" +€)"d < d.

This contradiction shows that z(w) cannot converge to zero as w — 0. O

It is immediate from Lemma 6 that our problem satisfies the conditions of Lemma 7 (for
n = 2). This observation facilitates the uniqueness proof; see proof of Proposition 9. Next

we state the uniqueness result whose proof follows from Corollaries 4 and 5 and Lemmas 4-7.
Proposition 4. The system equilibrium e* is unique.

Proof. We prove the uniqueness by contradiction. Suppose e] and ej are two different
equilibria. On the one hand, by Corollaries 4 and 5, equation (3.8) holds. On the other
hand, the two eigenvalues of matrix A in Lemma 6 are (1 —b) ™! and [a(1 — goo)(1 — b)] L,
which are different and strictly greater than 1. Thus, it follows from Lemmas 5 and 6 that
the sequence (dq(w), dg(w)) for w > 1 satisfies the two conditions in Lemma 7. By Lemma

7, either limy o0 dg(w) # 0 or limy o0 0g(w) # 0, which contradicts equation (3.8). O
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3.3 An Algorithm to Compute the Equilibrium Numerically

This section provides an algorithm to compute the equilibrium. To calculate the equilibrium
numerically, we introduce the notion of a truncated equilibrium in which the abandonment
decisions are only partially endogenous. The abandonment probability of customers who
have waited for more than N periods are given exogenously. They make abandonment
decisions as if they had waited in the system indefinitely. Customers who have waited for less
than N periods make their abandonment decisions endogenously. Formally, the truncated

equilibrium is defined as follows:

Definition 3. For N > 1, we call eyy = (Bn,qN) o truncated equilibrium if it satisfies the

following conditions:

1. By (w) =0b and qN(w) = g0 for all w > N.

2. Bn(w) = P(gn)(w) and qn(w) =T (Byn)(w) for allw < N,

where ®(-) and T'(-) are the mappings given in Definition 2.

Given N, the truncated equilibrium ep is fully characterized if the values of S (N),
qn(N) and G N (N) are known, where G (-) = 1 — Gn(-) and Gy (-) is the cdf induced by
the abandonment probability ¢n(+); see equation (3.1). To be specific, recall from equations
(3.4) and (2.10)-(2.11) that the probability of entering service Sy (w) and the abandonment

probability ¢y (w) for all w =1,..., N — 1, can be characterized by the following equations

recursively:
1—b 1 -1
P (w) = (” 1_aGN(w+1)5N(w+1)) ) (3.30)
gy (w) = F (—c+ a{fn(w)r + (1 = Sy (w))Iy(w +1)}), (3.31)
where
_ +
Iy(w+1) = Ex [F (g (w + 1)) + £(0) — g(1)] , (3.32)



and
- B GN(w—I—l)
Gn(w) ==

(3.33)

By the definition of the truncated equilibrium, the values of Sy (N) and gp (N) are given
exogenously. Thus, characterizing the truncated equilibrium is equivalent to determining
the value of G (V). The following lemma shows that the truncated equilibrium is unique;

see Appendix A.1.4 for its proof.
Lemma 8. There exists a unique truncated equilibrium ep for N > 1.

Corollaries 4 and 5 suggest that the exogenous abandonments in the truncated equilib-
rium approximate the endogenous abandonment decisions in the (untruncated) equilibrium
well for large N. The following proposition verifies this intuition and shows that the equi-

librium can be approximated by the truncated one closely; see Appendix A.1.4 for its proof.

Proposition 5. The truncated equilibrium ep converges to the equilibrium e* uniformly as

N — oo.

Thus, we use the truncated equilibrium to approximate the equilibrium e¢*. Fixing the
truncation period N, we next provide an algorithm to compute the truncated equilibrium
en. As mentioned earlier, the term G (NN) determines the truncated equilibrium through
equations (3.30)-(3.33). Also note that we must have Gy(0) = 1 by definition. The idea
behind the algorithm is to start with a guess of Gy (V) and to recursively calculate qp (w),
B (w) and Gy (w) for w < N. If the guess of G(N) is correct, then the G(0) value calculated
recursively must equal 1. Lemma 17 shows that G (0) is a monotone function of G (N)

(see Appendix A.1.4 for its proof); and this observation leads to a simple algorithm.

Lemma 9. If G}V(N) > G?V(N), then G}V(O) > G_’%V(O), where G_’}V(O) and C_J%V(O) are the
values obtained from equations (3.30)-(3.33) recursively by substituting G n(N) = @}V(N)

and G (N) = G?V(N), respectively.
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By Lemma 17, if G (0) < 1, the true value of Gy (V) is greater than the guessed value.
So the initial guess must be increased. Otherwise, i.e. Gy(0) > 1, we should lower the initial

guess. This observation is key to the algorithm provided in Table 3.1.

Table 3.1: The algorithm for calculating the truncated equilibrium.

Algorithm 1: The truncated equilibrium in the single-class case.
1: Initialize: Gn(N) < ¢° € (0,1) and g < 1 and g < 0.

2: Update the value of G (N): B

3: whileg—g>¢

4: Calculate By (-), gn(-) and G (-) via equations (3.30)-(3.33).
5. if Gn(0) =1

6: stop

T else

8: if Gy(0) > 1

9: g < GN(N)

10: else

11: g <+ Gn(N)

12: end if

13: end if

14:  Pick g € (g,9) and Gn(N) < g
15: end while

3.4 A Numerical Example

This section presents a numerical example to illustrate the effectiveness of the algorithm
proposed in Section 3.3. We first compare the result from the numerical computation with
the output of a simulation. In addition, we show the importance of modeling abandonments
endogenously by comparing the predictions of the model with endogenous abandonments to
those of the model with exogenous abandonments. We end this section by studying how the

parameter changes impact the predictions of the system performance.

3.4.1 The Setup of the Numerical Example

Consider the Geo/Geo/1 queue in which customers make abandonment decisions to maximize
their utility. The probability of arrival a equals to 0.5. In addition, the service rate b equals to

0.8. The per period waiting cost of customers is ¢ = 2 and the reward from service is r = 6.
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The idiosyncratic shocks £(0) and (1) both follow the type I extreme value distribution,

whose cumulative distribution function is given as follows®:

We refer this setting as the original system.

Suppose that the system then undergoes a change and the service rate is reduced to
b = 0.51. To predict the new system performance, and in particular, the abandonment
behavior for the new system, we approximate the equilibrium by the truncated one using
the truncation period N = 30. In addition, in the model with exogenous abandonments, we
assume that the distribution of the abandonment times remain the same as the one in the
earlier system (with b = 0.8).

To compare the two models, we first simulate the system equilibrium corresponding to
b = 0.51 iteratively. In the simulation, we start with using the equilibrium probability of
entering service Sy (+) and the probability of abandoning ¢n () computed via the algorithm
given in Table 3.1. The simulation gives an empirical distribution of the VOW'T. We use
this empirical distribution as input and update the abandonment time distribution using the
model of Section 2.3.2. We then simulate the system again with the updated distributions
of the abandonment time and keep updating the distribution of the abandonment times and
the VOWT until the simulation converges numerically.

Table 4.4 compares the means of the VOWT and abandonment time as well as the frac-
tion of customers that abandon in equilibrium calculated from the simulation, the numerical
computation and the exogenous model. In addition, Figure 3.1 shows the cumulative distri-
bution function of the VOWT obtained from the simulation, the equilibrium computation
and the exogenous model.

Both Table 4.4 and Figure 3.1 show that the exogenous model mistakenly predicts a longer

5. This distributional assumption is commonly made in models studying discrete consumer choice, cf.
Anderson et al. [6]. Aksin et al. [3] also makes this assumption.
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Table 3.2: The mean of the VOWT and abandonment time and the fractions of customers
that abandon under the simulation, the equilibrium computation and the exogenous model
(a=0.5,b=0.51, c =2, r = 6). The numbers in the parentheses are the standard deviation
of the statistics.

Simulation Eq. Computation Error | Exogenous Model  Error

VOWT 2.537 (.055) 2.559 0.87% 4.232 66.8%

Mean abandonment time 5.68 (.063) 5.79 1.9% 13.79 142.7%
Percentage abandoning | 42.50% (1.6%) 42.59% 0.2% 18.18% 57.22%

— Simulation
--- Equilibrium
------ Exo. Model

10 15 20
wait. time w

Figure 3.1: The cumulative distribution function of the VOW'T with new service rate com-
puted via the simulation, the equilibrium computation and the exogenous model (a = 0.5,
b=0.51,c=21r=6).

waiting time and a lower probability of abandoning the queue. This is mainly because the
model with exogenous abandonments ignores the impact of the service rate change on the
abandonment behavior. Under the original service rate (which is higher), the customers
are more patient because the probability of entering service is higher. When the service
rate drops, the customers are more likely to abandon the system. However, the exogenous
abandonment model does not capture this change in customers’ behavior. In addition, the
comparison of the simulation and the equilibrium computation shows that the proposed
truncated equilibrium approximates the equilibrium well in all examples we tried. Thus, we
only compare the predictions from the numerical computation of the equilibrium and the

exogenous model in the rest of this section.
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3.4.2 A Comparative Statics Analysis

We end the numerical study by a comparative statics analysis. To be specific, we study the
impact of the changes of the arrival rate a and the service rate b on the predictions of the
system performance.

Impact of the arrival rate. We first study the impact of the arrival rate a on the
predictions. We keep the service rate b the same as the original system, i.e. b = 0.8, and
increase the arrival rate a from 0.5 to 0.79 gradually. Figure 3.2 shows the numerical charac-
terization of the system equilibrium for three different arrival rates. Figure 3.2a shows that
the abandonment probability (as a function the waiting time) increases as the arrival rate
increases. In other words, customers become more impatient when the system becomes more
congested. Since the exogenous model assumes that the abandonment probability keeps un-
changed, it fails to capture the change in customers’ abandonment behavior. Figure 3.2b
shows the probability of entering service in systems with different arrival rates. It shows
that the probability of entering service () decreases as the arrival rate increases, though
customers are more likely to abandon. This is because the system becomes more congested
when the arrival rate increases. Figure 3.2b also shows that the exogenous model underes-
timates the probability of entering service. A more comprehensive comparison between the

equilibrium model and the exogenous model is given in Figure 5.1.

0.8+
0.10- 8
e — a=05 S
5 0.08 E --- a=06 o
c 1 a=0.79 =]
& '§ 06 < & --- a=0.6,Equi.
5 0.06 ] id -=- a=0., Exo.
K] (] -] .
o 5 g e a=0.79, Equi.
0.04 g | ~e- a=0.79, Exo.
S 0.4'
Q.
0.02: T T T T T T T T
10 20 30 40 10 20 30 40
wait. time w wait. time w

(a) The abandonment probability g(w) as a func- (b) The probability of entering service (w) as a
tion of the waiting time w function of the waiting time w

Figure 3.2: The system equilibrium under different arrival rates (b = 0.8, ¢ = 2 and r = 6).
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Figure 3.3: The predictions of the system performance under different arrival rates (b = 0.8,
c=2andr=6).

Figure 5.1 compares the predictions of the system performance from the equilibrium
computation and the exogenous model. It shows that the prediction of the average VOWT
from the exogenous model is mistakenly higher when the arrival rate is higher; see Figure
3.3a. In addition, Figure 3.3b shows that the variance of the VOWT predicted using the
exogenous model is higher as well. This is because when the arrival rate is higher, the
system becomes more congested. Thus, the customers are more likely to abandon in the
more congested system; see Figures 3.3c-3.3e. The exogenous model ignores the change in
customer’s abandonment behavior. Therefore, it underestimates the abandonments and thus
results in a higher prediction of the VOWT.

Impact of the service rate. Next, we study the impact of the service rate b on the
predictions of the system performance using a similar method. To be specific, we keep the
arrival rate a unchanged, i.e. a = 0.5, and reduce the service rate b from 0.8 to 0.51 gradually.
Figure 3.4 shows the system equilibrium for different service rates b. Figure 3.5 compares the

predictions of the system performance for the equilibrium computation and the exogenous
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model. This study also shows that the predictions from the exogenous model is less accurate

when the system is more congested, i.e. the service rate b is smaller.

0.8+

0.1 AN

Aban. Prob.
,/

; oo — b=08
#{ oo™ —=- b=06, Equi.
—=- b=06,Ex0
024 e b= 051, Equi.
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o'c L] L] L] L L] L] L] L

10 20 30 40 10 20 30 40
wait. time w wait. time w
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Prob. of Entering Service
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%

Q
2
2
Q
2
)
Q
2
2
Q
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]
Q
2

(a) The abandonment probability g(w) as a func- (b) The probability of entering service S(w) as a
tion of the waiting time w function of the waiting time w

Figure 3.4: The system equilibrium under different service rates (a = 0.5, ¢ = 2 and r = 6).

Impact of both arrival and service rates. The last comparative statics analysis
compares the predictions from both the equilibrium computation and the exogenous model
under different combinations of the arrival rates and the service rates. Figure 3.6 shows that
the difference of the predictions from the two models is most significant when the arrival
rate a = 0.5 and the service rate b = 0.51. This coincides with the scenario when the system
is most congested; see Figure 3.6a. This study again emphasizes the importance on the

abandonment assumption in congested systems.
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CHAPTER 4
ASYMPTOTIC ANALYSIS OF THE MULTICLASS SYSTEM

4.1 Asymptotic Analysis of the Multiclass Queueing System

This section approximates the multiclass system by a diffusion model in the heavy traffic
limit, and characterizes the equilibrium for the diffusion model. Section 4.1.1 introduces the
heavy traffic regime and characterizes the system dynamics in the heavy traffic limit. By
virtue of state-space collapse, Section 4.1.2 characterizes the equilibrium in the heavy traffic

limit. Section 4.1.3 establishes the existence and uniqueness of the equilibrium.

4.1.1  An Asymptotic Analysis of the System Dynamics, the Virtual
Offered Waiting Time and the Abandonment Probabilities in the

Heavy Traffic Limit

The heavy traffic asymptotic regime involves a closely-related sequence of systems indexed
by n, whose formal limit gives rise to a diffusion model of the underlying queueing system.
The resulting diffusion model is analytically tractable and enables an approximate character-
ization of the original system. A superscript n is attached to quantities of interest associated
with the n'h system. The arrival process of the nth system is described through the sequence
of i.i.d. vectors {(v" (i), k" (7)) : i > 1} where v" (i) and " (i) denote the interarrival time and
the class, respectively, of the i*® arriving customer. For all n, the hazard rate function of "™ (1)
is a(-), and £™(7) has a multinomial distribution with probabilities (p1 (v"(7)), . .., pr (v"(7))).
In particular, we retain the same primitives (a(t), py(t), k = 1,..., K) for the arrival process
(introduced in Section 2.3.1) across all members of the sequence of systems under consider-
ation.

The service process for class k customers in the nth system is defined through a sequence

of i.i.d. random variables {s}!(i) : i > 1}. The service processes for the various classes are
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mutually independent. The hazard rate function for sj(i) is denoted by by(-). We assume
for k= 1,..., K that bj/(-) = by(-) as n — oo. Time is scaled in the n'M system such that
periods are of length! 1 /2™. In particular, the arrival rate (per unit of time) of class & in the
ntt system is AL = 2", The traffic intensity of the ntt system is p" = Zé(:l Py, where
Py = Ap/uj is the offered load for class k and pj! is the service rate for class & in the nth
system. By the assumption that b}(-) — by(-) and the assumed time scaling, we expect that
the service rate (per time unit) for class k in the nth system is close to 2" iy, which is made

precise by the following heavy traffic assumption.

Assumption 3. (The heavy traffic assumption). We assume that the following holds:

1. There exists 0}, such that /2" (pz — %) — 0, asn —o0 fork=1,..., K.

K A
2. k=1 =

It is immediate from the heavy traffic assumption that v/27(p" — 1) — Zle 0. as n — 00.
Under the heavy traffic assumption, we expect the queue lengths to be of order v/2", whereas
the delays to be of order 1/4/2™ in the nth system. Therefore, the reward from service r"

and the per-period delay cost ¢" are scaled in the nth system as follows?:

rp =y and CZ:C—k for k=1,...,K and n>1. (4.1)

V2"

Let A™(t) be the total number of customers arriving by time ¢ across all classes and
Aj(t) be the total number of class k customers arriving by time ¢ for £ = 1,..., K. In
addition, denote S7'(t) as the total number of class k customers served by time t if the
server is continuously busy working on class k jobs during [0,¢]. We use the sequences

{(w"(@),s" (i) : i > 1} and {s}(i) : # > 1} for k = 1,..., K to define the continuous-time

1. This dyadic partition of time leads to a nested period structure across the sequence of models consid-
ered.

2. Without scaling the per period delay cost in the n'" system would be ¢ /2". Scaling this with /2" to
account for the fact that the delays will be of order 1/v/2" gives (4.1).
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arrival and service completion processes: For ¢t > 0, k= 1,..., K and n > 1, define

A™M(t) =supgi >0 —nZv”(j) <typ, (4.2)
j=1
A" (t)
Z(t) = Z 1{&”(@)—]«}7 (4.3)
1=1
Sp(t) =supgi>0: 2% ZSZ(]) <tgy. (4.4)
j=1

To describe the evolution of the queue length processes, let RZ(t) denote the cumulative
number of class k customers that have abandoned by time ¢ for £ = 1,..., K. Also let
T"(t) = (T7'(1), . . ., T (t)) denote the server’s scheduling policy, where T}"(¢) is the amount
of time the server dedicates to class k during [0,¢] for k = 1,..., K. Let I"(t) denote the

cumulative idleness incurred by the server during [0, ¢]. It is given by the following;:

I"(t)y=t—>_TP(t), t >0, (4.5)

We assume that the system is empty initially. Then letting Q' (¢) denote the number of

class k jobs in the system at time ¢, it follows for each class k = 1,..., K that
QR(t) = AJ(t) — SP(T () — RY(1). ¢ >0 (4.6)

Define Q" = (QZ) to be the vector-valued queue-length process. We restrict our attention
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to non-preemptive and work-conserving policies that satisfy the following conditions:

T" is non-anticipating with respect to Q", (4.7)
T"™ is continuous and increasing with 7" (0) = 0, (4.8)
I" is increasing with 1"(0) = 0, (4.9)
Q™) >0, t > 0. (4.10)

The original problem of interest can be viewed as a specific element of this sequence of
problems, determined by the particular choice of the parameter n. The underlying assump-
tion of the heavy traffic approximation is that the system parameter corresponding to the
original problem of interest is large enough that various (scaled) processes of the original
system can be approximated by the corresponding processes of the diffusion model.

One arrives at the diffusion model by centering various processes around their means,
rescaling them and passing to the formal limit as the scaling parameter gets large. In this
vein, define the scaled arrival and service processes as follows: For ¢ > 0 and n > 1,

" _ Ap(t) — At . B Sp(t) — pyt

AR = == and Sp) = 2R k=K. (4.11)

Similarly, for ¢ > 0 and n > 1, define the scaled queue-length, abandonment and cumulative
idleness processes as follows:
A Mt . R(t
one — B0 oy B
Voo
I"(t) = VorI™(t). (4.13)

L k=1,....K, (4.12)

Then the dynamics of the scaled queue-length process are expressed as follows: For k =
1,...,Kand n > 1,

~ ~ ~ I[L A

QU(t) = XJ(t) — Ry (t) + L 1), (4.14)
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where X1(t) = AR(t) — SM(TP(t)) + V27 (pt — pyt) and I(t) = V27(pyt — TI(t)). By a
straightforward application of the functional central limit theorem [e.g. 112], we conclude

that as n — oo

A A ~ ~ 3 3 3 3
(AT, ..., ?(,S{L,...,S?():>()\lzaleA,...,A%oﬁBﬁ,u%afo,...,M%U%B}S;), (4.15)

where = denotes weak convergence [28], and B;;1 and B,‘? for k =1,..., K, are independent
standard Brownian motions. Recall that we restrict attention to work-conserving, non-

preemptive scheduling policies. In addition, we assume that

where pp(t) = pgt fort >0 and k=1,..., K. We also assume for k = 1,..., K that
f,?z>fk as n — 0o (4.17)

for some process Ij.. Note that I™(t) = Zi{:l fg(t) for t > 0. Thus, equation (4.17) implies
that I™ = I as n — oo where I(-) is a non-decreasing process with 7(0) = 0. We also

conclude from equations (4.15)-(4.16) and the heavy traffic assumption that
(X, X)) = (X1, ., XK, (4.18)

where X}, (for k = 1,... K) are independent Brownian motions with drift parameters 6, and
variance parameters )\i(af)Q + pkuz(af)2.

The stochastic process R};f(-), the cumulative number of class £ abandonments, is charac-
terized by individual customers’ abandonment decisions in system n. Letting ¢;'(w) denote
the probability of abandoning in the next period after waiting for w time units (where w

takes values in {j/2" : j > 1}), it is characterized by the framework advanced in Section
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2.3.2; see Lemma 77 and Proposition 1. We focus our attention on the case when the aban-
donment process RE(-) is of the same order of magnitude as the queue length Q}(+), which
is of order 1/4/27. To be more specific, we study the abandonment process Ry (-) under the
hazard-rate scaling, introduced by Reed and Ward [93]. Under the hazard rate scaling, the
entire abandonment time distribution is used crucially to formulate the limiting problem.
Note that ¢;(-) is also the per period hazard rate of the abandonment time. Thus, the
hazard rate per unit of time is given by 2"¢;!(:) in the n' system. Applying the hazard rate
scaling® used in Reed and Ward 93], we define the scaled hazard rate, denoted by §;'(-), as

follows?:

g (w) = 2"qp. (L\/anj) , w>0. (4.19)

We assume that the (scaled) hazard rate function g;'(-) converges as n — oo, i.e. there exists
a function gy (-) such that ¢;' — ¢, uniformly as n — oco.
Following Kim and Ward [69], the scaled process RZ() is characterized by the scaled

abandonment probability ¢;!(-) approximately as follows:

Qk //\k
N)\k/ / () dzds, (4.20)

see Appendix B.1.1 for the derivation. Combining equations (4.14)-(4.18) and (4.20), we
A R A ~ D R
approximate QF by Qp, ie. (QF,...,Q%) = (Q1,...,Q) for n large, where (for k =

1., K)

Qr(s)/A
Olt) = Xi(t) Ak// " k() dyds + (1), £ > 0. (4.21)

We let V}'(t) denote the virtual offered waiting time (VOWT) for class k in the nth

3. Recall that the time is speeded up by a factor of 2" in the n'" system.

4. The scaling of Reed and Ward [93] is as follows: h™(z) = h(y/nx), where h is the limiting hazard
rate function and A" is the hazard rate function of the n'" system. This can equivalently be written as
h(y) = h™(y/+/n). Using this would give ¢7(w) = 2"¢?(w/+/2"). The only remaining step is to make sure
that the argument of ¢ () is a multiple of 1/27, i.e. of the form j/2", which is the end of period j in the
n™ system. Thus, we multiply w/ V2" by 2", truncate and divide the value by 2". This gives (4.19).
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system and define its scaled version for £k =1,..., K and n > 1 as follows:
ViHt) = v2rVp(t) for t > 0.

By the snapshot principle [e.g. 94|, the (scaled) virtual offered waiting time can be approxi-

mated as follows:

>0 (4.22)

for large n. Assuming V]f = Vi,asn — oo (k = 1,...,K), where V;, = Qi./\., we
characterize the dynamics of the limiting virtual waiting time process Vk for class k as

follows:

V(t) = th //Vk dyds+pifk() £>0. (4.23)

Let 3}'(w) denote the probability of entering service in the next period when a class k
customer waits for w time units in steady state. In other words, 52() is the per period
hazard rate of (the steady state distribution of) the VOWT V;(-). Thus, the hazard rate of
the scaled VOWT V]:‘() (per time unit), denoted by B};‘(), is characterized by scaling 5}!(-)

as follows:

B0 (w) = \/2_"ﬂ”<w_wJ>,w20; (4.24)

see Appendix B.1.1 for the derivation. We assume that as n — oo, B,’;() converges to Bk(-),
where f,(+) is the hazard rate of (the steady-state distribution of) the limiting VOWT Vj(-).
Thus, equation (4.23) characterizes the mapping from the limiting (scaled) abandonment
rate ¢(-) to the limiting (scaled) hazard rate 3(-), where ¢ = (§;.) and 3 = (5y).

The rest of this subsection characterizes the mapping from the hazard rate Bk() of the
(limiting) VOWT to the (limiting) abandonment rate gj(-). Recall that F}'(-) denotes the

cdf of e} (1) — €}2(0) for K =1,..., K. We have not imposed any assumptions on how F7'(:)
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varies with n so far, i.e. how €}(-) scales with n. To this end, recall from (2.9) that

g (w) = FJ! (= + ™ [ (w)r) + (1 = B (w))J} (w+1)]), w >0, (4.25)

1/2n

where a" = () is the discount factor for one period in the nth system. Under scaling,

we derive from equations (4.19) and (4.24) that

Brw) o, BE@) L (VR w + 1V
van van )k 2" |

A = Ck
qp(w) =2"F} (—\/2_n +a”

(4.26)
Throughout our analysis, we assume F}'(-) is such that ¢;'(-) converges to a continuous
function Gi(-), k¥ = 1,..., K. Existence of the limit of ¢;'(-) requires that the cdf F7'(:)
converges at an appropriate rate. For this to happen, the value of the function F]?() in
equation (4.26) should be of order 1/2". In particular, because we assume B/Z() — Bi(+), we
have that the value of the argument of the function F}'(-) in equation (4.26) has the same
order of magnitude as the expected discounted utility J;'(-). Moreover, J;!(-) has the same
order of magnitude as 7', which is of order 1. Therefore, we need the value of F}'(-) be of
order 1/2" for the arguments of order 1 for ;!(-) to converge.
To facilitate the definition of the equilibrium in heavy traffic?, let ® denote the mapping
from G(-) to B(-) which is characterized by equation (4.23) and I'j, denote the mapping from

Bk() to ¢i(+), which, for instance, is characterized by equation (4.32) under Assumption 6.

Next, we provide the formal equilibrium definition.

Definition 4. We say that ¢* = (B*,(j*), where B* = (Bf, o ,B}() and ¢* = (47, -, qx),

1s an equilibrium in the heavy traffic limit if the following conditions are both satisfied: B* =

5. To speak of an equilibrium in system n, the hazard rate ¢ (-) of the abandonment time and the hazard
rate 3] (-) of the (steady-state) distribution of the VOWT should be consistent with each other. Recall that
the abandonment probability function ¢} (-) is characterized by equation (4.25). In particular, it depends
on B7(-). Also recall that the hazard rate function 87 (-) of the (steady-state) distribution of the VOWT
depends on class k customers’ abandonment probabilities g} (-) as well as the service discipline used. Because
the exact analysis of the VOWT for the various class is not tractable analytically, we follow Armony and
Maglaras [8, 9] and analyze the system equilibrium in heavy traffic.
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®(q*) and §j. = Fk(ﬁz) fork=1,... K.

In Section 4.1.2, we make a specific assumption on the distribution function F’ lg(), n>1
and £k = 1,..., K and characterize the equilibrium in the heavy traffic limit under that

assumption.

4.1.2  Characterization of the Equilibrium in the Heavy Traffic Limit

In this section, we characterize the equilibrium by analyzing a one-dimensional workload
process. In particular, we obtain a closed-form characterization of the hazard rate B (+) of
the (vector-valued) VOWT in steady-state, given the abandonment rate ¢(-) and vice versa.
To this end, let Wk(t) denote the backlog of class k workload in the system at time ¢, defined
as

A

Wi (t) = M—lkcfgk(t), t>0. (4.27)

Then the workload in the system, denoted by W(t), is given by
K
W(t)=> Wg(t), t>0. (4.28)
k=1

Substituting equations (4.21) and (4.27) into (4.28) characterizes the evolution of the work-

load as follows:

t K Wk(s)

W(t):f((t)—/o Zpk/ " Ge(u) duds + 1(1), (4.29)

where X (t) = Zszl X (t)/pug. Note that X (t) is a one-dimensional Brownian motion that
starts from the origin with drift § = 25:1 0./ and variance o2 = Zé(:l u%k[)\z(af)Q +
Pk ,u% (073 )?]. Since we only consider the underloaded case, the drift § < 0.

We restrict attention to the class of scheduling policies under which a state-space collapse

result holds in the heavy traffic limit in the following sense: There exists a vector-valued
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function v(-) = (v1(-),...,7x(-)) : R+ — Rf such that
Wi(t) = (W (@), t>0 and k=1,... K. (4.30)

We make the following assumption on the function ~(-).

Assumption 4. For k=1,..., K, we assume that
1. vi(+) is strictly increasing and continuously differentiable.

2. There exists a constant 7). such that limy 00 7. (w) = 7., where v;.(+) is the derivative

of v(-) fork=1... K.

By the assumption that ~y..(-) is strictly increasing and continuously differentiable, 74 (+) is
invertible with its inverse denoted by 'yk_l(-), k=1,..., K.

Remark 1. The class of policies considered include dynamic index policies, and hence, a
large class of dynamic priority policies. However, it does not include static priority policies,
e.g. the cu-rule. Nonetheless, under static priority policies all backlog is kept in a single-class
at all times (in the limit). Therefore, the problem effectively reduces to a one-dimensional
problem and the results to follow apply in that case trivially.

We also make the following assumption on the reward and the cost of waiting’.
Assumption 5. Assume that the reward and the cost of waiting satisfy the following:

o2

sup(t) >0, k=1,..., K.

r. +c
R0y, t>0

6. It follows from (4.30) that ,(x) <  for # > 0. Thus +/(-) cannot diverge. This assumption excludes
that case that 7, (-) oscillates.

7. Recall that § < 0. Then note that —o? sup,~ 7, (t)/20py is an upper bound of the expected waiting
time of class k customers; see Corollary 7. Thus, under Assumption 5, the expected utility of waiting
(ignoring the random shocks) is greater than the expected utility of abandoning. This assumption ensures
that the scaled expected utility Ji(-) (k = 1,..., K) of waiting is bounded away from zero. Thus, the hazard
rate gi(-) of the abandonment time, given in equation (4.32), is well defined.
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In addition, we assume that F}'(-) (forn > 1 and k = 1,..., K) follows a symmetric
Pareto distribution with its cumulative distribution function provided in the following as-
sumption. Under this assumption, we are able to provide a closed form characterization of
the scaled expected utility Jj(-) of waiting and the hazard rate G;(-) in the heavy traffic
limit.

Assumption 6. Choose 6 > 1 and xy, = 1/2" forn > 1. Then we assume for k=1,..., K

and n > 1 that

Q(T—T‘;)év X S _(ajn)l/é)
Fi(x) =4 1/2, —(zn)V/0 < 2 < (20)/9, (4.31)

Under Assumptions 5 and 6, the abandonment rate g (w) and the limiting scaled expected
utility of waiting® Jy(w) for k = 1,..., K and w > 0 are given as follows?(see Appendix

B.1.1 for the derivation):

. B 1
qr(w) = 2 (@) (4.32)
Je(w) =1y, — ck/w exp (/w — By (u) du) ds. (4.33)

Remark 2. Although the analysis to follow characterizes the equilibrium and establishes its
uniqueness under Assumption 6, we believe that the existence and uniqueness result remains
valid more generally. The existence proof requires that the mapping from Sx(+) to Ji(+) (for

k=1,...,K), provided in (4.33), is continuous!?. The uniqueness proof, which is built on

8. The scaled expected utility of waiting is defined as J7(w) = J (|v2"w]/2") for w > 0 and k =
1,..., K. We assume that j,? — Jp as n — oo for k = 1,... K.

9. We show in Appendix B.1.1 that under Assumption 5, jk(), k=1,..., K is bounded away from zero;
see equation (B.16). Thus, §x(+) is well defined.

10. Later on we use suitable transformations of 8;(-) and Ji(+), denoted by By (-) and Ji(+), to characterize
the equilibrium. To put it formally, we require that the mapping L; defined in (4.51), which maps from
BW() to jk(), is continuous. The continuity of the mapping L; helps prove property (i) of Lemma 10, which
in turn establishes the existence.
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contradiction, relies on three essential properties of the mappings characterized by (4.32)
and (4.33). First, the abandonment rate . (w) is characterized by a (strictly) decreasing
function of jk(w) (forw >0and k =1,..., K) as shown in (4.32). This property enables us
to characterize the equilibrium using Jj(-) instead of gy (-). Second, equation (4.33) shows
that Jy.(w) — rj, as w — oo, We show in Appendix B.1.1 that Jj(-) is the solution to an

ordinary differentiation equation, rewritten here for convenience:

A

Jp(w) = e = Br(w)(r — Jp(w)), w > 0.

The third property used in the uniqueness proof is that the right-hand side of this ODE is
decreasing in 3 (w) and increasing in J;(w)'2. We believe that these properties carry over
to a more general class of distributions.

To facilitate the analysis to follow, define the aggregate abandonment rate, denoted by

Gw (+), as follows:

K
dw () =Y 7p(x)dy (7’;—?) , >0. (4.34)

k=1
Substituting equations (4.30) and (4.34) into (4.29) allows us to rewrite the evolution of
W () as follows:
W(t)=X@t)— [ H(W(s))ds+I(t), t>0, (4.35)

where

H(z) = /Ox Gy (s)ds, = > 0. (4.36)

Equations (4.35)-(4.36) characterize the dynamics of the workload process W (-) by incorpo-

11. To be specific, we require that the transformation Ji(w) of Ji(w) converges 7 as w — oco. This
property is provided in Lemma 11, which builds one side of the contradiction.

12. To put it formally, we require that the right-hand side of the ODE (4.46) is decreasing in Bw (w) and
increasing in Ji(w). This property is used to prove Lemmas 13 and 14, which in turn build the other side
of the contradiction.
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rating customers’ abandonment behavior through the aggregate abandonment rate gy (-).
Proposition 6.2 of Reed and Ward [93] characterizes the steady-state distribution of the

process W(), which we state next for completeness.

Proposition 6. (Proposition 6.2 of Reed and Ward [93]). Let W (-) denote the solution to

the SDE in equation (4.35). The density of its steady-state distribution is given as follows:

w<w>:<exp{§ (ew—/owms)ds)}, w0,

where ¢ 1s a normalizing constant such that fooo m(s)ds = 1.

Let II(-) denote the cumulative distribution function of the steady state distribution of
the workload process. The hazard rate of II(-), denoted by By (-), is given as follows: For

w > 0,

bivtw) = 17— (

/w " exp {% (9(s—w) _ /w " H ) du)] ds) T

The following corollary characterizes the hazard rate B () of the VOWT given the hazard

rate BW() of the workload; see Appendix B.1.2 for the proof.

Corollary 6. The hazard rate Bk() of the VOWT of class k is given as follows:

~ ~

Brw) = Bw (3 (o)) G (oyw) oy k=1, K, (4:38)

The following corollary provides a lower bound for Bk (for k = 1,...,K), and hence,
an upper bound for the (steady-state) expected VOWT, denoted by EVk(oo); see Appendix
B.1.2 for the proof.

Corollary 7. We have that By (w) > —20/02 for w > 0. In addition, the following holds:
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Fork=1,... K,

A 20 Pk

Br(w) > ——————, w>0, 4.39
W) 2 =29 supy>0 7y (t) (4.39)
2
EVy(00) < —J—sup V5. (1) (4.40)
20 t>0

Note that equations (4.34) and (4.36)-(4.38) provide closed-form characterization of the
mapping ® from the abandonment rate ¢(-) to the hazard rate of the VOWT A(-), which

leads to the following Proposition.

Proposition 7. The equilibrium in the heavy traffic limit is characterized by equations

(4.32)-(4.34) and (4.36)-(4.38).

It follows from Proposition 8 that the nonnegative functions (BA;jV,H Qs J*, ¢, 3%)
in an equilibrium satisfy equations (4.32)-(4.34) and (4.36)-(4.38) simultaneously. Also, it
follows from (4.32) that there is a one-to-one mapping between the abandonment rate ¢ (w)
and the expected discounted utility of waiting Ji.(w) for w > 0. In addition, it follows from
(4.32) and (4.34) that gy (w) is fully characterized by J(w) = (Ji(w),..., Jg(w)), w > 0.
Thus, to simplify the equilibrium characterization, we substitute equations (4.32)-(4.34) into

equation (4.36). This leads to a direct characterization of H in terms of J as shown next:

Pk

H(w) - [ wévys) [2 (J (”’“—”))5] e w0 (.41)

To facilitate the analysis to follow, we define a suitable transformation of Ji(w) through a

time change as follows: For k =1,..., K and w > 0, let

LMMZQ(%%». (4.42)

Substituting this and (4.38) into equation (4.33), we obtain the following equation that
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characterizes Jj, from BW directly:

7 > ° A o)
Jp(w) :rk—ck/ exp </ —Bw (u) du) B2 ds, w>0k=1,..., K. (4.43)
w w Pk

In addition, by substituting (4.42) into equation (4.41), we obtain that

w & ()
H(w) = / > Jf—5 ds, w > 0. (4.44)
0 2 2(J(s))
Thus, we characterize the equilibrium through the nonnegative functions (BA?;V, J* H *) as

stated in the next corollary.

Corollary 8. The equilibrium quantities (B;V, J*, H*) are characterized by equations (4.37)
and (4.43)-(4.44) simultaneously.

In addition, by differentiating equations (4.37) and (4.43)-(4.44), we obtain a system of

ordinary differential equations (ODE) with conditions on the initial values!'3.

Corollary 9. The equilibrium is characterized by the following system of ordinary differential

equations: For w > 0,

Brytw) = iy o) (o) + 506~ H(w)). (4.49)
J! (w) = ckvkp(:)) — B (w)(r, — Tp(w)), k=1,..., K, (4.46)
H' (w) = i ION (4.47)

= 2(Jp(w))?

13. Note, however, that this system of ODEs is not a system of initial value problems, because the initial
values are determined endogenously and depend on the entire paths of the solutions.

64



where the initial values satisfy

Bw(O)Z(/O exp{ (93—/H )} )1, (4.48)
jk-(o):rk—%/ eXP(/ —Bw (u )W“

H(0) =0. (4.50)

ds, (4.49)

4.1.8 Ezistence and Uniqueness of the Equilibrium

This section establishes the existence and uniqueness of the equilibrium.
Theorem 2. There exists a unique equilibrium e*.

To prove this theorem, we first provide useful properties of any potential equilibrium.
Then we use these properties to prove the existence of an equilibrium (Proposition 8), fol-
lowed by the proof of the uniqueness (Proposition 9).

To facilitate the analysis to follow, let C[0, 00)* and C1[0, 00)* denote the set of contin-
uous functions and the set of continuously differentiable functions on [0, 00)¥ (for k& > 1),

respectively. In light of equations (4.37) and (4.43)-(4.44), we define the following mappings:
Ly : C[0,00) = C10,00)%, Ly : C1[0,00)% — €10, 00), Lz : C'[0,00) = €10, 00),

which are given as follows: For z € C[0,00), y € C1[0,00)K, 2 € C1[0, 00) and w > 0,

[L1 o z]p(w) =71 — ¢ wooexp (/ws —z (u) du) Vkpij) ds, k=1,... K, (4.51)
K /
oy|(w) = ’ —’yk(s) s
[La 0 y](w) /O kz_:l OO (4.52)

(L3 0 2] (w) = (/woo exp {% (H(S—w) —/wsz(u) du)] ds)_l. (4.53)
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For x € C|0, c0), define Jp = (ij, cee j;z:,K)7 H, and f3, as follows:
Jy=Liox, Hy=LyoLjox and By = L3o LyoLjoux. (4.54)

In addition, let ¥ denote the composition of the mappings Ly, Lo and L3. That is, ¥ =
L3y o Ly o Ly. Thus, the equilibrium hazard rate B?/‘V is the fixed point of the mapping V.
That is, B{'jv =Vo B;V By studying the properties of the mapping ¥, we derive useful
properties of the equilibrium.

To facilitate the analysis to follow, we next define auxiliary functions which provides
upper and lower bounds for the equilibrium quantities. The following functions give the

lower and upper bounds for H*: For w > 0, let

w K /
/ Z k s, (4.55)
k=1

-1

)
2
r —|— sup V. v (s) ds. 4.56
]ﬁ > ( b o SRk >) (o) (4.56)

By substituting these bounds for H* into the mapping L3 gives the following functions: For

w > 0,

_ (/Ooexp[ 260 H ))du} ds))—l, (4.57)

_ ( /;U " exp [ ZS%(QS - ﬁ(u))du} ds)) o (4.58)

These provide lower and upper bounds for B{'}V, respectively. The following function gives a

lower bound for J*: For w >0, and k=1,..., K,

gmmzm—a%ﬁgw<> (4.59)
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Note that for w > 0and k=1,..., K,

20 )
é(w) > 3 and Jp(w) > r, + ¢

sup vy, (). (4.60)

The following lemma shows useful properties of the mapping ¥; see Appendix B.1.2 for its

proof.
Lemma 10. The following holds:
(i) The mapping V is continuous in the topology induced by the uniform convergence

on compact sets (u.o.c.). In particular, if the sequence of functions xy : [0,00) —

[—20/02,00) converges to x w.0.c. asn — oo, then Woxy, — oz w.o.c. asn — oo.

(i) Let x € C[0,00) be such that z(w) > —20/0? for w > 0. Then, the following holds:

For w > 0,

and Hy(w) € [H(w), H(w)].

(iii) Let x € C[0,00) be such that x(w) € [B(w), B(w)] forw > 0. Then the following holds:
Forw >0, Jy(w) € Hé{:l [ (w),71). Moreover, fy(w) + 2(0 — Hy(w)) /o2 > 0.

(iv) Let x € C[0,00) be such that x(w) € [B(w), B(w)] for w > 0. Then the following hold:
Fork=1,... K,

. . .5 2
wlgnoo Sy k(W) =1, wlgnoo Hy(w) =00 and wlgnoo Br(w) + ) (0 — Hy(w)) =0.

Throughout the rest of this section, we suppress the superscript ‘«’ and denote the equi-

librium quantities by (BW, J, H ). We use the properties of the mappings L1, Lo, L and ¥
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given in Lemma 10 to calculate the set in which the equilibrium quantities live, which is

given in the following lemma; see Appendix B.1.2 for its proof.

Lemma 11. We have that (By (w), J(w)) € A(w) for w > 0, where

K
Alw) = [B(w), B(w)] x | [ [Lx(w), rx), w > 0. (4.61)
k=1
In addition, we have that
iy (w) + % (0 — H(w)) = 0, (4.62)

and limy—y00 Ji(w) =713 fork=1,..., K.
The following is immediate from Lemma 11 because 3(w) — oo as w — oo.
Corollary 10. As w — oo, By (w) = oc.

Next, we show that the equilibrium exists. The following lemma, which is a special case

of the Schauder-Tychonoff fixed-point theorem [35], facilities the proof of the existence.

Lemma 12. (Page 9, Coppel, 1965) Let C|0,00) denote the set of all functions which are

continuous on [0,00) and let F be the subset formed by those functions x(t) such that

p1(t) < x(t) < po(t), t € [0,00), (4.63)

where 1 (t) and ps(t) are fized positive continuous functions'®. Let T be a mapping of F

into itself with the properties:

(i) T is continuous, in the sense that if xy, € F forn =1,2,... and x, — = u.o.c., then

T(xn) — T(z) u.o.c

14. In the original statement of this theorem in Coppel [35], F' is the subset formed by functions z(¢) such
that |z(t)| < pi(t). The proof still goes through if we let F be any closed subset of {z(t) : |z(¢)] < p1(t)}.
Thus, we modify the theorem so that we can apply it most conveniently.
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(ii) The functions in the image set T(F) are equicontinuous at every point of [0,00)1°.

Then the mapping T has at least one fixed point in F.

Thus, we show the existence of the equilibrium, stated in the following proposition, by

showing that the mapping ¥ satisfies the conditions in Lemma 12.

Proposition 8. There exists an equilibrium e*.

Proof. By Corollary 8, it suffices to show that there exists a fixed point of the mapping .

Let p1(t) = 5(t) and ps(t) = S(¢t) for t > 0. Note that both py(-) and ps(-) are positive and

continuous. In addition, let F' be the subset of C[0,c0) defined as follows:

F = {a € C[0,00) : ju(t) < a(t) < palt), t > 0}.

In addition, denote the image of F' under ¥ by Byy, i.e. By = V(F).

To show that ¥ has a fixed point, we need to show that ¥ maps F' into itself and that
the two properties in Lemma 12 are both satisfied. It follows from property (ii) of Lemma
10 that for any = € F, (W o z)(t) C [u1(t), ua(t)] for t > 0 because z(t) > u1(t) = —20/0>

for t > 0. Thus, By C F. In addition, we observe the following:
(i) It follows from property (i) of Lemma 10 that ¥ is continuous.

(i) We need to show that By is equicontinuous at ¢ for ¢ > 0. Let Hy and 3, be the

functions defined in equation (4.54). Thus, it follows from (4.53) that for ¢t > 0,

Be(t) = (/tooexp {% (9<s—t) —/:me) du)} ds>_1.

15. In Coppel [35], the functions in the image set T'(F) are bounded and equicontinuous at every point of
[0,00). Note that F' is bounded at every point of [0, 00) by assumption; see equation (4.63). Since T maps
F to itself, T(F) is bounded at every point of [0, c0) by assumption as well. Thus, we omit the boundedness
condition in the statement.
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By taking the derivative of both sides of this equation with respect to t, we have that

for t >0,

B0 = Bul0) (Ault) + 2506 - 10) = (Be)” < o)

where the first inequality follows from 6 < 0 and property (ii) of Lemma 10 that
H,(t) > H(t) > 0. Tt follows from properties (ii) and (iv) of Lemma 10 that S, (t) > 0
and (3 (t) +2(0 — Hy(1))/0? > 0, s0 B(t) > 0.

Since puo(t) is increasing in ¢, for any |§] < 1, we have that 5L (t+6) < (ua(t+1))2. For
e > 0, we let 9 = min {e/(ug(t + 1))2, 1}. Thus, for any ¢ € [t — &t + &), it follows

from the mean value theorem that

1Ba(t') = Ba(t)] = 1B, (Ol — 1] < (pa(t +1))%6 < e, (4.64)

where ¢ is in-between # and ¢. The first inequality follows from (4 (€) < (ua(t + 1))

and |t/ — t| < &;. Equation (4.64) holds for all x € F, so By is equicontinuous at .

Since both conditions in Lemma 12 are satisfied, we conclude that equation BW =Vo BW

has at least one fixed point, i.e. there exists an equilibrium. O

16

The rest of this section proves uniqueness'®, which we show by contradiction. To this

end, suppose (B%V’ JL Hl) #* (5%/, J2, H2) are two different equilibria. For w > 0, define

d5(w) = By (w) — By (w), (4.65)
65, (w) = Jh(w) — J2(w), k=1,...,K, (4.66)
Sp(w) = H (w) — H?(w). (4.67)

It follows from Corollary 10 that B%V(w) — o0 as w — oo for i = 1,2. Therefore, for

16. Appendix B.3 summarizes the logic flow of the proof. A diagram showing the dependence of the
auxiliary lemmas is also provided.
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analytical convenience, we define Bi(w), 1 =1, 2 as follows:

Bi(w) = fiy (w) + (6~ Hi(w)), w0, (4.68)
In addition, define
65(w) = 5! (w) = 5 (w). (4.69)

Lemma 11 shows that Bz(w) — 0 as w — oo for i = 1,2. In what follows, we use BZ(),
1 = 1,2 to characterize the equilibrium, instead of B%/V(), which is unbounded. Substituting
(4.68) into equations (4.45)-(4.50) yields the equilibrium characterization given in the next

corollary.

Corollary 11. The equilibrium quantities (Bi,ji,Hi), 1 = 1,2 satisfy the following: For

w>0andi=1,2,

K
Y — i 2 '7]/@:(@”)
(6 = ( (0 — H'(w ))) 02£2( i ()" (4.70)
( }i<w>)' - cﬂ’fp;") — (Fi(w) - %(9 — H (W) — Ji (w), (4.71)
K / w
(H'(w) = Z ~’§ o) (4.72)
k=1 k:

5@'(0):(/0 exp{ (es—/m )] )_1, (4.73)
Ji(0) = rp, — g / exp( / —Fi(u 32(9 Hi(u))du) ) g (4.74)

H'(0) = 0. (4.75)

The following technical lemma characterizes the relationship between o L ) j and dp,

which plays a key role in proving Lemma 14.
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Lemma 13. There exist nonnegative functions g;(w), i = 0,1,..., K that satisfy the follow-

ing relationship:

K
S (1) = ~n()35(0) = 3 au(w) ). w0 (4.76)
In addition, there exist constants wqg and M such that for w > wq,
gi(w) <M for i=0,1,... K. (4.77)

The proof of Lemma 13 proceeds in three major steps. First, we construct an auxiliary
function ¢%(-) that characterizes H(-) in terms of By (-) and J(-). Next, we show that the
partial derivatives of ("(-) are bounded. The last step characterizes equilibrium quantities
using ¢%(+) and arrives at (4.76); see Appendix B.2 for the proof.

To facilitate the statement of Lemma 14, define the (K 41) x (K +1) matrix A as follows:

xR e
20 0 0 e 0
A = ——2[ + 5
o : : .. :
0 0 0

where [ is the (K + 1) x (K + 1) identity matrix. We also define the functions [;.(-), mp(-)

and n(-) for k=1,..., K as follows: For w > 0,

0| nw) 7 2 -
lk(w = ? [(Jk(]jl)))6+1 - r]iil] - ;52<w)gk(w)7 (478)
i) = 25k~ JR(w))g(w). (4.79)
() = == F2w) (1= Zow)). (4.80)

where the function g¢;(-) (for i = 0,1,..., K) is defined so that (4.76) and (4.77) hold. In
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1 —_—

J

(Jh (w))°

(Jp(w))°

 (Jp(w))

addition Jy.(w) in (4.78) is defined so as to satisfy the following:

1 (Thw) — T (w)).

(4.81)

Then, define the matrix B(w) (for w > 0) as follows:

[ 2w) (1- Zoow) hlw) - Ik(w)
B(w) ny(w) mi(w) mp (w)
| kw) mi(w) e omi(w)

The next two lemmas are used to prove the uniqueness. Lemma 14, which follows from
Lemma 11, provides a system of ODEs that 55 and 5jk (for k = 1,... K) jointly satisfy.
Lemma 15 provides a useful property of such system of ODEs. Their proofs are given in

Appendix B.1.2. To facilitate the statement of the lemmas, we define the matrix norm

[||M]|]|oo of & (K 4+ 1) x (K + 1) matrix M as follows:

K+1
max

l1M]lloo = | _max ; g -

Lemma 14. The functions 5B(w) and 5jk(w) fork =1,..., K jointly satisfy the following
system of ODFEs:

3 (w) 55(w)
5J1'(w) = (A+ c(w)] + B(w)) 5J1Fw) w0,
| &, W) | 270 ]

where c(w) = ,@%V(w) +20/5% >0 for w > 0. Moreover, limy s ||| B(w)]|]oo = 0.
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The following technical lemma is key to the proof of uniqueness.

Lemma 15. Let z(-) be a solution to the following system of ODEFEs:

2 (t) = (21 Lt + B(t)) (1), (4.82)
where &(-) is a nonnegative continuous function and A and B(t) are (K + 1) x (K + 1)
matrices satisfying the following: First, the entries of B(t) are functions of t such that

limi—soo||B(t)|||oo = 0. Second, I is the (K +1) x (K + 1) identity matriz. Lastly, A is an

upper triangular matrixz of the form

0 by - by
- 00 --- 0
A=al + ,
0 0 0
where a > 0 and by, ...,by are constants.

If x(t) is nonzero everywhere, i.e. x(t) # 0 fort >0, then x(t) cannot converge to zero,

i.e. x(t) 40 ast — oc.
The uniqueness result follows from Lemmas 14 and 15.

Proposition 9. The equilibrium is unique.

Proof. We argue by contradiction. Suppose there exist two equilibria e; = (51, J 1) and
€9 = (52, j2) such that e # eo. Let H! and H? be the functions defined by substituting J*
and J2 into the right-hand side of (4.44), respectively. Thus, we have that (51, jl,Hl) #+
(52,2, H?). In addition, we define 55, 5jk and 0 as in (4.66), (4.67) and(4.69).

We first show that (5B(w),6j(w)) # 0 as w — oo by verifying that (5B(w),5j(w))

satisfies the conditions in Lemma 15. It follows from Lemma 14 that the matrices A, B(w)

and the function c(w) satisfy the conditions in Lemma 15. Thus, the difference of the
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equilibrium quantities (55(w),5j(w)), w > 0 is a solution to the system of ODEs that
satisfies (4.82). The only condition we need to verify is (63(10), 65(w)) # 0 for w > 0. In
other words, (58(@0), 5J~1(w),. ey (5jK (w) cannot be zero simultaneously for w > 0.

We show that (68(11)), 0 7(w)) # 0 for w > 0 in two steps. In the first step, we show that
(55(w), 5j1 (w),. .., 5J~K (w), 0 (w) cannot be zero simultaneously for w > 0, i.e.

(5B(w),5j(w),5H(w)) #0, w>0. (4.83)

Using this and Lemma 13, we show in the second step that (55(10), ¢ 5(w)) # 0 forw > 0. We

show (4.83) by contradiction. Suppose there exists wq such that (5B(w0), 0 7(wo), o (wo)) =

0. In other words, the following holds: (8 (wg), J* (wg), H (wg)) = (52 (wg), J*(wg), H?(w)).
Note from Lemma 11 and equation (4.60) that for any potential equilibrium quantity jk,

the following holds: For £k =1,..., K and w > 0,

sup . (t) > 0, (4.84)

where the last inequality follows from Assumption 5.

If we restrict the initial values such that (4.84) holds, then the right-hand sides of
equations (4.70)-(4.72) are continuously differentiable and thus locally Lipschitz continu-
ous. Note also that the initial value problem (4.70)-(4.72) with (3(wq), J(wg), H(wg)) =
(B (wp), JH(wp), H (wp)) satisfies the condition imposed in (4.84). Thus its solution is
unique; see Theorem 1.4.1 in Kong [76]. Since (3L, J', HY) and (52, J2, H?) are both solu-
tions to this initial value problem, they must be the same. This contradicts the assumption
that they are two different equilibria. Thus, (4.83) holds.

In the second step, we show that (53(211), 0 7(w)) # 0for w > 0. It follows from (4.83) that
we only need to exclude the case when (5B(w), 6 7(w)) = 0 whereas o (w) # 0. We show that

this cannot happen by contradiction. Suppose there exists wq such that ((53(1111), (5j(w1)) =0
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whereas dg7(wy) # 0. It follows from Lemma 13 that

K
Op(w1) = —go(w1)dg(wr) = ) gr(w1)dj (w1) = 0.
k=1

However, this contradicts the assumption that dz(wq) # 0 and leads to (d;(w),d 7(w)) # 0

B J
for w > 0. Thus, it follows from Lemma 15 that (65(11}), 6 7(w)) #+ 0 as w — oco.
On the one hand, we have that (5B(w), 7(w)) # 0 as w — oo. On the other hand, it

follows from Lemma 11 that

lim 6x(w) = lim f'(w)— lim %(w) =0,

w—00 6 wW—r00 wW— 00
3 - — 1 7l _ 1 72 e —_ = —
wlgnooéjk(w) —wlgnoo Jj: (w) wlgnoo Jy(w)=r -1, =0, k=1,... K.

In other words, ((53(10), d07(w)) — 0 as w — oo, which leads to a contradiction. Thus, the

equilibrium is unique. O

Thus, the main result of Theorem 2 follows immediately from Propositions 8 and 9.

4.2 Numerical Characterization of the Equilibrium

This section provides an algorithm to compute the equilibrium. In addition, we provide a
numerical example to illustrate the algorithm in Section 4.2.2. This example uses data from

an Israeli bank call center and shows the value of modeling abandonment endogenously.

4.2.1 The Algorithm for Computing the Equilibrium

This section provides an algorithm to compute the equilibrium of the original multiclass
system by approximating it with the equilibrium of the limiting system studied in the pre-
vious section. The approach implicitly assumes that the equilibrium exists and is unique in

the pre-limit system. The results of the simulations conducted in Section 4.2.2 makes this
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plausible. However, we are unable to prove this because there are no closed-form expressions
to characterize the VOWT in the pre-limit system. Therefore, we resort to the heavy traffic
approximation and show the existence and uniqueness for the limiting system; see Theorem
2. The premise of the heavy traffic approximation is that for a large system index n, the
multiclass queueing model and the limiting diffusion model are close. Thus, we expect the
equilibrium of the two to be close as well. This approach is motivated by and follows that of
Armony and Maglaras [8]. Letting ™ = (8", ¢") denote the equilibrium of the n'" system
and e = (B ,G) denote the equilibrium of the diffusion model, and using the scaling relations
in equations (4.19) and (4.24), we approximate e by e as follows: Forw € {j/2" :j=1,...}
and k=1,... K,

qp (w) = 2%@,? (\/2—”11)) ~ i(jk ( Q”w) : (4.85)

B, ( 2”w) . (4.86)

Prior to describing the algorithm, we state the following corollary that will be helpful for

computing the equilibrium (see Appendix A.1.4 for the proof):

Corollary 12. We have that limy, s BW(w)/w = Boo, where

k=1""k
We approximate the equilibrium by a truncated onel”. Namely, we fix a large T > 0 and
replace the equilibrium quantities with exogenously given values for w > T. To this end,
recall from Corollary 8 that the equilibrium is characterized by the nonnegative functions
(B;V, J*, H*). Also, note from Corollary 12 and Lemma 11 that for large values of w, we

have Sy (w) ~ whso and Jiy(w) ~ rj for k = 1,..., K. Thus, we look for a truncated

17. In this sense, our algorithm is similar in spirit to that proposed in Chapter 3 that computes a truncated
equilibrium as an approximation. They show that the truncated approximation is accurate.
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equilibrium in which By (w) = Boow and Ji(w) = ry, for k=1,..., K and w > T8,
In light of Corollary 9, we characterize the equilibrium quantities for w < T by the ODEs

in (4.45)-(4.47). Thus, the truncated equilibrium is defined formally as follows:

Definition 5. The truncated equilibrivm with T > 0 as characterized by (Byy (w), J(w), H(w))
satisfy the following conditions:

~ ~

1. By (w) = Boow and Jy(w) =1y forw>T and k=1,... K.
2. (B (w), J(w), H(w)) satisfy equations (4.45)-(4.47) and (4.50) for w < T.

Viewing H(T') as a parameter, note that equations (4.45)-(4.47) with (3 (T), J(T), H(T))
given defines an initial value problem. By the uniqueness of the solution to this initial value
problem, the values of equilibrium quantities for w < T" are uniquely determined by the val-
ues of (B (T), J(T), H(T)). Since the values of By (T) and J(T))) are given exogenously, the
truncated equilibrium is fully characterized by H(T'). Equation (4.50), H(0) = 0, provides
the consistency condition that H(T') needs to satisfy. The following lemma shows that H(T')
is uniquely determined by (4.50), proving that the truncated equilibrium is also unique. Its

proof is given in Appendix B.1.3.
Lemma 16. The truncated equilibrium is unique for T > 0.

To compute the truncated equilibrium, we start with a guess of H(7'), and compute the
value of (Byy(w), J(w), H(w)) for w < T. Given a guess of H(T), (B (w), J(w), H(w))
for w < T is the solution to the initial value problem defined by equations (4.45)-(4.47)
with (Byy (T), J(T), H(T)). We can then apply various numerical algorithms to compute
the solution to the initial value problem numerically. One of the simplest algorithms is

Euler’s method. To this end, we discretize time with a small step size A > 0, and compute

18. The numerical computation shows that if the truncation time 7T is large enough, the computed result is
insensitive to the choice of the truncation time 7" and the terminal values B(T) and jk(T) (fork=1,...,K).
In the numerical example provided in Section 4.2.2, we use one, two and five times the maximum waiting
time observed in the data as the value of T to compute the truncated equilibrium. The computed results
are the same under these choices.
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(w), H(w)) recursively from equations derived from equations (4.45)-(4.47)1:

=
=
S
“Ku

By (w) = max {—2—Z,Bw<w T A) — by (w+ A) (Bmw A+ 20— H (et A))) } ,

(4.87)

To(w) = Jy(w+ A) — A cﬂ’ﬂ;;”) — By (w)(rg — Je(w+ AN |, k=1,... K, (4.88)
_ LA k)

H(w)=H(w+A) =AY 2 (@) (4.89)

where 27 = max(z,0) and H(0) = 0. The idea behind the computational scheme is to start
with a guess of H(T) and to recursively calculate Sy (w), J(w) and H(w) for w < N. If
the guess of H(T) is correct, then the value of H(0) calculated recursively must equal zero.
Lemma 17 shows that H(0) is a monotone function of H(T') (see Appendix B.1.3 for its

proof) and this observation leads to a simple algorithm.

Lemma 17. If HY(T) > H*(T), then H'(0) > H?(0), where HY(0) and H?(0) are the
values obtained from equations (4.87)-(4.89) recursively by substituting H(T) = HY(T) and
H(T) = H2(T), respectively.

It follows from Lemma 17 that if H(0) < 0, then the true value of H(T) is larger than
the guessed value. Therefore, the initial guess must be increased. Otherwise, i.e. H(0) > 0,
we should lower the initial guess. This observation is key to the algorithm provided in Table
4.1.

Note that given (BW, J, H), the other (equilibrium) quantities of interest can be com-

19. If we start with a random guess of H(T') and compute (B (w), J(w), H(w)) recursively using (4.87)-
(4.89), the value of H(w) can be negative. Thus, we truncate the value of H(w) in (4.87) by zero. In

addition, since it follows from Corollary 7 that Sy (w) > —20/02, we truncate the computed value of By (w)
by —20/0? in (4.87).
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Table 4.1: The algorithm for calculating the truncated equilibrium in the multiclass case.

Algorithm 2: The truncated equilibrium in the multiclass case.

1: Initialize: H(T) + h° and h + oo and h « 0.
2: Update the value of H(T):
3: while h — h > ¢

4 Calculate By (-), Gw (-) and H(-) via equations (4.87)-(4.89).
5 if H0)=0

6: stop

7 else

8 if H(0) >0

9: h < H(T)

10: else

11: h <+ H(T)

12: end if

13: end if

14:  Pick h € (h,h) and H(T) + h
15: end while

puted. In particular, it follows from Corollary 6 that for w > 0,

~ A

3 (%")) = By (w) (7YY () g k=1, K.

Moreover, it is immediate from equations (4.32) and (4.34) that for w > 0,

. A(%@O

K
1 A L B

4.2.2 A Numerical Example

This section uses a data set from an Israeli bank call center to study the performance of the
call center under various service disciplines and endogenous abandonments. In this analysis,
we first use the algorithm proposed in Section 4.2.1 to compute the waiting and abandonment
time distributions in equilibrium. We then propose an approach that combines the numerical
computation with an iterative simulation to characterize the system performance. Lastly,
we compare the simulation results with those of the model with exogenous abandonments.

The data set contains individual call level data for a six-month period from April to
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September in 2008. The data set is the same one used in Aksin et al. [3]?0; we refer the
readers to the Data section of Aksin et al. [3] for a detailed description of the data set.
Currently, the call center operates under a point-update priority policy. Incoming cus-
tomers are categorized into four priority groups: High, medium, low, and no priority groups.
Upon arrival, each customer receives an initial priority point depending on her priority group.
The higher priority the group has, the higher the initial point is. The priority point of the
customer is then increased every 60 seconds as the customer waits in the queue. Figure

4.1 shows how the priority point is updated as the function of waiting time. When a server

300
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—4—HighPriority
== Medium Prierity

Priority point
]
S

Low pricrity

g

== NoPriroity

0 60 120 180 240 300 360 420 480 540 600 660

Waiting time

Figure 4.1: The priority points as a function of the priority group of the customer and her
waiting time under the current policy.

becomes available, she picks the customer with the highest priority point among four queues.
We refer to this policy as the current policy and study the system performance under dif-
ferent service disciplines. We consider the same service disciplines as the ones considered in
Aksin et al. [3]: the FCFS policy, a static (and non-preemptive) priority policy, a threshold
policy and the reversed strict priority policy21. Besides these policies, we also consider a

rearranged point-update priority policy. The policy swaps the labels of different groups and

20. The data set is made available by the Service Enterprise Engineering (SEE) lab at Technion
(http://ie.technion.ac.il/Labs/Serveng/).

21. The readers can refer to Section 6 of Aksin et al. [3] for a detailed description of the policies.
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uses the current policy with the new labels. To be specific, the no-priority group becomes the
new high-priority group, and all other groups are downgraded by one, i.e. the high, medium
and low priority groups are now labeled as the medium, low and no priority, respectively.
The rationale for this policy is that the no-priority group consists largely of new customers,
and we would like their first experience with the call center to be positive.

As a preliminary to replicating the current performance of the call center, we first estimate
the empirical distributions of the interarrival, service and abandonment times of all four
priority groups from the data set. We also estimate the reward (rj) and the waiting cost
(¢) (for k=1,..., K) of the abandonment model described in Section 2.3.2; see Appendix
B.4.1 for this estimation problem and the estimates. In addition, we calibrate the number
of agents to replicate the current performance of the call center, as done in Section 6 of
Aksin et al. [3]. Namely, using the empirical distributions of the interarrival, service and
abandonment times and the current policy, we simulate the system and vary the number of
agents. We compare the simulated average waiting time of each group and pick the number
of agents to be 133, for which the waiting time and abandonment statistics are closest to
those in the data?2.

We compute the waiting time and abandonment time in equilibrium under all service
disciplines mentioned above by substituting the estimates into the algorithm proposed in
Section 4.2.1. To be specific, we use the approximation with parameter n = 6 and 2" = 64.
As we note in Section 4.2.1, the algorithm seeks only one parameter H(T') and thus is
computationally efficient. Table 4.2 shows the computed average VOW'Ts and the fractions
of abandoning customers of all classes.

As Kelly and Laws [68] note “.. the important features of good control policies are
displayed in sharpest relief” in the heavy traffic limit. As such the numerical computation
gives zeros for the average waiting time of the classes which enjoy strict priority. This is

due to the state-space collapse result of the heavy traffic approximation. Nonetheless, the

22. This choice is consistent with Aksin et al. [3].
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Table 4.2: The computed mean of the VOWTs and the fractions of abandoning customers

High Priority Medium Priority Low Priority No Priority
sec. % Aban. sec. % Aban. sec. % Aban. sec. % Aban.
Current Policy 0.754 0.02 15.481 1.04 70.182 5.49 182.991 37.22
FCFS 75.412 8.99 75.412 5.89 75.412 5.77 75.412 35.12
Static Priority - - - - - - 251.464 51.57
Threshold (th = 75 sec.) - 294.784 30.72 75.000 26.85
Threshold (th = 25 sec.) - - 394.442 46.69 25.000 7.23
Reversed strict priority 177.841 60.47 - - - - - -
Reversed point-update 50.426 6.07 103.441 11.42 194.817 24.42 6.904 1.52

numerical computation still gives good predictions on the average waiting time of the entire
system.

Instead of computing the waiting and the abandonment time in equilibrium numerically,
Aksin et al. [3] propose an iterative simulation approach to study the system with endoge-
nous abandonment behavior. This approach starts with a guess of the abandonment time
distributions in equilibrium under the new service discipline and simulates the system. Then
it uses the realized empirical distributions of the VOW'T from the simulation as the input
to the abandonment model (of Section 2.3.2), computes the resulting abandonment proba-
bilities in that model and updates the abandonment time distributions accordingly. It then
re-runs the simulation with the updated distributions of the abandonment time and keeps
updating the abandonment decisions and the VOW'T until the simulation converges.

However, the convergence of this approach is not guaranteed. Even when it converges,
the rate of convergence depends on the initial guess of the abandonment time distributions.
To illustrate these, we simulate the system under three different initial guesses: the results
generated by the algorithm developed in Section 4.2.1, the exogenous abandonment dis-
tributions observed in the data, and another exogenous distribution where each customer
abandons with probability 5% in each period, i.e. a geometric distribution. The stopping
criteria of each simulation is that the difference in the average VOWTSs of two consecutive
iterations is less than or equal to € = 1%. Table 4.3 shows the number of iterations needed in
the simulation for each initial guess under various policies. As shown in Table 4.3, under the
reversed strict priority policy, the exogenous model and the endogenous model give signif-

icantly different predictions on the waiting time and abandonment behavior of the system.
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Table 4.3: Number of iterations of the iterative simulation with various initial guesses.

Numerical Computation | Exogenous Aban. | Geometric Aban.

Current Policy 2 2 40
FCFS 2 2 14

Static Priority 3 2 N/A

Threshold (th = 75 sec.) 3 3 N/A

Threshold (th = 25 sec.) 3 3 N/A
Reversed strict priority 3 18 33
Reversed point-update 2 6 15

This leads to a high number of iterations unless we use the results of the numerical com-
putation as the initial guess. Moreover, the simulation does not converge under the static
priority policy and threshold policies when we use the geometric distribution as the initial
guess.

Thus, we propose the approach of combining the numerical computation and the iterative
simulation approaches described above. This approach uses the abandonment time distribu-
tions from the numerical computation as the initial guess of the iterative simulation. There
are two advantages of this approach. First, it fixes the shortcoming of the state-space collapse
of the heavy traffic approximations for strict priority policies mentioned above. Second, it
speeds up the convergence of the iterative simulation approach significantly.

Using the approach proposed above, we simulate the system performance and abandon-
ment behavior in the new equilibrium under various service policies. We compare the results
with those under the exogenous model. The simulation with the exogenous abandonment
assumption uses the empirical distributions of the abandonment time observed in the data
and assumes that they do not change with the service discipline change. Table 4.4 provides
the means of the VOWT and the fraction of customers that abandon in equilibrium under
the various policies.

The comparison shows that the predictions of the exogenous and endogenous models

are different?3. This observation suggests that one must be cautious when modeling the

23. We conducted a Kolmogorov-Smirnov test (K-S test) to compare the predicted (steady-state) distribu-
tions of the VOWTs of all priority groups from the endogenous and exogenous models. The K-S test shows
(at the significance level of 5%) that the endogenous and exogenous distributions are different in all but four
cases. The results of the K-S test are summarized in Appendix B.4.2.
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Table 4.4: The mean of the VOWT and the fractions of customers that abandon under the
exogenous model and the iterative simulation.

Simulation with Exogenous Abandonments

High Priority Medium Priority Low Priority No Priority
sec. % Aban. sec. % Aban. sec. % Aban. sec. % Aban.
Current Policy 5.556 0.36 22.950 1.13 72.685 5.44 182.354 36.66
FCFS 80.702 9.77 82.657 6.56 83.977 6.61 83.553 20.61
Static Priority 5.543 0.22 8.510 0.38 26.653 2.26 177.667 40.51
Threshold (th = 75 sec.) 5.511 0.36 19.492 1.12 243.324 27.00 79.832 19.54
Threshold (th = 25 sec.) 5.534 0.37 23.480 1.43 315.836 37.64 31.077 10.58
Reversed strict priority 355.139 59.08 43.950 3.10 8.858 0.41 5.840 2.25
Reversed point-update 59.866 6.06 136.382 11.85 223.539 20.68 7.330 2.44
Simulation with Endogenous Abandonments
High Priority Medium Priority Low Priority No Priority
sec. % Aban. sec. % Aban. sec. % Aban. sec. % Aban.
Current Policy 5.442 0.47 19.303 1.27 67.133 5.36 171.958 35.70
FCFS 78.096 10.67 79.435 6.98 80.82 6.89 79.627 18.98
Static Priority 5.536 0.40 8.407 0.66 26.719 1.78 189.652 40.41
Threshold (th = 75 sec.) 5.513 0.76 19.292 1.49 258.741 26.72 78.675 18.36
Threshold (th = 25 sec.) 5.496 0.41 23.370 1.82 336.691 38.42 31.680 8.53
Reversed strict priority 204.252 59.26 42.818 3.38 8.944 0.61 5.846 1.42
Reversed point-update 55.214 5.19 124.106 11.12 209.478 24.15 7.685 1.61

underlying abandonment behavior and predicting the system performance under major op-
erational changes. If customers make rational abandonment decisions, ignoring endogenous
abandonments can lead to significant errors in predicting performance. That said, we are
not claiming that the endogenous (or the exogenous) model is the correct model. We merely
claim that their predictions can be very different. The usefulness and accuracy of either
model may depend on the context and can be determined by randomized experiments or by
out-of-sample tests for data sets from settings that exhibit sufficiently rich variation in the
operating conditions. As such further empirical research is needed to answer this question.

Our findings are consistent with the findings in Aksin et al. [3]. However, our approach,
which combines the numerical computation and the iterative simulation, not only provides a
theoretical foundation for the study of the system with endogenous abandonments, but also

significantly speeds up the computation of the equilibrium.

4.3 Concluding Remarks

In this paper, we study a multiclass queueing system with customers making forward-looking

abandonment decisions dynamically. We conduct an approximate analysis of the multiclass
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queueing system under the hazard rate scaling and characterize the equilibrium of the heavy
traffic limit of such a system. We show that the equilibrium exists and is unique. We also
propose an algorithm to compute the system equilibrium.

Our analysis points to several future research directions that worth exploring. For exam-
ple, we assume that customers receive no information about the system status. An interesting
direction is to analyze the systems in which various delay announcements are made. In such
systems, customers’ abandonment decisions depend not only on the system congestion but
also on the announcements they receive. Investigating such systems via the equilibrium ap-
proach can help the characterization of the impact of the delay announcement on the system

performance measure and customers abandonment behavior simultaneously.
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CHAPTER 5
MANAGING CALLBACK OPTION UNDER ARRIVAL RATE
UNCERTAINTY

5.1 Introduction

One key challenge in managing call centers is dealing with the uncertainty in call volumes.
The arrival process is commonly modeled as a (non-homogeneous) Poisson process. To
be specific, the arrival process follows a Poisson process whose intensity, also referred to
as the arrival rate process, is a time-dependent deterministic process. Under such arrival
models, the uncertainty can be effectively managed by using the square root staffing rule.
In particular, the number of agents (and thus the service capacity) equals to the sum of the
offered load and a square root safety staffing against uncertainty!l. Because the coefficient
of variation of a Poisson random variable vanishes as its mean gets large, the uncertainty of
the Poisson model is negligible for large call centers. Consequently, under this arrival model
one predicts that the square-root staffing rule will lead to excellent performance for large
call centers; see Gans et al. [44] and Aksin et al. [2] and the references therein.

Recent literature on call centers emphasizes the importance of modeling the arrival rate
process as an autocorrelated nonstationary stochastic process by analyzing call arrival data;
see discussions in Kim and Whitt (2014a, b) and also Ibrahim et al. [64] for an overview.
In particular, Glynn et al. [50] provide a novel perspective on modeling call arrivals. The
authors discuss three important time scales in modeling call arrivals and managing them:
the microscopic, the macroscopic and the mesoscopic time scales. The microscopic time scale
corresponds to minutes, the macroscopic time scale corresponds to hours, whereas the meso-
scopic time scale is from a few minutes to hours. Indeed, the uncertainty on microscopic

scale can be attributed to the uncertainty due to the Poisson process (as opposed to the

1. The time-of-day effect can be addressed by modifying the staffing level appropriately throughout the
day due to the deterministic model of the arrival rate process.
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uncertainty in the arrival rate process) whereas the variation on the macroscopic scale corre-
sponds to the time-of-day effect. Thus, the non-homogenous Poisson model can capture the
uncertainty on the microscopic and macroscopic time scales well, but ignores the mesoscopic
time scale. Glynn et al. [50] observes that when call arrivals are observed on the mesoscopic
time scale, they exhibit much higher variability and have no clear seasonality patterns, i.e.
the call arrival rate may experience unpredictable fluctuations, i.e. temporary dips or surges,
on this time scale. Moreover, the uncertainty on this time scale is not negligible in large call
centers as the Poisson model predicts; see Figure 5.1 for the example provided in Figure 1
of Zhang et al. [120]2. Given the unpredictable and temporary nature of the surge in the
arrival rate in the mesoscopic time scale, it is hard to adjust the staffing level with a short
notice as needed on this time scale to provide a satisfactory service quality. Although the call
center manager can increase its staffing level to account for the arrival rate variablity on the
mesoscopic time scale, it can be much costlier than what is anticipated by the square-root
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Figure 5.1: The mean and the one-standard deviation bands of the arrival count in 10-minute
time periods of the calls arriving at the US bank call center in July 2001. The one-standard
deviation band of the observed data is wider than the predicted one-standard deviation band
of Poisson model.

2. We refer the readers to Zhang et al. [120] for more analysis of the mean and variance of the observed
data.
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Instead of a supply-side intervention, e.g. staffing, this chapter studies a demand-side
intervention by offering the callback option to manage such temporary and unpredictable
surges on the mesoscopic time scale. To be more specific, the callback option works as
follows: when the system is congested, the call center manager notifies the arriving customer
and presents him with the option to hang up to be called back later within a reasonable
time window. When the system congestion decreases, outbound calls are initiated for such
customers. Consequently, the callback option allows the call center manager to shift some of
the calls arriving when the system is undergoing temporary arrival surges to a period when
the system is less busy. A survey conducted by Software Advise shows that more than half
of the customers are willing to wait for more than 30 minutes offline for the call center to get
back to them. Thanks to the customers who are willing to accept the callback option, the
call center manager can improve the performance metrics of the online queue significantly
using the callback option; the simulation study in Section 5.6 shows that the average waiting
time of the online queue reduces for more than 50% when 5% of customers are served by the
callback option.

This chapter studies how to manage the callback option effectively to mitigate the effects
of the arrival rate uncertainty using a canonical queueing model. The call center consists of
two queues: An online queue and an offline queue. When a customer arrives, the call center
manager examines the system state and decides whether to offer the incoming customer the
callback option or not. If the call center offers the callback option to the customer, he may
decide to accept or reject the offer. A customer is routed to the offline queue (to be called
back later) only if he is offered the callback option and he accepts it. Otherwise, he is routed
to the online queue. The call center incurs a waiting cost of A per unit time for each customer
waiting in the online queue, whereas it incurs a one-time penalty of p if the customer is routed

to the offline queue. We refer the call center manager’s decision as the callback decision. In

3. More results in the survey can be found at http://csi.softwareadvice.com/3-ways-to-offer-callback-
0614/.
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what follows, we assume that the time commitment for the callback option is sufficiently large
so that we can relax the delay commitment in our theoretical model. Under this assumption,
the call center manager makes the callback decision by solving an admission control problem
which allows customers to reject or follow the call center manager’s admission decisions. This
admission control problem is interesting in its own right. However, what makes it relevant
to the callback option and the call center operations is the mean-reverting nature of call
arrival rate processes on the mesoscopic time scale as observed by Glynn et al. [50]. To
be more specific, although the results proved below hold for general point process, we pay
particular attention to the Poisson process with stochastic intensity as a call arrival model
because of its practical importance. In particular, we model the stochastic intensity as a
Cox-Ingersoll-Ross (CIR) process, a mean reverting diffusion process, following Glynn et al.
[50]. The mean-reversion feature of the CIR process makes it a good candidate for modeling
temporary surges in arrivals in the mesoscopic time scale. When a temporary surge occurs,
the call center offers the callback option. After the surge ends, which may last from a few
minutes to an hour, the call center uses its excess service capacity to serve customers waiting
for the callback. Given the mean-reverting nature of the CIR process (and that the system
is stable), the delay commitment made to the offline queue will be met with high probability.
Indeed, our simulation study shows that the average delays for the offline queue are around
30 minutes (unless the abandonment rate is high)4. The simulation study thus provides a
guidance as to how the callback time commitment should be given.

Our theoretical results focus on the complete foresight policies which allow the call center
manager to observe all future arrival and service times. First, we consider the setting where
all customers are willing to accept the callback option. The callback decision made by the
call center manager relies on comparing the marginal costs of routing a customer to the

online and offline queues. The marginal cost comparison involves both the direct cost to the

4. The simulation study also allows abandonments. It shows that average delays as well as the 90"
percentile of the offline waiting time is less than one hour for most cases unless the abandonment rate is
high.
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customer in question and the negative externality imposed on others by him if he joins the
online queue. The presence of such externalities have long been recognized in the queueing
literature; see Hassin [57] and Section 1.8.1 of Hassin [58]. Following Hassin [57], we account
for this externality by considering an auxiliary system, which operates under the last-come-
first-served (LCFS) discipline and its variations within the online queue. We show that a
simple limited-lookahead policy is optimal in this case. This policy keeps track of only the
total number of customers in the system (the sum of the numbers of customers in both
the online and offline queues) which is insensitive to the routing and priority schemes for
work conserving policies. When a new customer arrives, this policy looks at whether the
total number of customers in the system will fall back to the level before his arrival in the
next p/h time units. If not, he is put in the offline queue to be called back. This policy
has several virtues. First, it only needs to keep track of the total number of customers in
the system, which is easy to study because its evolution is independent of the call center
manager’s policy. Second, it requires only limited future information (over the next p/h time
units) although it is optimal among policies that can look into the entire future. Third, it is
pathwise optimal. Thus, the optimality result carries over to more general settings with an
essentially arbitrary call arrival process provided the system is stable.

Although the lookahead policy is not directly applicable because it needs to look into
the future, it provides useful insights and helps motivate an effective control policy. For
example, it suggests not waiting until the queue builds up to start offering the callback
option, motivating a preemptive intervention as opposed to a reactive one. In particular, it
suggests offering the callback option as soon as one anticipates a sufficiently high arrival rate,
i.e. offering the callback option when the arrival rate exceeds a threshold. The extension of
this model, which allows customers to turn down the callback offers, helps us sharpen the
insights. In that setting, we show that the modified p/h-lookahead policy is optimal. This
policy looks at how long it would take for the total number of customers in the system to drop

below the current level minus the current number of customers in the system who previously
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rejected the callback offer. The modified p/h-lookahead policy shares the simplicity and
the other virtues of the aforementioned lookahead policy. In addition, it highlights the
importance of taking into account the time to serve the customers in the system who have
rejected the callback offer®. Interpreting this policy in the context of a fluid model lends itself
to a natural non-anticipating policy that offers the callback option when a linear combination
of the online queue length and the current arrival rate exceeds a certain threshold, referred
to as the line policy. Interestingly, the line policy also arises as (near) optimal when the
externalities imposed on others by the customers admitted to the online queue are taken
into account in the fluid model. Thus, we propose and test the line policy as well as the
lookahead policies against the optimal policy obtained by solving the associated Markov
decision process (under suitable Markovian assumptions) numerically in a simulation study
using a data set from a US bank call center.

In our simulation study, we assume that arrival rate process follows the CIR process and
calibrate the system using a dataset from a US bank call center. The lookahead policies
far outperform the non-anticipating policies in the simulation study. This is to be expected
because they use the future information effectively. Interestingly, the line policy has an excel-
lent performance. In the numerical examples, calibrated by the US Bank’s call center data,
the maximum optimality gap is about 1%. We also observe that routing a small fraction
of customers to the offline queue results in excellent system performance, i.e. small waiting
times in the online queue and manageable callback delays (for the offline queue). Moreover,
the results are robust to customers’ accept /reject decisions of the callback option unless the
fraction of customers willing to accept the callback offer is low. Lastly, we check how aban-
donments impact the performance and find that as long as the abandonments are low, the
lookahead and line policies perform about as well as they would without any abandonments

(despite the increases in the system load due to the reduced number of abandonments).

5. Our analysis in Section 5.4.2 reveals that the system alternates between the callback and no-callback
episodes. Moreover, just before the beginning of a callback episode, the online queue consists only of those
customers who have previously rejected a callback offer.
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However, if the abandonment rate is high, the callback delays may become excessive. This
is because the callback option significantly lowers the number of abandonments, thereby
increasing the system load significantly. Consequently, we conclude that the callback option
under the line policy can be an effective way to mitigate the arrival rate uncertainty provided
that the abandonment rate is not too high.

The rest of this chapter is organized as follows. Section 5.2 reviews the related literature.
Section 5.3 introduces a two-class queueing model to study a single-class queueing system
with the callback option. Section 5.4 studies the complete foresight policies. Section 5.4.1
proves the optimality of the p/h-lookahead policy when all customers accept the callback
offer, whereas Section 5.4.2 proves that the modified p/h-lookahead policy is optimal for the
case when customers may reject the callback offer. Section 5.5 studies a fluid model and
advances a non-anticipating policy, the line policy, combining the insights from the fluid
model and the lookahead policies. Section 5.6 presents the numerical study and Section 5.7
concludes. Appendix C.1 provides the system equations characterizing the evolution of the
queue length processes. Appendix C.2 provides the proofs of the lemmas in Section 5.4.
Appendix C.3 describes the approach to estimate the parameters characterizing the arrival

process.

5.2 Literature Review

This chapter is related to three streams of literature. The first stream models the nonstation-
ary arrivals to a call center. The second stream studies call blending, focusing on managing
different types of jobs, the inbound and outbound calls, in a call center. This stream includes
the study of managing the callback option, which is a specific way of offering outbound calls.
The last stream studies admission control decisions for queueing systems. There is a growing

literature on modeling the nonstationary arrivals to a call center%; see Ibrahim et al. [64] for

6. Nonstationary demand models are relevant in other operations management applications as well; see
for example, Besbes and Maglaras [26] for a revenue management application, Shi et al. [99] for a study of a
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a recent review. Green and Kolesar [52] propose the pointwise stationary approximations
(PSA) to model the time-varying demand. The underlying assumption is that the system
reaches its steady state at each time t instantaneously (with the current arrival rate). Using
PSA, Harrison and Zeevi [56] propose a stochastic programming approach to study the daily
staffing decisions under arrival rate uncertainty. Bassamboo et al. [24] extend this work to
multiple customer classes and server pools. Jennings et al. [66] consider a multiserver system
with nonstationary arrival and service time processes. The authors choose the staffing level
to meet the projected demand subject to a certain service level guarantee. Feldman et al.
[41] build on Jennings et al. [66] and propose a flexible simulation-based iterative staffing
algorithm to determine the staffing level with abandonments. The authors show that their
algorithm yields time-stable delay probabilities across a wide range of target probabilities.
Liu and Whitt [83] extend Feldman et al. [41] and propose an algorithm using closed-form
approximations they derive for various performance characteristics. The authors show that
their algorithm stabilizes the abandonment probability across the full spectrum of target
abandonment probabilities. He et al. [62] propose a staffing algorithm, which extends the
square-root staffing formula to account for the non-Poisson stochastic variability in the ar-
rival process. Whitt and Zhao [114] develop an effective time-varying staffing strategy to
stabilize blocking probabilities at target levels in a loss model with non-Poisson time-varying
arrivals and flexible staffing. Whitt [113] provides an extensive review of research on the
performance analysis of queueing systems with time-varying arrival rate; see also Gans et al.
[44], Green et al. [53] and Aksin et al. [2] and the references therein. The recent work of
Gans et al. [46] proposes a framework that integrates the forecasting of the arrival rate and
the stochastic programming approach to manage the staffing level in a call center setting.
Their model accounts for the time-dependent, stochastic and autocorrelated features of the

arrival process as well as the forecast updates on the arrival rate process. The extant litera-

discharge policy in an emergency department, Kim et al. [70] and Kim et al. [71] for studies of endocrinology
and outpatient clinics and Ata et al. [16] for an empirical analysis of time-based pricing in electricity supply
chains.
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ture that focuses on modeling and managing the nonstationary arrivals mainly focus on the
staffing and scheduling problem. In contrast, we take the staffing level as given and focus
on managing demand using the callback option, i.e. we focus on deciding which arriving
customers should be given the callback option.

The second stream of literature studies call blending, a process managing both the in-
bound and outbound calls in a call center. Inbound calls originate from outside customers,
whereas the outbound calls are initiated by the call center. There is infinite supply of the
outbound calls. Bhulai and Koole [27] studies an optimal control problem in which the call
center manager seeks to maximize the number of outbound calls under the average waiting
time constraint of inbound calls. Assuming that the service rates of the two types of jobs are
equal, they prove that the optimal control is a threshold-type policy. Gans and Zhou [45]
relax this assumption and show that a threshold policy is optimal among all policies that give
priority to inbound calls. Pang and Perry [91] study the combined problem of staffing and
control in a call center with call blending in heavy traffic. They propose a logarithmic safety
staffing rule, combined with a threshold control policy. The aforementioned three papers
assume that both the inbound and outbound calls share the same set of servers. Deslauriers
et al. [40] study five Markovian models of call centers with two sets of servers — inbound only
and blend. In these Markovian models, the manager decides when to make outbound calls
and how many as a function of the system state, guided under a threshold policy motivated
by Bhulai and Koole [27].

Two key papers studying managing the callback option are Armony and Maglaras [8, 9].
Armony and Maglaras [8, 9] study a call center which offers the callback option to arriving
customers who upon arrival choose among staying in the online queue, receiving a callback
(i.e. joining an offline queue) and balking. In Armony and Maglaras [8], arriving customers
only know the steady-state expected delay in the online queue and an (asymptotic) delay
commitment for the offline queue, whereas the follow up paper Armony and Maglaras [9]

considers the case where customers are provided with real time delay information. In both
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papers, the authors provide a novel asymptotic analysis in the heavy traffic regime’. They
characterize the (approximate) system equilibrium and derive asymptotically optimal staffing
and priority rules in that asymptotic regime.Armony and Maglaras [8, 9] derive several
insights. Most importantly, they observe that offering multiple channels of service (such as
the callback option) can improve the call centers performance substantially. This is supported
by our findings as well although our model and the style of analysis differ significantly from
theirs. First, we consider a model of the arrival rate process that allows bursty arrivals.
Second, we study a stable i.e. an underloaded system, whereas they focus on the critically
loaded regime, i.e. the heavy traffic regime. Focusing on a system with a traffic intensity
strictly less than one enables us to provide an exact analysis of the lookahead polices. In
particular, in our setting the callback option is only relevant when the system experiences
temporary (and unpredictable) surges in the call volume. Thus, the call center manager
exercises the callback option judiciously as opposed to offering it throughout the day. To
repeat, the question of when to offer the callback option is our main focus.

The recent paper of Legros et al. [78] studies when to offer the callback option using
a Markov decision process model. The authors propose a threshold policy whereby the
callback option is triggered whenever the online queue length exceeds the threshold. An
arriving customer receives a delay announcement, and the callback offer (if the online queue
length exceeds the threshold). Then he chooses between balking, joining the online queue
and possibly the callback option (if offered) according to a probabilistic choice model. The
customers in the online queue may abandon. The objective is to minimize the sum of
waiting and abandonment costs. They show that the threshold policy is optimal when
there are two servers and characterize a switching curve numerically that describes when to
offer the callback option more generally. One important difference of our work from Legros

et al. [78] and Armony and Maglaras [8, 9] is that we incorporate the time-varying and

7. Because Armony and Maglaras [8, 9] provide real time delay estimates, their analysis incorporates
state-dependent arrival rate as well.
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uncertain nature of the call arrival rate in our model. Whitt [111] studies a system in which
some customers can tolerate substantial delays, similar to the system offering the callback
option. In such system, demand can be smoothed by partitioning the service requests into
separate priority classes according to their response-time requirement. Whitt [111] explores
the benefit of demand intervention by estimating the capacity savings that can be obtained
from partitioning time-varying demand into priority classes.

Instead of using the staffing level as a mechanism to manage the nonstationary ran-
dom arrival rate, which may be too costly or even infeasible on the mesoscoptic time scale
identified by Glynn et al. [50], we focus on managing the arrival process itself. The latter
mechanism is related to the admission control literature; see Stidham [103] and Stidham
[104] for overviews and references therein. The majority of the admission control literature
formulate the problem as a Markov decision process. For example, Lewis et al. [80] consider
an admission control problem for a finite buffer queue with Poisson arrivals and multiple
exponential servers. Serving each admitted customer yields a reward, which is random ex-
ante but observed upon arrival, before making the admission control decision. Moreover, the
authors consider the more refined objectives of Bias and Blackwell optimality criteria, which
can distinguish among policies that optimize the long-run average reward. Under these crite-
ria, the authors show optimality of the trunk reservation policies which associate a separate
threshold k- for each r, and accepts a customer with reward r if the number of arrivals in the
system is less than k. Ata and Shneorson [19] consider the admission and service rate control
(by choosing the arrival and service rates as functions of the system state) for an M/M/1
queue to maximize the long-run average social welfare. The authors characterize the optimal
admission and service rate control policy in closed form. Lewis et al. [81] generalize Lewis
et al. [80] to the setting where the arrival rate, service rates, and system capacity are varying
over time in a known fashion. The authors show the existence of optimal policies that are
monotone in the number of customers in the system. Moreover, they also show the strong

result that all bias optimal polices are of the (time-varying) threshold type. Yoon and Lewis
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[116] also assume that the arrival and service rates are bounded, periodic functions of time.
They show that under the infinite horizon discounted and average reward optimality criteria,
for each fixed time, optimal pricing and admission control strategies are nondecreasing in
the number of customers in the system. They propose an easily implementable pointwise
stationary approximation (PSA) to approximate the optimal policies, suggest a heuristic to
improve the implementation of the PSA and verify its usefulness via a numerical study.

Ormeci et al. [90] study an admission control problem for a two class loss system with
periodically varying parameters. They show the existence of an optimal threshold policy, and
that under certain conditions these thresholds have certain monotonicity properties. Zayas-
Cabédn and Lewis [117] extend this work to consider the system with abandonments. They
show the optimality of a threshold policy for each fixed time and that simpler admission
policies that ignore non-stationarity or abandonments lead to significant losses in average
rewards. Hampshire and Massey [55] develop optimal control methods for non-stationary
systems using the calculus of variations machinery. Cudina and Ramanan [37] consider a
fluid control problem for a related single-class time-varying queue. They show that for a set
of performance measures, any sequence of policies whose performance approach the infimum
in the fluid control problem is asymptotically optimal (in a certain uniform acceleration
regime).

There are several papers that study the admission control problem using diffusion ap-
proximations. Ward and Kumar [109] consider a G/G/1 queue with impatient customers
in heavy traffic, and establish asymptotic optimality of a threshold policy; also see Rubino
and Ata [95] for a similar analysis (via singular control) and Ata and Olsen [17] for a closed-
form characterization of the admission control thresholds in the heavy traffic regime. Ata
[12] considers an admission control problem for a multiclass queueing system with “thin”
classes in the heavy traffic regime. The author shows the optimality of a nested threshold
policy and characterizes the thresholds in closed form. Kocaga and Ward [75] consider an

admission control problem for an M/M/N + M queue when there are costs associated with
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abandonments, server idleness and rejecting arrivals. The authors solve this problem using
both the Markov decision processes and diffusion approximations in the Halfin-Whitt heavy
traffic regime; and they show the (asymptotic) optimality of a threshold policy. Kocaga
et al. [74] consider the optimal staffing and admission control for a queueing system where
the arrival rate is random but not time varying. The authors propose a square-root staffing
rule and a threshold policy for admission control, and show that this policy is asymptotically
optimal. Our work takes a different approach and first studies the problem when the future
information is available. Using a sample path analysis, we prove that a simple lookahead
policy is pathwise optimal. Based on the insights glenned from this analysis, we propose a
non-anticipating policy, the line policy, and show that it is effective in a simulation study
calibrated by a data set from a US Bank’s call center.

Another related paper in the admission control literature is Spencer et al. [101]. The
authors study an admission control problem for an overloaded M/M/1 queue under the
assumption that the future information is available. The objective is to minimize the long-run
average queue length subject to a lower bound on the throughput. The authors propose the
no-job-left-behind policy, which effectively rejects those jobs with “excessive” delay (hence,
left behind) by looking into the future. The authors show that the no-job-left-behind policy
is asymptotically optimal in heavy traffic. They also study a class of policies with a finite
lookahead window, where the lookahead window grows logarithmically, and establish its
asymptotic optimality. Xu and Chan [115] consider a similar model to manage the admission
decisions into an emergency department using the knowledge of future arrivals. The authors
propose policies that exercise control when one anticipates a high number of arrivals by
looking into the future. They also enhance their policies using the thresholds on the queue
length, which diverts arrivals if either the queue length is large or a high number of patients
will arrive in future periods. The authors show that the proposed policy provides delay
improvements over standard policies used in practice. They also consider the impact of

errors in future information. They show that even with noisy predictions, the proposed
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policies can still perform well. Our model differs from Spencer et al. [101] and Xu and Chan
[115] in several ways. First, instead of studying an overloaded system, we assume that the
system is stable, i.e. underloaded. However, it may experience temporary surges in the
arrival rate due to the novel model of the arrival rate process we assume. The stability
assumption simplifies the analysis, allowing us to conduct an exact analysis as opposed
to an asymptotic analysis as done in Spencer et al. [101]. Indeed, we prove that the p/h-
lookahead policy is pathwise optimal, a strong notion of optimality. In addition, our objective
function is different. More importantly, we consider the arrival rate model that incorporates
nonstationarity, randomness and autocorrelations, which are not modeled in Spencer et al.
[101] and Xu and Chan [115]. Lastly, our model allows the customers to reject the callback
offers. This feature of our model can be viewed as a job joining the system despite the
system manager’s desire to not admit it in an admission control problem. To the best of our
knowledge, this important feature of our model is not considered in the admission control

literature previously, including the aforementioned papers.

5.3 The Model

We consider a canonical single-server queueing model with a single class of homogenous
customersB. The arrival times of customers are given by the (increasing) sequence {7; : @ >
1}, where 7; denotes the " customer’s arrival time. Letting A(t) denote the cumulative

number of arrivals by time ¢, it is given as follows:
Aty =sup{i>1: 7, <t}, t >0,

where we set sup () = 0 for notational convenience. As the reader will see below, our results
hold for general point processes provided that the system is stable. However, because of its

practical importance, particular attention will be paid to the recent arrival model proposed

8. Our model can be generalized in various directions. For example, we expect most of our results continue
to hold for multiserver systems.
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by Glynn et al. [50]. To be specific, the arrival process is a Poisson process with the stochastic
intensity process {A(¢) : ¢ > 0}. The stochastic intensity process will also be referred to as
the arrival rate process. Glynn et al. [50] models the arrival rate process as a Cox-Ingersoll-
Ross (CIR) process, and provides empirical support for using it as a model of arrivals to a call
center. Following Glynn et al. [50]?, we assume that the arrival rate process {\(t) : t > 0}

follows a CIR process. In particular, it satisfies the following stochastic differential equation:
dA(t) = a(b— A(t))dt + o/ A(t)dW (1), t >0, (5.1)

where a,b and o are positive constants and {W(t) : ¢ > 0} is a standard Brownian motion.
As mentioned above, the arrival process A(-) is a Poisson process with the stochastic intensity
process {A(t) : t > 0} given in Equation (5.1); see page 23 of Bremaud [32] or page 476 of
Jeanblanc et al. [65] for the formal definition. The service times of the customers are given
by the sequence {v; : j > 1} of i.i.d. exponential random variables with rate j, where v;
denotes the time between two consecutive service completions. Note that the service times
are associated with the server not with the customers. That is, the time v; (for j > 1) is
independent of the index of the customer served. We assume that the service times and the
arrival process are independent. Letting S(t) denote the total number of customers served

by time ¢ if the server works continuously over [0, ], it is given as follows:

n
S(t):sup{nZLZl/iSt}, t>0.

i=1

We restrict attention to work-conserving policies. We assume that b < i so that the system
is stable under the work-conserving policies. Nonetheless, it may experience temporary
surges in the customer arrival rate, because the arrival rate changes over time as a stochastic

process.

9. For simplicity, our model of the arrival rate process {A(t) : ¢ > 0} ignores the time-of-day effect.
Although it is straightforward to incorporate the time-of-day effect into the CIR model for our (numerical)
analysis, we do not see that as central to the paper, because we are mainly concerned with managing the
variations in the arrival rate on the mesoscopic time scale. Moreover, as noted above, our results on the
lookahead policies hold for general arrival processes, subsuming those with the time-of-day effect.
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To accommodate such surges in arrivals, the system offers the callback option to arriving
customers. The call center manager’s problem can be described as follows: When a customer
arrives at the system, she observes the system and decides whether to offer the callback option
to the incoming customer or not. The incoming customer receiving no callback option is
routed to the online queue. If the customer receives the callback option, she decides whether
to accept the offer or not. If she accepts the offer, she is routed to the offline queue to be
called back; otherwise, she joins the online queue.

We refer the call center manager’s decision of offering the callback option as the callback
policy in the foregoing development. We represent this callback policy with the sequence
Z = {ig : k > 1} of the indices of the customers receiving the callback option. Let the
sequence A = {j,. : k > 1} denote the indices of customers who are willing to accept the
callback offer, whereas its complement R = {1,2, ..., }\\A denotes the sequence of customers
who will reject it (if offered) and stay in the online queue. The sequence A (and thus its
complement R) is not known ex ante. The call center manager only observes the customers’
accept /reject decisions when a callback offer is made. In addition, let the sequences Z; and
75 denote the indices of the customers routed to the online and offline queue, respectively.
Note that Zo = {1, 2,...}\Z; and that only the customers in set .4 may join the offline queue,

which happens if they are offered the callback option, i.e.
Iy =7InNA. (5.2)

This state of affairs can equivalently be described as the call center manager routing the
arriving customers to one of two queues: the online queue versus the offline queue; see

Figure 5.2. Given a callback policy Z, let A;(t) and As(t) denote the cumulative numbers of

Z Online queue Q,(7)

i)

7, Offline queue QO,(f)

Figure 5.2: A two-class queue model for the queue with the callback option.
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customers routed to the online and offline queues up to time ¢, respectively. The cumulative

number of customers routed to the online queue up to time ¢, i.e. Aj(t), is given as follows:
Ai(t) =sup{k:iy €Ty, 7, <t}, t>0, (5.3)

where we set sup) = 0 for notational convenience. In addition, we have that As(t) =
A(t) — Aq(t) for t > 0.

If the customer is routed to the online queue, he waits for service in the online queue.
The waiting cost per time unit is h. If the customer is routed to the offline queue, he will
hang up and wait for the system to call him back. There is a one-time penalty of p for
sending a customer to the offline queue. In particular, the call center may provide a callback
time window or a delay commitment D to the customers. That is, the system promises
that he will wait at most D time units in the offline queue. In what follows, we assume D
is sufficiently large that given the mean-reverting nature of the CIR process (see Equation
(5.1)) and that b < p, this requirement will be met with high probability. Thus, we will relax
the delay commitment below. However, our numerical analysis will provide guidance as to
how D should be set so that this relaxation is reasonable in practice. For example, as can
be seen from Tables 5.2 and 5.3, delays in the offline queue are in the order of 30 minutes to
an hour; see Section 5.6 for further details.

In addition to the callback policy, the call center manager also decides on how to prioritize
the customers waiting in the online and offline queues. Given the cost structure described
above, it is more or less obvious that for any reasonable callback policy, it is optimal to
give strict (preemptive) priority to the online queue. Thus, we focus on the work-conserving
service policy that gives strict priority to the online customers. For simplicity, we also allow
preemption. In addition, we assume that both the online and offline queues are served in
a FCFS fashion. Let Q1(-) and @Q2(+) denote the online and offline queue length processes,
respectively. In addition, let Q(¢) denote the total number of customers in the system at

time ¢. We note that the evolutions of Q(-), Q1(-) and Qa(-) are fully characterized by

103



the primitive processes {A(t) : ¢ > 0} and {S(¢) : t > 0}, the callback policy Z and the
strict priority service policy; see Appendix C.1 for the system equations characterizing their
evolutions.

Thus, the long-run average cost of a callback policy Z, denoted by o7 is given as follows:
T_ p 1 !
C* = lim -E {pAQ(t) + h/ Q1(s) ds} :
t—oo t 0

The system manager strives to choose a policy Z that minimizes CZ. In what follows, we
consider the complete foresight policies, where the call center manager knows the sequences
of arrival times {r; : ¢ > 1} and service times {v; : j > 1} in Section 5.4. Based on the
insights gleaned from the optimal lookahead policies and a fluid model advanced in Section
5.5, we also propose a non-anticipating policy, the line policy, and show that it has excellent
performance via a simulation study presented in Section 5.6 using data from a US bank call

center.

5.4 The Optimal Policy with Complete Foresight

This section considers the system with complete foresight. To be specific, the call center
manager knows the sequences of arrival times {r; : i > 1} and service times {v; : j > 1}.
In Section 5.4.1, we assume for simplicity that all customers who are offered the callback
option will accept it, i.e. R = (). We show that a simple lookahead policy that looks only
into the next p/h time units is optimal. In Section 5.4.2, we relax this assumption to allow
customers to turn down the callback offers and show that a modified lookahead policy that
also looks into the next p/h time units only is optimal.

Fixing a sample path, one can view the arrival and service completion processes {A(t) :
t >0}, {S(t) :t >0} and {T'(¢) : t > 0} as known functions. Without loss of generality, it
suffices to analyze a busy period of the system. Because the system is stable, the number of

arrivals in a busy period is finite almost surely. Fix a busy period and assume there are n

104



arrivals in that busy period, whose arrival times are given by 71, 7m,..., 7.

Recall that A C {1,2,...,n} is the set of customers who are willing to accept the callback
offer, whereas its complement R = {1,2,...,n}\A is the set of customers who will reject it
and stay in the online queue. The set of customer receiving the callback option is denoted
by the set Z, referred as the callback policy. Note that the customers in set Z N A will be
removed from the online queue and join the offline queue. We denote QI =¢(Q,ZNA) the
(online) queue length process resulting from the removal of customers in the set ZN A from
the online queue; the operator ®(-,-) is defined suitably to represent this operation. Thus,
the optimal callback policy seeks the set Z C {1,2,...,n} of customers to offer the callback

option so as to minimize the total cost during this busy period, i.e.

IQ{IlI}QI,r.l..,n}p‘I NAl+ hH(P(Q,ZNA)), (5.4)

where |Z| denotes the number of elements in the set Z and hH (®(Q, ZN.A) denotes the holding
cost during the busy period associated with the resulting queue length process ®(Q,Z N .A).

We first consider the special case when all customers receiving the callback option take
the offers, i.e. A= {1,2,...,n}. Under this assumption, the set of customers routed to the
offline queue is equivalent to the set of those receiving the callback option, i.e. ZN A = 7.
We construct a simple lookahead policy and prove its pathwise optimality for this special
case. Building on this result, we also prove the optimality of a modified lookahead policy for

a general set A.

5.4.1 The optimal policy when all customers accept the callback option

This subsection studies the special case of A = {1,2,...,n}. Thus, Eqaution (5.4) simplifies
to the following:

Ig{rlrgf}“’n}plfl +hH(®(Q,1)). (5.5)
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To facilitate the analysis to follow, define a sequence of times {s; : i > 1} as follows:

si=inf{t >7:Q(t)=Q(r—)}, i > 1. (5.6)

Recall that 7; is the arrival time of the ™ customer. Then, s; denotes the next time (after
customer #’s arrival) when the number of customers in the system Q(t) falls back to the level
just before his arrivall?. As an aside note that the evolution of Q(t) is independent of the
callback policy or the service policy as long as it is work conserving. We next define a class

of policies that the optimal policy belongs to.

Definition 6. (w-lookahead policy) A w-lookahead policy routes customer i to the online

queue, i.e. 1 €L, if s; > T; +w.

Figure 5.3 provides the routing decisions of two customers when the system is operated

under the p/h-lookahead policy for a given sample path. The main result of this section,

o) o)

7 7, +p/h Sy t 2] S2 o, tp/h t

Figure 5.3: The routing decisions of two customers when the system is operated under the
p/h-lookahead policy for a given sample path. Left panel: Customer 1 is routed to the offline
queue because s1 > 7 + p/h. Right panel: Customer 2 stays in the online queue because
s9 < 1 + p/h.

stated next, proves that such a policy is optimal.
Theorem 3. The p/h-lookahead policy is optimal.

The rest of this subsection is dedicated to prove Theorem 3. In what follows, we first
construct a policy that determines the sequence of customers to be routed to the offline

queue in a greedy fashion (Definition 7). Second, we show that this greedy policy is optimal

10. Note that Q(7;—) = Q(7;) — 1.
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(see Lemma 18). Third, we analyze a virtual system in which customers in the online queue
are served under last-come-first-served (LCFS) policy. We show a key property of the greedy
policy, which leads to a much simpler characterization of it (see Lemma 20) in this virtual
system. Indeed, this step is the “secret sauce” of our proof. Fourth, this property and the
optimality of the greedy policy is used to deduce the optimality of the p/h-lookahead policy.
Lastly, we argue that the p/h-lookahead policy is optimal in the original system (where
customers in the online queue are served under first-come-first-served (FCFS) fashion as
well.

The greedy policy is defined iteratively. First, assume that all customers are routed to
the online queue. In this system, denoted by superscript ), the online queue length process

Q?(t) coincides with the total number of customers in the system. That is,

QVt) = Q(t), t>0.

Next, the K-greedy policy, which is defined formally as follow, gives the indices of K cus-

tomers who are routed to the offline queue.

Definition 7. (K-greedy policy). The K-greedy policy chooses K customers to be routed to

the offline queue as follows'!:
if = argmax,cge [HQF) = H@Q ()], k=1, K, (5.7)
where iy, denotes the index of the k™ customer routed to the offline queue, and I}, = Tj,_1 U

. k—1 . .
{it}, QY = o(QV 1, {it}) with Ty = 0 and QY = QY.
The K-greedy policy first picks customer i] whose removal results in the largest holding
cost savings. Removing customer 4] from the online queue results in the new online queue
length process Q%. The policy repeats this process until K customers are removed from the

queue. The following lemma shows that the K-greedy policy maximizes the total holding

11. If there are multiple indices that achieve the maximum, we pick the smallest index.

107



cost savings among all policies that remove K customers; see Lemma 6 of Spencer et al.

[101] and its proof for a proof of this result.

Lemma 18. For any K <n and Z C{1,2,...,n} with |Z| = K, the following holds:

H(QY) - HQF) = m(@QY) - H(@(@), 1)),
That is, H(Q) < H(®(QY,1)).
Thus, the problem simplifies to finding the optimal greedy policy. That is,

: K
Ke{rlr,lgl...,n} pK +hH(Q7 ). (5.8)

Finding the optimal value K boils down to comparing the marginal cost p of routing a
customer to the offline queue and the marginal saving of waiting cost of the line queue,
which equals to H(Q{(_l) — H(Q{{) The marginal saving H(Q{(_l) - H(Q‘lK) includes
two parts: The waiting cost customer i}- would have incurred if he were not routed to the
offline queue and the negative externalities he imposes on others in the online queue. To
characterize the potential marginal saving, one needs to compute the (intermediate auxiliary)
queue length processes Q%, e Q{( . Surprisingly, we next provide an explicit construction
of the optimal greedy policy that only uses the initial online queue-length process Q?(t),
or equivalently, the total queue length for the system @Q(t). This crucially relieves us from
computing the (intermediate auxiliary) queue length processes Q%, e ,Q{( .

Given a callback policy, (and that the server gives strict priority to the online queue), the
evolution of the online queue Q1(t) is independent of the service discipline used to prioritize
customers within the online queue. Therefore, although first-come-first-served (FCFS) is the
natural service discipline, any other (work-conserving) service discipline will result in the
same evolution of the online queue length @Q1(¢), because the service times are associated
with the server not with the customers as discussed above. As observed by Hassin [57],
under the last-come-first-served (LCFS) service discipline, a customer joining the (online)

queue does not impose any externalities on others. Rather, the LCFS service discipline
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ensures that he internalizes all such externalities that would have been incurred under the
FCFS service discipline. Therefore, in what follows we study a virtual system that serves
the online queue in a LCFS fashion, which will clearly have the same performance as the
original system. Then for this system, we identify the optimal routing policy and argue that
the same routing policy is also optimal for the original system which serves the online queue
in a FCFS fashion. Thus, we next focus on this virtual system that uses LCFS to prioritize
the customers in the online queue and show that the externality is accounted in the waiting
time (under LCFS) of the customer i}- routed to the offline queue in the K th jteration.

As a preliminary to finding the optimal routing policy, we first characterize the waiting
times of the customers in the system where no one is routed to the offline queue. To this end,
recall that the time s; (for ¢ > 1), defined in Equation (5.6), denotes the next time (after
customer i joins the system) when the total number of customers in the system () falls
back to the level just before customer ¢’s arrival. Then the next lemma helps characterize

the waiting times of customers in the system with no callbacks.

Lemma 19. In the system with no callbacks, customer i completes his service at time s;

under the LCFS discipline. Thus, the waiting time of customer v, denoted by w;, is given by
w;=8; — T, it=1,...,n. (5.9)

This result has long been recognized in the queueing theory literature; see for example,
page 321 of Grass and Harris [51]. Recall that H(Q) denote the total area under ((¢) during

the busy period. It is easy to show that

n
H(QY) = > w.
1=1
which can be proved geometrically by exploiting the equivalence of tracing the area either
vertically or horizontally in calculating it. To this end, consider the k™ iteration of the

K-greedy policy (k < K) and the resulting online queue length process Q]f Let wzl-C denote

the waiting time of the customer i € IC, i.e. those customers who are still in the online

109



kth k‘th

queue after the iteration. Then the holding cost for the online queue Q]f after the

iteration is given as follows:
HQY) =Y wf fork=1,...n. (5.10)
iex¢
The following lemma is key to our results and shows that under the K-greedy policy, the
waiting times of the customers remaining in the online queue are the same as those in the

original system; see Appendix C.2.1 for its proof.
Lemma 20. Given K <n, we have that wf =w; fori € Ikc and k=0,1,..., K.

We conclude from Lemma 20 that choosing K* = |Z*|, where
IT*={i=1,2,...,n:w; > p/h}, (5.11)
the K*-greedy policy is optimal. To see this, note from Lemma 20 and Equation (5.10) that

H(Qlf): Z w; fork=1,... ,n.

. C
ZGIk

Substituting this into Equation (5.7) of Definition 7 gives that
i = ArgMax; 7o w;, E=1,..., K. (5.12)

Thus, the K-greedy policy chooses the customers with the largest K waiting times w; in the
original system to route to the offline queue. Given the formulation in Equation (5.8), i.e.
the penalty p for removing customer ¢ from the online queue and the holding cost savings of
hw;, the optimal policy should remove customer i as long as his waiting time w; exceeds p/h.
This leaves us with the ultimate conclusion that the customer in the set Z* should be sent
to the offline queue. A few important observations are in order. First, all that is relevant to

determine the set Z* is the set of waiting times {w; : ¢ = 1,...,n} which are determined by
W; = 8§ — T4, i:1,...,n,

as in Equations (5.6)-(5.9). Second, the calculation of w; depends only on the total queue
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length process {Q(t) : t > 0} (see Equation (5.6)), which is invariant to the routing, priority
and service discipline (within each queue) decisions. Third, what matters ultimately is that
the waiting times of customers who remain in the system are less than or equal to p/h.
These observations prove that not only the order of removal from the online queue does not
matter (in particular, the removal decision can be made upon a customer’s arrival) but also
the optimal set Z* of customers routed to the offline queue is precisely the same as the one
under the p/h-lookahead policy.

The last observation is that the evolution of the resulting online queue length process
@1(+) is invariant to the service discipline used to prioritize customers within the online
queue. To be specific, if we fix a routing policy Z, the evolution of the resulting online
queue length process Q1(-) (using LCFS) is identical to that of the original system, which
serves the customers within the online queue in a FCFS fashion, because the service times
are associated with the server not with the customers as discussed above. Thus, with a fixed
routing policy Z, the average cost (see Equation (5.5)) of the system that uses LCFS is the
same as the average cost of the original system. Since the p/h-lookahead policy minimizes
the average cost of the system that uses LCFS among the complete foresight policies, it also
minimizes the average cost of the original system. This completes the proof of Theorem 3.

The next section extends our model, allowing the customers to turn down the callback

offer.

5.4.2 The optimal policy when customers can reject the callback option

One important assumption made in the preceding analysis is that all customers accept the
callback offer. In practice, some customers may reject the callback option and prefer to wait
online. As such, this section relaxes the earlier assumption, allowing customers to reject the
callback offer. In this setting, we propose a suitably modified lookahead policy and prove its
pathwise optimality for a general set A C {1,2,...,n}.

To facilitate the policy description, recall that Q(t) denotes the total number of customers
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in the system (either in the online or offline queues) at time ¢. Also, let @,(t) denote the
number of customers in the online queue at time ¢ who have rejected the callback offer. Then

defining the random time

st =inf{t>7:Q1)=Q(ri—) —Qr(ri—)}, 1 =1,2,...,n, (5.13)
the following definition introduces the proposed policy.

Definition 8. The modified w-lookahead policy offers the callback option to customer v if

s; > Ti+w fori=1,2,...,n.

The modified w-lookahead policy reduces to the w-lookahead policy if no customer re-
jects the callback option, in which case @,(t) = 0 for all ¢ > 0. Another key property of
the modified w-lookahead policy is that it only uses the revealed preferences of customers
regarding the callback offers. Namely, it does not assume that we know the preferences of
those customers who are not offered the callback option. Neither does it require the knowl-
edge of future customers’ preferences. In other words, when a customer arrives, the call
center manager does not know if he belongs to set A or set R. She only finds out if she
offers the callback option, because customers in the set A would accept, whereas those in
set R would reject. Although the call center manager does not know customers’ preference
ex ante, she adjusts her callback decisions after observing rejections of the callback option
under the modified w-lookahead policy. To be specific, Equation (5.13) implies that the
call center manager is more likely to offer the callback option to incoming customers after
observing more rejections.

The following theorem establishes that the modified p/h-lookahead policy under rejection

is optimal. The rest of this subsection is dedicated to proving Theorem 4.

Theorem 4. The modified p/h-lookahead policy is optimal under possible rejections of the
callback offers.

To facilitate our analysis, we let @, (t) denote the number of customers in the online
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queue who did not receive the callback offer, i.e.

Qn(t) = Ql(t) - Qr(t)a t>0. (5-14)

In what follows, we consider two auxiliary systems and the optimal lookahead policies for
them. In both auxiliary systems, the online queue is split into two sub-queues: queue r and
queue n. In the first auxiliary system, the sets A and R are known and all customers in set
R are sent to queue r and they have the highest priority. In particular, they do not “see”
the rest of the system. Using this and focusing on the rest of the system, one can use the
earlier results to show the optimality of the modified lookahead policy, which also serves as
a lower bound for the original system because it assumes the sets A and R are observable.

The main difference between the two auxiliary systems is how they route the customers
in set R. Nonetheless, we show that in either system once the call center manager stops
offering the callback option, she never offers it again until the online queue becomes empty.
Using this, we show that in both systems the same customers join the online queue; and
the online and offline queues have identical sample paths (Lemma 26). Thus, they incur the
same cost.

The second auxiliary system serves as a bridge between the original system and the first
auxiliary system. The main difference between the original system and the second auxiliary
system is how customers in the online queue are prioritized. However, in both systems,
we show that when the system is empty, the call center manager either offers the callback
option to the next customer or not. In the latter case, no arriving customer receives the
callback offer until the online queue becomes empty again. In the former case, the call center
manager can continue to offer the callback option. However, once she stops, she does not
offer it to any future customers until the online queue becomes empty. Using this structure,
we show that both systems end up giving strict priority to the customers who rejected the
callback offer over others, which in turn, leads to identical sample paths for the queue length

processes (Lemma 25).
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Combining these observations, we conclude that the three lookahead policies (described
below) will result in identical sample paths for the online and offline queue length processes
in the three systems. Hence, they have the same cost, establishing the optimality of the
modified lookahead policy in the original system.

Next we describe the first auxiliary system in detail. We attach a ‘™’ (‘") to various
quantities of interest in the first (second) auxiliary system. Consider a system with three
queues: Queue 7, queue n and queue 2, where Q(t), Qn(t) and Qo(t) denote the numbers
of customers in each queue at time ¢, respectively. We assume that the sets A and R are
known to the call center manager ex ante in the first auxiliary system; and all customers
in set R are routed to queue r. In contrast, a customer in set A joins queue n if he does
not receive the callback offer, whereas he joins queue 2 (the offline queue) if he receives the
callback offer. (Recall that all customers in set A accept the callback offer). In the first
auxiliary system, the customers are served under a work-conserving static priority rule (with
preemption) where queue r has the highest priority, queue n has the second-highest priority
whereas queue 2 has the lowest priority. For notational convenience, we define Ql(t) as the
total number of customers in the online queue (consisting of queue r and queue a) and Qa(t)
as the total number of .A-customers (combining queue a and queue 2) in the system at time

t. That is,

Q1(t) = Qr(t) + Qn(t) and Qa(t) = Qn(t> +Q2(t), t > 0. (5.15)

Because both the original system and the first auxiliary system operate under work-

conserving policies, the total numbers of customers are the same in both system, i.e.

Q(t) = Qr(t) + Qa(t), t > 0. (5.16)

One critical observation is that the dynamics of queue r, i.e. {Q(t),t > 0} is independent
of the routing policy Z C A, because its arrival process {7; : i € R} is independent of the
routing policy and queue r enjoys the highest priority among all queues.

Next we define the first auxiliary w-lookahead policy and show that it is optimal for the
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first auxiliary system, i.e. it results in a set Z C A of customers to be routed to the offline
queue that minimizes the objective given in Equation (5.4). To facilitate that definition, we

first introduce the random time s; as follows:

$i =inf{t > 7; : Qa(t) = Qa(Ti_)}- (5.17)

Definition 9. The first auxiliary w-lookahead policy offers the callback option to customer
1ifie Aand 3; > 1; +w.

This policy can be viewed as applying the optimal lookahead policy (see Definition 6)
to the process {Qq(t) : t > 0} instead of the process {Q(t) : t > 0}. Combining this with
the fact that the queue r essentially does not “see” the rest of the system because it enjoys
the highest (preemptive) priority makes it more-or-less obvious that the first auxiliary p/h-
lookahead policy is optimal for the first auxiliary system as proved in the next lemma; see

Appendix C.2.2 for its proof.
Lemma 21. The first auziliary p/h-lookahead policy is optimal for the first auziliary system.

We also provide an additional characterization of the random time §; (for i € A) in the

next lemma; see also Appendix C.2.2 for its proof.

Lemma 22. The following holds:

§; = inf {t >7:Q() =Q(1;—) — QT(TZ'—)} for i€ A (5.18)

Combining Lemmas 21 and 22 with Definitions 8 and 9 shows that the modified p/h-
lookahead policy is optimal for the first auxiliary system.

Although the first auxiliary p/h-lookahead policy is optimal, it assumes that (and cru-
cially uses) the knowledge of the set A and R apriori. That is, the call center manager
knows who will accept and reject the callback option before offering it in the first auxiliary
system. Next, we consider the second auxiliary system which relaxes this assumption. To
be specific, the call center manager does not know the set A and R ex ante in the second

auxiliary system. As the reader will see below, the second auxiliary system (and its optimal
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policy) serve as a bridge between the original system (and its proposed policy) and the first
auxiliary system (and its optimal policy).

The second auxiliary system also has three queues: Queue r, queue n and queue 2 (the
offline queue), and the number of customers in them at time ¢ are denoted by Qr(-), Qn(-)
and Q2('), respectively. The system operates under a work-conserving static priority rule
(with preemption) where queue r has the highest priority, queue n has the second highest
priority and queue 2 (the offline queue) has the lowest priority. Moreover, customers within
queue r are served in a FCFS fashion, whereas customers within queue n are served in a
LCFS fashion.

As mentioned earlier, the second auxiliary system serves as a bridge between the original
system and the first auxiliary system. On the one hand, the key difference between the
first and the second auxiliary systems is how the customers in set R are routed. In the
second auxiliary system, they join queue 7 if and only if they are offered the callback option.
In particular, they join queue n if they are not offered the callback option. On the other
hand, the major difference between the second auxiliary system and the original system is
the service discipline used to prioritize customers within the online queue. In the second
auxiliary system, customers in queue r have (preemptive) priority over those in queue n,
whereas all customers in the online queue (which consists of queue n and queue ) are served
in FCFS fashion in the original system.

To facilitate the analysis of the second auxiliary system, we also refer to the combinations

of the queue r and queue n as the online queue, or queue 1. In particular, we have that

~ ~ ~

Q1(t) = Qr(t) + Qn(t), t > 0. (5.19)

To facilitate the description of the second auxiliary w-lookahead policy (for the second

auxiliary system), we define the random time §; as follows:

3, = inf {t > 70 Q) = Q(ri—) — QT(TZ-—)} Ci=1,2,....n. (5.20)

Definition 10. The second auxiliary w-lookahead policy offers the callback option to cus-
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tomer i if 3; > 1; + w.

Remark. If §; < 7; + w, then customer ¢ joins queue n. Otherwise, i.e. §; > 7; + w, the
callback option is offered. Then the customer rejects it and joins queue r if © € R, whereas
he accepts it and joins queue 2 (the offline queue) if i € A. ]

To repeat, letting 7 denote the set of customers who are offered the callback option, i.e.
IT={i=1,2,....,n:8 >w+T1} (5.21)

The customers who join the offline queue (queue 2) are given by 7N A. All customers in
INR joins queue r. Customer i ¢ 7 joins queue n. In particular, a customer ¢ € R may join
queue n (in contrast to the first auxiliary system) if he is not offered the callback option.

The rest of this section is dedicated to proving that all three policies result in the same set
of customers routed to the offline queue. Consequently, they all have the same cost. More-
over, because the first auxiliary p/h-lookahead policy minimizes the objective in Equation
(5.4), the modified p/h-lookahead policy is optimal.

As a preliminary, we first prove useful properties of the first and second auxiliary w-

lookahead policies in Lemmas 23 and 24; see Appendix C.2.2 for their proofs.

Lemma 23. Consider the first auziliary system under the first auziliary p/h-lookahead pol-
icy. If customer i € A is routed to the online queue, i.e. i & I, then any other customer
J € A arriving after him but before his departure, i.e. T; € (74,8;), 1s also routed to the
online queue, i.e. j & Z. Moreover, queue 1 is empty when customer i departs the system,
i.e. Qr(3;) =0.

Lemma 24. Consider the second auziliary system under the second auxiliary p/h-lookahead

policy. The following holds:

(i) If customer i is routed to the online queue, i.e. i & 7, then any customer j arriving

after him but before his departure, i.e. 7; € (7;,3;), is also routed to the online queue,

ie. &1
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(ii) If customer i is routed to the online queue, i.e. i & Z, then he leaves the system,

at time 8;. Moreover, queue r is empty at his departure time, 1i.e. QT(S’Z) = 0 and

~

Qn(gz) = Qn(1,—).

(111) If customer i is offered the callback option, i.e. i € f, then queue n is empty upon his

~

arrival, i.e. Qn(TZ’—) = Qn(7;) = 0.

Property (i) of Lemma 24 shows that if a customer is not offered the callback option,
the call center manager does not offer it to any other customer arriving after him until his
departureu. In addition, property (ii) of Lemma 24 implies that when this customer leaves
the system, queue r is empty and the number of customers in queue n (Qn) falls back to
the level just before his arrival. Lastly, property (iii) of Lemma 24 shows that if the system
offers the callback option, the queue n must be empty.

These three observations imply that the system alternates between the callback and no-
callback episodes. In a callback episode, the call center manager offers the callback option to
every arriving customer. In contrast, she does not offer the callback option to any arriving
customer during a no-callback episode. When the system is in a callback episode, queue n is
empty (i.e. Qn = 0) and all customers currently in the online queue are those who rejected
the callback option; see property (iii) of Lemma 24. Thus, we arrive at the following key
observation: If both queues n and r are non-empty (i.e. Qn > 0 and Qr > 0), then the
system is in the no-callback episode. Moreover, all customers in queue r currently must have
arrived during the callback episode prior to the current no-callback episode. In other words,
all customers in queue r have arrived before those in queue n. That is, the strict priority rule
is never really enforced to reverse what would have happened under FCFS service discipline.
Therefore, although the second auxiliary system gives priority to queue r over queue n,

the evolution of the queue length processes would have been the same if the online queue

12. In particular, when both queues r» and n are non-empty, the call center manager no longer offers the
callback option to any incoming customers. This main reason explaining this decision is that with future
information, the call center manager has already exercised preventive intervention by offering the callback
option to customers arriving earlier.
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(the combination of queues r and n) was served in a FCFS fashion (as done in the original
system). This is because customers in queue r arrived before customers in queue n due to
the aforementioned structure of the callback and no-callback episodes. This observation is
the main intuition behind the equivalence of the second auxiliary system and the original
system, in which the online queue is served in a FCFS fashion.

To elaborate further on the evolution of the second auxiliary system under the second
auxiliary lookahead policy, note that once the system is in the no-callback episode, it stays in
the no-callback episode until the online queue is empty. In particular, once the system is in
the no-callback episode, no arriving customer is offered the callback option until the online
queue is empty; see properties (i) and (ii) of Lemma 24. Moreover, once the online queue
is empty, the system can enter either a no-callback episode or a callback episode. In the
former case, the callback episode lasts until the online queue becomes empty. In the latter
case, either the callback episode lasts until the online queue is empty or it can be followed
by a no-callback episode, which lasts until the online queue becomes empty. To summarize,
there are three possible combinations of callback and no-callback episodes for a busy period
of the online queue: just one no-callback episode, just one callback episode, or a callback
episode followed by a no-callback episode.

The following lemma formally establishes the equivalence of the second auxiliary system

and the original system; see Appendix C.2.2 for its proof.

Lemma 25. The evolutions of the queue length processes in the original system and the

second auxiliary system are the same. That is,

Qr(t) = Qr(t), Qn(t) = Qn(t) and Qa(t) = Qa(t), t > 0. (5.22)

It is immediate from Lemma 25 and Definitions 8 and 10 that the second auxiliary p/h-
lookahead policy results in the same callback offers as using the modified p/h-lookahead

policy in the second auxiliary system.
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Next, we show that the same set of customers are routed to the offline queue in the two
auxiliary systems in the following lemma; see Appendix C.2.2 for its proof. Hence, the two
auxiliary systems incur the same cost. Consequently, it follows from Lemma 25 that the

original system has the same cost as well.

Lemma 26. The same set of customers are routed to the offline queue in the two auxiliary

systems, i.e. T=TNA=7InNA. Consequently, we have that

~

Q1(t) = Q1(t) and Qa(t) = Qa(t), t > 0.

Lemmas 25-26 show that fixing a lookahead window w > 0, the three lookahead policies
defined in this subsection results in identical sample paths for the online and offline queue
length processes. Also recall from Lemma 21 that the first auxiliary p/h-lookahead policy
minimizes the objective in Equation (5.4). Thus, so does the modified p/h-lookahead policy

in the original system, which completes the proof of Theorem 4.

5.5 The Line Policy: A Non-anticipating Policy Based on the

Insights from the Lookahead Policy

The key idea behind the lookahead policies is to compare the benefits and costs of routing
an arriving customer to either the offline queue or the online queue. Routing a customer to
the online queue results in an increase in the holding costs while avoiding the penalty p that
would have been incurred if he were routed to the offline queue. The crux of the analysis in
Section 5.4 is the characterization of the marginal increase in the holding cost by routing an
arriving customer to the online queue.

In this section, we consider the non-anticipating policies and focus attention on charac-
terizing the marginal increase in the holding cost by routing an arriving customer to the

online queue. In general, it is difficult to characterize the change of the average queue length
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(and thus the marginal cost) analytically!3. However, it is intuitive that the higher the
current queue length and the arrival rate, the more likely that the marginal cost of routing
an additional customer to the online queue will exceed the penalty p; and ultimately we
propose a policy that is monotone in the queue length and the arrival rate.

To derive an effective non-anticipating policy, first consider the lookahead policies studied
in Section 5.4 and the insights they offer. Recall that under the lookahead policies, the system
alternates between the callback and no-callback episodes. Moreover, once the system enters
a no-callback episode, it stays there until the online queue is empty. First, consider the
setting of Section 5.4.1 where all customers accept the callback offer. In this setting, any
time a callback offer is made the online queue is empty and the call center manager makes
the offer in anticipation of future congestion. To be specific, the call center manager checks
to see whether the time s; — 7; for the total number of customers in the system (both in
the online and offline queue) to fall back to the current level is longer than p/h. Intuitively,
the higher the current arrival rate, the longer it would take for the total queue length to
fall back to the current level. This motivates a threshold policy on the arrival rate in the
non-anticipating case. Although this is a valuable insight, it does not address the general
case. In particular, in the setting of Section 5.4.2, where customers can reject the callback
offer, the modified lookahead policy (see Definition 8 and Equation (5.13)) may offer the
callback option while having the customers in the online queue. In that case, the modified
lookahead policy looks at how long it would take the total backlog to drop below the current
level minus the current number of customers in the online queue14 to decide whether to offer
the callback option. The expected time to serve the current number of customers in the
online queue is Q1(t)/u. Moreover, the higher the current arrival rate, the longer it would

take to get back to the current level. Combining these two suggests a policy of the following

13. The difficulty comes from the negative externality imposed on others by each customer joining the
queue, which has been long recognized in the queueing literature; see for example Section 1.8.1 of Hassin
[58] for a more detailed discussion.

14. Recall that all such customers at the start of a callback episode would have rejected the callback offer
previously.
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form: Offer the callback option if

Q1(1)
w

+ AN > By, t >0,

where Ay, By > 0 are tuning parameters. The policy can equivalently be expressed as follows:

Offer the callback option if
Q1(t) + A2A(t) = By, t =0, (5.23)

where A, By > 0 are tuning parameters. Notice that if 1(¢) = 0, then this policy reduces
to a threshold policy on the arrival rate as discussed above.

Next, we derive the policy given in Equation (5.23) by interpreting the modified lookahead
policy directly in the context of a fluid model, where the arrival rate process, denoted by

A(+), follows a deterministic process given as follows:

N(t) = a(b— A(t)), t > 0. (5.24)

This differential equation ignores the volatility term in Equation (5.1). To be more specific,
we focus on the case A(0) = A > b, which is when the callback option is most useful®®.
Solving for A(+) yields:

At) = b (1 - e—“t) F e >0, (5.25)

Note that A(t) is a unbiased estimate of A(t), i.e. A(t) = E[X(¢)|A(0) = )]; and it decreases
to b monotonically.
In addition, we assume that the total number of customers in the system, denoted by q(-),

evolves deterministically. Its evolution is governed by the following differential equation: For

>0,

A(t) — p, if q(t) >0, (5.26)
0

; if q(t) =0,

with g(0) = go > 0.

15. Otherwise, i.e. A(0) = A < b < u, and as can be seen from Equation (5.25) that A(t) < b < p for all
t > 0 and the queue length steadily decreases.
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Given that the arrival rate is decreasing to b < p, we expect the queue length g(t) to
decrease eventually to zero. Letting Ty denote the first time the queue length becomes zero,
ie.

Ty =inf{t > 0: ¢(t) = 0},

we have the following characterization for the queue length process:

it = go+ (b—p)t+ 220 (1—e79) | ift < Ty, (5,27

0, if t > Tp.
Consider the original system under the modified lookahead policy. Recall that the system
alternative between the callback and no-callback episodes, and the once it enters a no-
callback episode it stays there until the online queue becomes empty. Thus, let us consider
the system in a callback episode and contemplate whether to offer the callback option to

the next arriving customer, say customer i. Also note that all customers in the online queue

currently are those who have previously rejected a callback offer, i.e.
Q1(ri—) = Qr(7i—). (5.28)
The modified lookahead policy offers the callback option if s} < 7; + p/h, where

s; =inf{t > 7;: Q(t) = Q(1;—) — Qr(1;—) }-

r
77

Setting tg = 7,— and t* = s!, and using Equation (5.28), we note that t* satisfies the

following in the fluid model:

q(t*) = q(to) — Q1 (to).
Then using Equation (5.27) gives the following:

alto) + (- (e — 1) + UL (1m0 = gag) - Qi o).

Simplifying this and assuming that a(t* — ty) is not small allow us to approximate t* as
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follows:

. Qi(to) + (A(tg) —b)/a
p—>b '

t* —ty

Thus, interpreting the modified lookahead policy in the context of the fluid model gives rise

to the policy that offer the callback option if

Q1(to) + (\(tp) —b)/a
w—>

> p/h, (5.29)

which can be expressed as in Equation (5.23).

Lastly, we consider an alternative approach to derive the same policy. This approach
is motivated by the recent work of Wang [110] that proposes studying a particular priority
rule to accurately characterize the congestion externalities imposed on others by a customer
admitted to the system. To build intuition, consider the following simple example, where
the arrival rate takes only two values, i.e. A(t) € {\r, Ag} with A\; < Ag. A question that
facilities our analysis is whether an arriving customer should be admitted when the arrival
rate is A or he should be routed to the offline queue. One can view this as a two-class
system, where class 1 customers arrive when the arrival rate is Ay and class 2 customers
arrive when the arrival rate is A\gy. We assume that the server gives class 1 priority (with
preemption). Let w;. denote the average time for class k (for k = 1, 2).

One important observation is that the average waiting time of the customers in class 1
is invariant to the routing decisions of the customers in class 2, because class 1 customers
enjoy strict priority (with preemption) over class 2 customers. Therefore, the marginal cost
of routing class 2 customers to the online queue is hwy. Consequently, class 2 customers
should be routed to the online queue if and only if wy < p/h.

Although one can compute w; and wy in this simple example (under additional assump-
tions), to the best of our knowledge such (closed-form) expressions are not available for
more general arrival models. Therefore, we explore this question further using a fluid model

advanced above.
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To be specific, we consider the question of whether to route the customers who arrive
when A(t) € (A — €, ) for € small. Recall that the key insight from preceding two class
example was to prioritize the admitted customers in a particular way to account for the
externalities'®. Therefore, to assess the marginal cost of routing them to the online queue,
we consider the preemptive strict priority service policy that gives them the lowest priority
as motivated by the two class example.

Thus, using the fluid model to approximate the evolution of the online queue, the marginal
cost of routing them to the online queue is ATy, and we should do so if ATy < p, where Ty
corresponds to the first time the online queue becomes empty. Assuming aT{) is not small,

we use Equation (5.27) to approximate Ty as follows:

L0+ A —b)a
p—>b

Ty

Thus, our proposed policy is offer the callback option at time ¢ if any only if

Ty ~ Ql(t) +Iu(/\_(tb) — b)/a > %7 (530>

which is of the same form as the policy proposed via Equation (5.29). Rearranging the terms,

Equation (5.23) can be expressed as follows:
Q1(t) + AA(t) = B,

where A =1/a and B =b/a + p(u — b)/h. Thus, we propose the following non-anticipating

policy formally, referred as the line policy.

Definition 11. (The line policy) The call center manager offers the callback option to a
customer arriving at time t if Q1(t) + c1A(t) > c9, where 1, cy are positive constants viewed

as tuning parameters.

Throughout the paper, we assume that the current arrival rate is observed whereas it can

16. Incidentally, the use of LCFS service discipline in the online queue of various parts of the proof in
Section 5.4 is due to the same intuition.

125



only be estimated from the observed customer arrivals. As a robustness check, we consider
the performance of the line policy where the current arrival rate is estimated by the average
number of arrivals over the past five minutes. As one would expect for large call volumes,
this lead to a close approximation of the original findings for the case of observable arrival
rate in a simulate study!? (available from the authors).

The next section provides a numerical study calibrated using data from a US Bank
call center, which shows that the line policy achieves excellent performance among non-

anticipating policies.

5.6 Simulation Study

This section uses a data set from a US bank call center to study the performance of the
call center under the lookahead and the line policies. In this study, we first assume that the
customers always take the callback option if they are offered one. We compare the various
performance metrics under the lookahead and line policies. We then study the system when
the customers are allowed to reject the offered callback option and choose to wait in the
online queue instead. Next, we assume that the customers waiting in the online queue may
abandon. We study the impact of the abandonments on the performance of the lookahead
and line policies.

We use the individual call level data of a US bank call center!'® to study the system with
the callback option. To be specific, we analyze the call arrival data of brokerage customers in
February 2003. We focus on those customers who arrive during the peak hours (9am-2pm)
in the weekdays and request the service from the agents. The summary statistics for this
portion of the data are given in Table 5.1.

We assume that the arrival process follows a Poisson process with its intensity following

a CIR process as described in Section 5.3. We use the Bayesian approach to estimate the

17. The maximum difference in performance was 0.3%.

18. This data set is publicly available at Service Enterprise Engineering (SEE) Center, Technion.
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# of observations 38,392
Average waiting time (sec) | 21.38
Average service time (sec) | 233.94

% of abandonments 2.77%

Table 5.1: The summary statistics of the data.

parameters that characterizing the arrival process via Markov Chain Monte Carlo (MCMC)
methodlg, i.e. the constants a, b and ¢ in Equation (5.1). To be specific, we assume that
the prior distribution of the parameters a, b and o follow a Gaussian, Gamma and inverse
Gamma distribution, respectively. We first draw the initial samples of the parameters from
the prior distributions. We then implement the Gibbs sampler to generate new samples
of the parameters until the sampled parameters converge. Lastly, we use the mean of the
sampled parameters as their estimates.

Next, we calibrate the number of agents to replicate the current performance of the call
center without the callback option. We simulate the system and vary the number of agents
using the arrival processes with the estimated parameters a, b and 020, the empirical service

time and abandonment time distributions?!.

We compare the simulated average waiting
time and fraction of abandoning customers with the data and pick the number of agents to
be 30.

First, we analyze the performance of the proposed policies in a baseline model which
assumes that the customers waiting in the online queue do not abandon. In addition, the
customers always take the callback option and join the offline queue if they are offered one.

Recall that Theorem 3 shows that the p/h-lookahead policy is optimal under these two

assumptions. We also propose a line policy that can be implemented easily when the future

19. Zhang [119] uses the same approach to estimate the parameters for a similar model.

20. We use the exact simulation method proposed in Giesecke et al. (2011) for a Poisson process with
stochastic intensity to simulate the arrival process.

21. To be specific, we use the Kaplan-Meier estimate to estimate the abandonment time distribution. As
observed in Brown et al. (2005), the Kaplan-Meier estimate may be biased under heavy center. Therefore,
we assume that the abandonment time follows the exponential distribution and follow Brown et al. (2005)
to use the first quartile of the Kaplan-Meier estimate of the cumulative distribution function to estimate the
hazard rate.
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information is not available in Section 5.5. We run a discrete event simulation to study the

performance of these two policies for various values of p/h (assuming h = 1). For a fixed

p/h value, we consider the p/h-lookahead policy (which is optimal). For the line policy, we

run a two-dimensional search to find the tuning parameters ¢; and co in Definition 11 that

minimizes the average cost. In addition, under Markovian assumptions, we formulate the

problem as a Markov Decision Problem (MDP) and solve it numerically to obtain the best

non-anticipating routing policy. This serves as a benchmark to analyze the performance

of the line policy among all non-anticipating policies. We summarize the key performance

metrics, e.g. the fraction of customers routed to the offline queue, average waiting times of

the online and offline queues, in Table 5.2. The average waiting time is 79.43 seconds in the

base case without offering the callback option.

Lookahead Policy (LH)

p/h (min) | % of offline cust. | Online wait. (sec) | Offline wait. (min) | Ave. Cost
0.5 20.09% 8.18 5.94 $6.33
1.0 12.65% 11.46 9.19 $ 10.79
1.5 9.31% 13.94 11.75 $13.95
2.0 7.20% 15.95 13.78 $ 16.21
3.0 5.08% 19.17 19.35 $ 19.94
4.0 3.88% 21.61 25.40 $ 22.59
5.0 3.05% 23.49 30.74 $ 24.38

MDP

p/h (min) | % of offline cust. | Online wait. (sec) | Offline wait. (min) | Ave. Cost | Change from LH
0.5 26.01% 11.17 4.59 $10.30 62.06%
1.0 13.61% 16.23 7.97 $ 15.46 43.24%
1.5 9.81% 18.93 10.52 $18.88 35.29%
2.0 6.68% 22.26 14.50 $ 21.51 32.72%
3.0 4.71% 25.32 21.18 $ 25.18 26.31%
4.0 3.75% 27.38 29.32 $ 27.84 23.27%
5.0 2.64% 30.10 33.31 $29.66 21.66%

Line Policy (LP)

p/h (min) | % of offline cust. | Online wait. (sec) | Offline wait. (min) | Ave. Cost | Change from MDP
0.5 25.82% 11.25 4.56 $10.31 0.05%
1.0 13.56% 16.28 7.98 $ 15.47 0.06%
1.5 9.77% 19.00 10.55 $18.91 0.16%
2.0 6.67% 22.33 14.54 $ 21.57 0.25%
3.0 4.22% 26.31 21.27 $ 25.33 0.58%
4.0 2.85% 29.66 29.37 $ 28.08 0.87 %
5.0 2.44% 31.02 33.38 $29.97 1.04%

Table 5.2: The fraction of customers sent to the offline queue, average waiting times of the
online and offline queues under LH, LP and MDP for various p/h values (assuming h = 1).
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Table 5.2 shows that the average waiting time of the online queue reduces significantly by
routing a small fraction of the customers to the offline queue under all three policies. In other
words, the callback option allows the call center manager to smooth the temporary arrival
surges effectively. In addition, the waiting times of the offline queue under all three policies
are reasonable by the industry standards; see the survey conducted by Software Advise?2.
This result is driven by the mean-reverting nature of the arrival process (and that the system
is stable) that causes the arrival surges at the mesoscopic scale. After the temporary surges
end which last from minutes to half-hour, the call center is able to use its excess capacity to
serve the offline customers.

Table 5.2 also compares the average cost of the system under all three policies. The
lookahead policy performs significantly better than the MDP solution for all p/h values
because it uses the future information effectively. The line policy achieves the near-optimal
performance among all non-anticipating policies for all p/h values.

In practice, it may be difficult to obtain the accurate estimate of the value of p/h.
As shown in Table 5.2, the performance of the online queue improves as we send more
customers to the offline queue (when the value of p/h decreases). Thus, choosing the p/h
value is equivalent to finding the tradeoff between the fraction of offline customers and the
performance of the online queue. Figure 5.4 provides three examples of such tradeoff curves.
To be specific, it shows the tradeoffs between the average, 80-percentile and 90-percentile of
the waiting time of the online queue under the three polices. The call center manager can
pick the point that matches the specific service quality requirement of the online queue and
find the fraction of customers that the call center needs to offer the callback option to. By
deciding the point on the tradeoff curves, the call center manager can determine the p/h
value and the parameters of the line policy.

Second, we study the performance of the lookahead policy and the line policy when the

customers are allowed to reject the offered callback option. We fix p/h = 3 minutes and vary

22. The results can be found at http://csi.softwareadvice.com/3-ways-to-offer-callback-0614/.

129



Ausrage online waiting time (s)

90-perosntils of onling waiting time (s)

0.05 01 015 0.2 005 01 015 0.2 0.05 01 015 0.2
fraction of offline customers fraction of offline customers fraction of offline customers

Figure 5.4: The trade-off curves of the fraction of customers sent to the offline queue and
online waiting time under various policies.

the acceptance rate ¢, i.e. the fraction of customers that may accept the callback option if
they are offered one, from 5% to 50%. In particular, we assume that if a customer accepts the
callback offer with probability ¢ if he is offered one in the simulation, though our model in
Section 5.4.2 is more general. Table 5.3 summarizes the fraction of customers routed to the
offline queue, average waiting times of the online and offline queues for various acceptance
rates.

When the acceptance rate is not too small (i.e. ¢ > 20%), the fraction of offline customers
and the average online waiting time under all policies are nearly the same as the ones of
the no rejection case (the first study). In other words, when the acceptance rate is not too
small, the system is insensitive to the acceptance rate. When the acceptance rate is very low
(i.e. ¢ <10%), the online waiting time increases significantly and the lookahead policy does
not work as well as it does in the high acceptance cases. The main reason is that with low
acceptance rate, the call center manager has to offer the callback option to many customers
and has less control on who ends up in the offline queue.

Next, we study the impact of the abandonments on the performance of these policies.
We consider three abandonment scenarios: High, medium and low abandonment scenarios.
We assume that the abandonment time distribution and the service capacity are unchanged.
The only difference of these three scenarios are the arrival processes. We use the data from

December 2002, January 2003, and February 2003 of the system to estimate the parameters
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Lookahead Policy
% of Accepting | % of offline cust. | Online wait. (s) | Offline wait. (min) | Ave. Cost

5% 1.47% 48.88 37.08 $43.12
10% 2.47% 35.53 31.16 $31.50
20% 3.64% 22.59 25.51 $24.09
30% 4.25% 22.72 23.19 $21.93
50% 4.78% 20.36 21.42 $20.57
100% 5.08% 19.17 19.35 $19.94

MDP
% of Accepting | % of offline cust. | Online wait. (s) | Offline wait. (min) | Ave. Cost

5% 1.03% 53.03 46.23 $46.62
10% 1.73% 40.38 39.98 $35.13
20% 2.54% 32.77 31.75 $28.92
30% 3.13% 30.05 26.73 $27.20
50% 3.65% 27.92 22.68 $25.96
100% 4.71% 25.32 21.18 $25.18

Line Policy
% of Accepting | % of offline cust. | Online wait. (s) | Offline wait. (min) | Ave. Cost

5% 0.88% 53.12 48.65 $46.66
10% 1.45% 40.64 41.80 $35.27
20% 2.16% 32.95 32.93 $29.03
30% 2.57% 30.28 28.43 $27.30
50% 3.06% 28.16 23.79 $26.10
100% 3.73% 26.31 21.27 $25.33

Table 5.3: The fraction of customers routed to the offline queue, average waiting times of
the online and offline queues under LH, LP and MDP for various rejection rates (assuming
p/h = 3 minutes).
a, b and o for the three scenarios?3. The system is operated under the lookahead policy or
the line policy calculated from the system with no abandonment. Table 5.4 summarizes the
simulated performance metrics of the system under the lookahead and line policies in the
low abandonment scenario.

Comparing the performance metrics shown in Tables 5.2 and 5.4, we conclude that the
performance metrics of the no-abandonment system are close to those of a system with low
abandonments for both the lookahead and line policies. Therefore, the lookahead and line

policies continue to do well when the abandonment rate is low. Moreover, they also lower

23. The arrival volumes of the brokerage customers decreased significantly from December 2002 to February
2003 while the service capacity did not change significantly. Thus, we use the data of these three months
to study systems with different abandonment scenarios. The arrival process and the service time in low
abandonment case are the same as the no-abandonment study. We simulate the abandonments on top of
the simulation of the baseline model. To study the medium and high abandonment scenarios, we conduct
the same calibration using the data from January 2003 and December 2002, respectively.
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Lookahead Policy (LH)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (min)

N/A 2.91% E 36.20 -
0.5 0.52% 20.08% 8.12 5.83
1.0 0.79% 12.66% 11.32 8.47
1.5 0.99% 9.31% 13.68 18.61
2.0 1.16% 7.24% 15.56 12.60
3.0 1.40% 5.06% 18.41 17.61
4.0 1.57% 3.86% 20.57 19.34
5.0 1.54% 3.08% 22.17 22.98

Line Policy (LP)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (min)

0.5 0.66% 25.55% 11.14 4.11
1.0 1.11% 13.16% 15.97 6.56
1.5 1.34% 9.34% 18.54 9.18
2.0 1.62% 6.07% 21.56 10.91
3.0 1.92% 3.59% 25.01 14.39
4.0 2.16% 2.25% 27.76 19.77
5.0 2.25% 1.82% 28.73 22.87

Table 5.4: The fraction of abandoning customers, the fraction of customers sent to the offline
queue, average waiting times of the online and offline queues under LH and LP for various
p/h values under the low abandonment scenario (assuming h = 1).

the abandonments.

A related question is that how well the line policy does if one quantifies the cost of
abandonments. Thus, we focus on minimizing the sum of holding cost, callback penalties and
the abandonment costs under the long-run average criterion. Assuming each abandonment
costs 500 (which is larger than the largest p/h value considered), we compare the cost of the
line policy and the solution to the MDP formulation with abandonments. The comparison

is summarized in Table 5.5, which shows that the line policy still achieves the near-optimal.

p/h (min) 0.5 1.0 15 2.0 3.0 4.0 5.0
Cost of MDP | $18.97 | $26.97 | $31.43 | $34.95 | $38.77 | $41.87 | $43.01

Cost of LP | $19.20 | $27.12 | $31.67 | $35.20 | $ 39.67 | $42.52 | $44.09
Relative Diff. | 1.19% | 0.57% | 0.76% | 0.71% | 0.23% | 0.15% | 0.25%

Table 5.5: The cost of MDP and LP for various p/h values (assuming that h = 1 and the
abandonment cost equals to 500).

Table 5.6 summarizes the performance metrics of the lookahead and line polices in the

medium abandonment scenario. It shows that the average online waiting time does not
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Lookahead Policy (LH)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (hrs)

N/A 7.24% E 88.42 -
0.5 0.47% 25.93% 7.79 2.09
1.0 0.72% 18.91% 11.48 2.04
1.5 0.92% 15.54% 13.44 2.04
2.0 1.08% 13.57% 15.59 2.01
3.0 1.33% 11.27% 18.76 2.04
4.0 1.56% 10.01% 21.42 2.09
5.0 1.70% 8.98% 23.47 2.10

Line Policy (LP)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (hrs)

0.5 0.63% 32.16% 11.55 2.50
1.0 0.95% 23.10% 15.58 3.21
1.5 1.27% 17.93% 19.29 3.74
2.0 1.79% 12.73% 25.57 4.30
3.0 2.31% 9.45% 31.95 6.08
4.0 2.79%% 7.37% 37.89 6.57
5.0 3.03% 6.59% 40.63 6.52

Table 5.6: The fraction of abandoning customers, the fraction of customers sent to the offline
queue, average waiting times of the online and offline queues under LH and LP for various
p/h values under the medium abandonment scenario (assuming h = 1).

change much from the no abandonment case. However, the fraction of customers routed to
the offline increases significantly because the callback option keeps many customers in the
system who would abandon in the system with no callback option. This leads to a significant
reduction in the fraction of abandoning customers under both policies. However, it also leads
to a significant increase in the waiting time of the offline queue.

Table 5.7 summarizes the performance metrics of the lookahead and line polices in the
high abandonment scenario. On the one hand, the simulation shows that the average waiting
time of the online queue under the high abandonment scenario does not change significantly
compared to the no abandonment case. On the other hand, the fraction of customers routed
to the offline queue increases significantly. Thus, the system is operated under the over-
loaded regime. In this scenario, although the callback option ensures excellent performance
of the online queue, some customers in the offline queue will never be served. Therefore,
unless the call center manager uses busy signals to divert some arriving customers or in-

creases the capacity to accommodate the increase in the system load due to the reduction in
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Lookahead Policy (LH)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (hrs)

N/A 19.07% E 24458 -
0.5 0.40% 33.20% 7.34 %0
1.0 0.61% 27.41% 10.28 00
1.5 0.75% 24.89% 12.46 00
2.0 0.88% 23.21% 14.25 00
3.0 1.08% 21.62% 16.93 00
4.0 1.21% 20.71% 18.94 00
5.0 1.33% 19.95% 20.63 00

Line Policy (LP)
p/h (min) | % of aban. | % of offline cust. | Online wait. (s) | Offline wait. (hrs)

0.5 0.59% 39.60% 11.95 00
1.0 0.73% 35.68% 14.21 00
1.5 1.10% 29.01% 19.33 00
2.0 1.86% 22.67% 30.21 00
3.0 2.54% 19.59% 39.75 00
4.0 3.24% 17.55% 49.57 00
5.0 3.59% 17.01% 54.72 00

Table 5.7: The fraction of abandoning customers, the fraction of customers sent to the offline
queue, average waiting times of the online and offline queues under LH and LP for various
p/h values under the high abandonment scenario (assuming h = 1).

abandonments, the callback option will not be effective when the abandonment rate is high.

5.7 Concluding Remarks

In this chapter, we study a call center in which its manager can offer the callback option
to incoming customers when the system is congested. We prove that a simple lookahead
policy is optimal in the complete foresight system. We then extend the model to the setting
where customers can choose to accept or reject the callback offer. We show that the modified
lookahead policy is optimal. Building on the intuition and analysis of the optimal policy in
the system with complete foresight, we propose the line policy, which achieves near optimal
performance among non-anticipating policies.

Given the mean-reverting nature of the arrival process, our simulation study shows that
offering callback option to incoming customers improves the performance of the online queue
significantly with a reasonable delay of the offline queue. Although our model does not

incorporate abandonments, the simulation study shows that the lookahead and line policies
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continue to do well provided the abandonment rate is low. However, when the abandonment
rate is high, the callback option is not effective, because the callback option lowers the

abandonment rate significantly, thereby increasing the system load.
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APPENDIX A

APPENDIX OF CHAPTERS 2-3

A.1 Proofs of Lemmas, Propositions, Corollary and Theorems in

Chapters 2-3

A.1.1 Proofs of Results in Section 2.3.2

Proof of Lemma ??. Substituting equation (2.5) into equation (2.9) yields the following:
Fork=1,...,K and w > 1,

qr(w) = P(ep(1) — €1(0) > —cp + a{Bp(w)ry + (1 — Bi(w)) Jp(w + 1)})

= Fyp (= + a{Bp(w)r, + (1 = B(w)) Jp(w +1)}).

[]

Proof of Proposition 1. Fixing k = 1,..., K and 3(-), define T}, g, : [°° — [°° as follows:

For w > 1,

(Th, g, © ) (w)
= e [max{er (1), —c; + aff(w)ry + (1 = B (w))z(w + 1)] +£(0)}] A)
= Ee,[—cp, + alBp(w)ry, + (1= Bp(w)z(w + 1)] = (e5(1) — e (O] + Eey [, (1)]

= Eey[—cy, + alBy(w)ry, + (1 = Bp(w))z(w + 1)] = (ex(1) — e (0)],

where [ is the space of bounded sequences of real numbers. The last equality follows from
Assumption 1 that Eg [e}(1)] = 0. Note that T}, g _is the right-hand side of equation (2.8).
Therefore, the expected discounted utility function Ji is the fixed point of operator Ty, 5, ,
ie. Jp="Tpp (Jp) for k=1,... K.

We use the Blackwell’s sufficient conditions for a contraction [Theorem 3.3, 105] to show
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that the operator Ty g, is a contraction!.

First, we check that if J]%(w) < Jz(w) (for w > 1), then T}, g, o J]% (w) < Ty g, © J]%(w)

for w > 1. The following holds: For w > 1,

(1= Br(w) T} (w + 1) < (1 = Br(w))JE(w + 1),

because 1 — S (w) > 0 and J]}/, (w+1) < J,%(w + 1). Since the inequality is preserved by the
max operator and the expectation, it follows that T}, g, o J]% (w) <Tj g, © Jg (w) for w > 1.
Then we show that T}, 5 o (Ji +e)(w) < Ty g, o Jp(w) + ae for e > 0 and w > 1. It

follows that

(T, © (Jg +€))(w)
= Ee, [max{ey (1), —cj, + alf(w)ry, + (1 = B (w))[Jp(w + 1) + €] 4+ £(0)}]
< Eey, [max{ey (1), —cj, + alf(w)ry + (1 = By(w)) Jp(w + 1)] + £5(0) + ce}]
< Eey, [max{ey, (1) + ae, —c, + oSy (w)rg + (1 = Bp(w)) Jp(w + 1)] + €4(0) + ae}]
= Ee;, [max{ey, (1), —c + a[B(w)ry + (1 = Bp(w)) Jp(w + 1)] + 24 (0)}] + e

=T, © Jr(w) + ae.

The first inequality holds because (1 — 5.(w))e < e. Hence, the two sufficient conditions
of Blackwell are satisfied, i.e. T}, 5 is a contraction mapping. It follows from Banach fixed
point theorem that there exists a unique fixed point of z = T} 3, © «; see Theorem 3.2 in
Stokey and Lucas [105]. Since the solution to equation (2.8) is equivalent to the fixed point

of J, = T} g, © J, the solution is unique.
U

Proof of Lemma 2. Fix k = 1,...,K and £ € [0,1]*°. Let V. = {v € I*® : v(w) €

1. Stokey and Lucas [105] state the result for subsets of R for some integer n. The result and proof can
be generalized to any subset of a Banach space, espectially (I°°,]] - ||c0)-
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[0,7], w > 1}. In addition, let T}, g, : I°° — I°° be the operator defined in equation (A.1).

For any J]g € V. and w > 1, the following holds:

(Th gy, © J)(w) = Eey, |max{er,(1), . + alBp(w)ry + (1 = B (w)JR (w + 1) + £1(0)}

< Ee, [max{e(1), —c, + ary, +£4(0)}] < 7.

The first inequality holds because J,g € V.. In particular, Jg(w + 1) < rg. The second
inequality follows from Assumption 2. In addition, it is immediate from (A.1) that (7}, B ©
J,g)(w) > 0 for w > 1. Therefore, Ty, 5, o J]g € Vj. Since T}, g, is a contraction mapping and

V. is closed, Jj = limy—00 Tl?ﬁk J,g € V.. In particular, Jj,(w) < rp for w > 1.

A.1.2  Proofs of results in Section 3.1.1

Proof of Proposition 2.

It follows from equation (3.2) that V() is a Markov process. Since we only consider the
underloaded case, i.e. a < b, there is a unique stationary distribution of V'(¢). Let v(w)
denote the stationary distribution of V'(¢), i.e. v(w) = limy_—y0o P(V (t) = w) for w > 1. The

flow balance equations of the Markov process described in (3.2) is given as follows:
S o v(0)aG (i) (1 — b)Yl 4 v(w + 1)(1 — aG(w + 1)), w>1,

v(w) = ) } B (A.2)
v(0)(1 — aG(0)) + abG(0)) + v(1)(1 — aG(1)), w =0,

where G(w) = 1 — G(w) for w > 1. We simplify these equations by defining r(w) =
v(w)(1 —b)~". By substituting the definition of v(w) into (A.2) for w = 0 and rearranging
the terms, we have that

(1 —aG(1))r(1) —aG(0)r(0) = 0. (A.3)
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By substituting r(w) into (A.2), we obtain the following: For w > 1,

w

r(w)=(1-0b)"" Z(l — b)Yr()abG(E) + (1 = ) r(w + 1)(1 — aG(w + 1))

1=0

ir abG (i) + (1 = b)r(w + 1)(1 — aG(w + 1))
1=0

Rearranging the terms for w = 1, we obtain that
(1=0)[(1 —aG(2))r(2) —r(1)] = b[(1 — aG(1))r(1) — aG(0)r(0)] = 0, (A.4)

where the last equality follows from (A.3). Subtracting r(w) from r(w + 1), we obtain that

forw > 1,

r(w+1) —r(w) =(1 = b)(1 — aG(w + 2))h(w +2) + r(w + 1)abG(w + 1)
—(1-0)(1—aG(w+1))r(w+1)

=(1-=0b)(1 —aG(w+2))r(w+2) — (1 —b—aG(w+1))r(w + 1).

Rearranging the terms, we have that for w > 1,
(1=b)(1—aG(w+2))r(w+2) —r(w+1) = [(1 — aG(w + 1))r(w + 1) — r(w)].
By substituting (A.4) into this equation recursively, we have that
(1 —aG(w+ 1)r(w+1) =r(w), w > 1.

This gives that
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By substituting v(w) = (1 — b)"“r(w) into this equation, we obtain the following:

v(w) =v(1) H %,w > 2.

1=2
Let f(w) denote the probability of entering service in next period (in steady state) after

waiting for w periods. Thus f(w) is given as follows: For w > 1,

B(w) = lim P(V(t) = w|V(t) > w)

t—00
v(w)

> v(w)
t=w

o) [T =)@ - aG(i)) !

1=2
- ¢
(1) Y 110 =01 - aGl(i)) ™!
t:woz:Q t .
=1+ > ] -0 -aG@)
t=w+1i=w+1

A.1.3 Proofs of results in Section 3.2

Proof of Lemma 1. For a given g € [0, 1], let B = ®(I'(B)). Note that the mapping
®(I'(+)) is characterized by equations (2.8), (2.10), (3.1) and (3.3).
Note from (3.1) that G(w) > 0 for all w > 1. Thus, it follows from equation (3.3) that
for w > 1,
~ m .
Blw) <(1+Y (1-b") =0
1=1

This gives the upper-bound of equation (3.5). In addition, it also follows from equation (3.3)
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that for w > 1,

. 1—b
flw) =1+ Z H 1—aG(i+1)

t=w+1i=w+1
1-b i\

> |1

_< +Z(1—aGw—l—1))) (A.5)

B 1-0

T 1—aGw+1)

_b—aG(w+1)

T 1—aGw+1)
The inequality follows from the fact that G/(w) is non-increasing, i.e. G(i) < G(w + 1) for
all i > w + 1; see (3.1) for its definition. It follows from Corollary 2 that ¢i(w) > g > 0 for

all w > 1. Thus, it follows from equation (3.1) that

w

Gw)=]]1-4¢@)<1-9" w=1.

i=1 -
Substituting this inequality into equation (A.5), we have that for w > 1,

3 1-b b—a(l—q)wtl

q
Blw) 21 - 1—a(l-— g)w‘H T 1- a(l — g)w‘H'

This shows the lower-bound of 3(w) provided in equation (3.5). We end the proof by

showing that 5(w) is non-decreasing in w. Rearranging the terms in equation (3.4), we have

the following: For w > 1,

B(w1+ ) (B(lw) - 1) (1+ b‘®f£u;+ 1))
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Substituting this equation into the following, we obtain that for w > 1,

IS T A b—aGw+1)\ 1
e ww - Gw ) () e
1 b—aGw+1) 1-aG(w+1)

" Bw)  1-b 1—b
- 1—aGw+1)b—aGw+1) 1-aGw+1) 0
“b—aGw+1) 1—b 1—b -

The last inequality follows from (A.5). Thus, we have that f(w) < f(w + 1) for all w > 1,

i.e. B(w) is non-decreasing in w.
[l

Proof of Lemma 2. We first show that B is a compact set. Define a sequence x,, as

follows:
b—a(l— )erl

q
Ty =b— = , w > 1.
v 1—a(1—g)w+1 -

Thus, it is equivalent to write B as
B={pe€l>®:b—zy < p(w) <bw>1}.

Note that z,y — 0 as w — oo. Thus, for any € > 0, there exits n such that x,, < € for w > n.

Define a set B,, as follows:
By ={BeR":b—zy < B(w) <bw=1,...,n}.

Since By, is a compact set in R™, it is totally bounded, i.e. it has a finite cover of open balls
of radius €. In other words, there exist [ and vq,...,v; € R"™ such that B, C ngan(VZ’, €)
where By, (v, €) is the open ball in R" centered at v; and with radius e. Let w; = (14,0, ...),
i =1,...,0. It is immediate that B is covered by B(w;,€), i = 1,...,l, where B(w;,¢€)

is the open ball in [°° that centers at w; and has a radius €. Since € is arbitrary, B is
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totally bounded. Since [*° is a complete metric space, the totally bounded subset B of {*°
is compact; see Theorem 3.28 in Aliprantis and Border [5].

Next we show that ®(I'(+)) is continuous. Note that ®(I'(-)) is characterized by equations
(2.8), (2.10), (3.1) and (3.3). Let Sy, 8 € B be sequences such that 5, — £ (under the sup
norm). Let Jp, ¢n, G and B, and J, ¢, G and 3 be the left-hand sides of equations (2.8),
(2.10), (3.1) and (3.3) by substituting S, and g into ®(I'(-)), respectively. Thus, we have
that 3, = ®(I'(3,)) and 5 = ®(I'(B)). We need to show that 5, — 3 under the sup-norm.

It follows from £, — [ that for any € > 0, there exists ny such that |5, (w) — f(w)| < €

for all n > ny and w > 1. It follows from (2.8) that for all w > 1 and n > nq,

| Jn(w) = J(w)]
=|Ee [max{e(1), —c + a[fn(w)r + (1 = Bn(w))Jn(w + 1)] + (0)}]

— Ee [max{e(1), —c + a[B(w)r + (1 — B(w))J(w + 1)] + £(0)}] |
=|Ee [—¢ + a[Bn(w)r + (1 — Ba(w))Jn(w + 1)] +£(0) — e(1)]

— Ee [—¢ + a[Bp(w)r + (1 = B(w))J (w + 1)] +£(0) — e(1)]" |
<|Ee [a[Bp(w)r + (1 = Bp(w)) Jn(w + 1)] — a[f(w)r + (1 — B(w))J (w + 1)]]|
=al(r — Jo(w + 1)(Bn(w) — B(w)) = (1 = B(w))(Jn(w + 1) = J(w + 1))
<ar|Bp(w) = B(w)| + alJn(w + 1) = J(w + 1)

<are+ al|Jp(w+1) — J(w+ 1)|.

The equality in the third line follows from the fact that E[e(1)] = 0. The inequality in the
fourth line follows from |acfL — x; | <|z1— xa] for all 21,29 € R. It follows from Corollary 2
that Jp(w), J(w) € [0,r] for all w > 1. Thus |Jp(w+1) — J(w+1)| is bounded for all w > 1.

Thus, by applying this inequality recursively, we obtain that for all w > 1 and n > nq,

are

(A.6)

o
_ < L — .
| Jn(w) — J(w)] _omsiz%oz T
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Let Co = supye[_¢y) f(x). It follows from Assumption 1 that f(-) is continuous. Thus,

Cpy < 0. Since F'(z) = —f(x), it holds that for any z1,z9 € [~c, 7],
|F(z1) = F(x2)| < Colay — 2. (A7)
Since Jp(w) <7 and J(w) < r for all w > 1, we have that (for w > 1,)

—c< —c+a(fp(w)r+ (1 - Fn(w))Jn(w+1)) < —c+ar <,

—c< —c+af(w)r+(1-pw))J(w+1) <—c+ar<r.
Thus, it follows from (2.10) and (A.6) that for all n > ny and w > 1,

|gn(w) — q(w)] <Cola[Bn(w)r + (1 = Bp(w))Jn(w + 1)] = a[f(w) + (1 = B(w))J (w + 1)]|
=Coa|(r — Jn(w + 1) (Bn(w) = B(w)) = (1 = B(w))(Jn(w + 1) = J(w + 1))]

<Coar|fn(w) = f(w)] + calJn(w + 1) = J(w + 1)]

are
<Cpare + ca
l—«
Coare
11—«

where C1 = Cpar/(1—a). The first inequality follows from (A.7) and the second one follows
from Jp(w+ 1) € [0,7] and B(w) € [0,1]. The last inequality follows from the assumption
that |Bp(w) — B(w)| < € for n > ny and (A.6). Substituting this inequality into (3.1), we

have that for all n > ny and w > 1,

|Gr(w+1) = G(w+1)| =|Gn(w + 1) — G(w + 1)
=|Gn(w)(1 = gn(w +1)) = G(w)(1 = g(w + 1)
<Gn(w)lgn(w +1) = q(w + 1)[ + (1 — g(w + 1))|Gn(w) — G(w)|
<(1=)"Cre+ (1= )|Gn(w) - G(w)],

(A.8)
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where the last inequality follows from Corollary 2 and equation (3.1) that

1—qw+1)]<1—¢ 0<Gp(w) < (1—¢)" and 0<G(w) < (1—¢), w>1. (A9)

Applying (A.8) recursively, we obtain that: For all w > 1 and n > nq,

w—1
|Gn(w) = G(w)] <Y (1= ¢q)'Cre+ (1 - g)" 1Gn(1) — G(1)]
i=1
<D (1—-g)'Cre+ (1= 9" Han(1) — q(1)]
=1
Cie B 1 .
S?—i-cle— (1+ )Ol

By letting Cy = (1 + 1/q)C1, we that [Gp(w) — G(w)| < Ce for all w > 1 and n > nq. It

follows from (3.4) that for w > 1 and n > nyq,

|6~n(w) - B(w”
- - 1 1
_6n<w)6(w> Bn(w) - B(w)‘
2 1—b - 1-b

(1 —aGn(w+1)Bu(w+1) (1 —aG(w+1))B(w + 1)

21 — /L= aCnlw + D)(Bn(w +1) = fw + 1)) + af(w + D(Cn(w +1) = Glw+ 1))
(1 —aGp(w +1))Bp(w +1)(1 — aG(w + 1)) B(w + 1)
<1 - b) (1 —aGp(w+1)|Bp(w +1) = B(w + 1)| + af(w + 1)|Gp(w + 1) — Glw + 1)

(1 —aGp(w + 1))Bn(w +1)(1 — aG(w + 1))B(w +1)

:%#u—mmmw+u—m?+m|+ awu—m@@w+n—@m+n|
Br(w+ 1)1 —aGw+1))Bw+1) (1 —aGp(w+1))p(w+1)(1 —aG(w+ 1))’
(A.10)
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where the first inequality follows from Lemma 1 that 3, (w) < b, f(w) < b and (3.4). Note
that (b —a(1—¢)")/(1 —a(l —¢)") — bas w — oo. In addition, (1 —¢)* — 0 as w — oo.

Thus, there exits wy such that for w > wyq,

w~ 2
(u) (= a(l = (1- g™ > *VIH,

1—a(l-— g)w
b—a(l—q)"
— = (1-a(l—(1—-¢)")?>0/1—0.
1_a(1_g)w( a( ( Q) ) =
Substituting these two inequalities into (3.5) and (A.9), we have that for w > wy and n > ny,
Bn(w+1)(1 — aG(w +1))Bn(w + 1) > b1 — b,
(1 — aGp(w+1))Bn(w +1)(1 — aG(w + 1)) > bV/1 —b.
Substituting these two inequalities into (A.10) yields that for w > wy and n > ny
|Bn(w) = Bw)] <V =blBn(w+1) = Bw +1)| + abv'1 = b|Gp(w + 1) — G(w + 1))
<V1=b|Bp(w+ 1) — B(w + 1)| 4+ abv/1 — bCqe.

Applying this inequality recursively, we have that for all w > wy and n > nq,

3 ; . i-1  aby/T = bCye
Bn(w) — Blw)| < abvT—BCee 3 (VIp) = VI
2 ;< > 1—-vi-p °

where C3 = aby/1 — bCo/(1 — /1 — b). It follows from (A.10) that for w < wy,

B (w) = B(w))]
OO ) = Fw+ )| a1 -b)|Ga(w+1) — Glw + 1)
" Op(w+1)(1—aG(w+1)f(w+1) (1 —-aGp(w+1))Bp(w+1)(1 —aG(w+ 1))
<b2(1 —b)|Bn(w+1) = Bw+ 1) ab?(1 —b)Cae
- (b—a)2(l —a) (1—a)2(b—a)

(A.12)
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The last inequality follows from Gp(w + 1) <1 and G(w + 1) < 1 and from Lemma 1 that

5 b—a(l—q)" .

By applying (A.12) recursively, we have that for all w < wq and n > ny

~ ~ 2 —_ wl—w ~ ~
uw) = Bl < (G2 s) ) = )
ab?(1—b0)Coe " R2a—p
Tah-a = ((b—a>2<1—a>> s
p2(1—0b) Y '
<(oemiza) o
ab?(1—b0)Coe " - .
T w (Fapisa) <o
where
- R(1—b) \" a?(1—b)0y " a—n
Cl‘lgiblé)wl((b—a)?(l—a)) Gt - -a ; (@_a)?(l_a)) |

Note that wq is independent of €. Thus, the constant ¢y is independent of € as well. Com-

bining equations (A.11) and (A.13), we have that

1Bn(w) — B(w)| < cge, w>1 and n > ny,

where cg = max{C3,c1}. By letting € — 0, we have that B(w) — 3 uniformly. This gives

the continuity of ®(I'(+)).
[l

Proof of Corollary 4. Since 5* is the solution to the fixed point problem * = ®(I'(5*)),
it is immediate from Lemma 1 that §*(w) is increasing in w and satisfies inequality (3.5) for
all w > 1. Note that the left-hand side of equation (3.5) converges to b as w goes to infinity.
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Therefore, limy,—yo0 55 (w) = b.
]

Proof of Lemma 3. Let e* = (5%, ¢") be an equilibrium. Let J* be the expected utility
associated with ¢*. It follows from Proposition 1 that J* = T J *, where T« is given by
(A1), Let V={J €l°°: J(wy) < J(wg) <11 <wy <wy}. We first show that for any

Jo €V, J=Tg JV € V. 1t follows from (A.1) that for w > 1,

J(w) = Bz max{e(1), —¢ + a[B*(w)r + (1 — B*(w)) ] (w +1)] + £(0)}
< Ee max{e(1), —c + o[f*(w + 1)r + (1 — 8 (w + 1)) J(w + 1)] + £(0)}
(A.14)
< Ee max{e(1), —c + a[f*(w + 1)r + (1 — 8*(w + 1))J(w + 2)] + £(0)}

=J(w+1).

The first inequality follows from Corollary 4 and the assumption that Jy € V. In particular,
B*(w) < f*(w+ 1) and Jy(w + 1) < r. The second inequality follows from the assumption

that J9(w + 1) < J%w + 2). In addition, the following holds: For w > 1,

J(w) = Be max{e(1), —c + a[B*(w)r + (1 = B*(w))J (w + 1)] + £(0)}
(A.15)

< Ee max{e(1), —c + ar +£(0)} <,

where the first inequality follows from Jy(w 4 1) < r and the second inequality follows from
Assumption 2. Therefore, it follows from (A.14)-(A.15) that J € V. We have shown in the
proof of Proposition 1 that 7" is a contraction mapping. Since V is a closed set, we have that
J* = limp—s0o T%.J0 € V. In particular, J* (w) is increasing in w and bounded above by 7.

In addition, it follows from (2.10) that for w > 1,

¢ (w) =F(=c+a[*(w)r + (1 = % (w))J* (w + 1)])

>F(—c+a[f"(w+1)r+ (1= B (w+1))J"(w+2)])

=¢"(w+1).
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The inequality follows from Corollary 4 that *(w) < 8*(w+ 1) and the monotonicity of J*,

Le. J*(w+1) < J*(w+2) <r. Thus, ¢*(w) is decreasing in w.
0

Proof of Corollary 5. It follows from Lemma 3 and Corollary 2 that J*(w) is increasing
in w and bounded above by r. Thus, there exists J,, < r such that limy_co J*(w) = JL.

Note that the right-hand side of (3.7) equals to (b, ) where (-) is defined in (A.55). It
follows from Lemma 35 that the fixed point of (3.7) is unique. Let Jx = j(b) be the fixed
point of (3.7) where j(-) is given in Lemma 35.

Next, we show that J,, = Js. We first show that J,, < Jso. Let S1(w) = b and
J1(w) = Joo for all w > 1. It is immediate that Jy is a fixed point of J = T} J where the
operator T, is given by (A.1). As we have shown in the proof of Proposition 1 that T B
is a contraction mapping, this fixed point is unique. Substituting the inequalities 5*(w) <

p1(w) = b and J*(w) < rinto (A.1), we have that
JH(w) = Tg«J* (w) < T, JJ*(w), w > 1,

Substituting this inequality recursively into (A.1), we have that J*(w) < Tgl J*(w) for all
n,w. Thus, the following holds:

J*(w) < lim T3, J*(w) = J1(w) = Jo, w > 1. (A.16)

n—oo

Letting w go to infinity, we have that J., = limy—e0 J*(w) < Joo.

Next we show that J., > Joo. It follows from Corollary 4 that 8*(w) — b. Thus, fixing
€ > 0, there exists wq such that f*(w) > b — € for all w > wy. Let fo(w) = f*(w + wq) and
P3(w) = b — e for w > 1. In addition, let Jo(w) = J*(w + wy) and Jg(w) = j(b — €), where
j(-) is given in Lemma 35. It is immediate that J; is the unique fixed point of J = Tj, J,

i = 2,3. Since fo(w) > Pg(w) for all w > 1, we can repeat the proof of (C.22) and show
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that Jo(w) > J3(w) = j(b — ¢€) for all w > 1. Letting w go to infinity, we obtain that

Jo = lim J*(w) = lim Jo(w) > j(b—e).

w—00 wW—00

By letting € — 0, it follows from the contintuity of j() (cf. Lemma 36) that J., > j(b) = Joo.
Thus, we conclude that limy_eo J*(w) = J. = Joo.

It follows from Lemma 3 and Corollary 2 that ¢*(w) is decreasing in w and bounded
above from ¢. Thus, there exists a constant g such that limy,— 0 ¢*(w) = ¢oo. In addition,
it follows from (2.10) that

doo = Tim_g"(w) = lim_F(—c+al8*(w)r + (1~ 5*(w))J*(w+ 1))

w—00

=F(—c+ a(br + (1 —b)Jx)).

The last inequality follows from the continuity of F'(-) and that 8*(w) — b and J*(w) — Joo

as w — oQ.

A.1.4 Proofs of the proposition and the lemma in Section 3.3

Proof of Lemma 8. Fixing N and comparing (3.30)-(3.33) and (A.30)-(A.32), we have
that

(en(w), Gy(w)) = h(eny(w+1),Gy(w+ 1)), w < N. (A.17)

Note that the truncation in (A.32) is immaterial in this case because G (w) < 1 for w > 1.
Fixing w = N and substituting 2(N) = (By(N),qn(N),Gyn(N)) into equation (A.43),
we have that the resulting z(1) = (Bn(1),qn(1), Gy (1)) satisfies (A.44). In particular,

Gn(1) =1—gn(1). Thus, it follows from the definition of function fy(-) that

Gn(w) = fulen(w)),w = N. (A.18)
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In particular, G (N) = fy(en(N)). In other words, the value of G (N) is uniquely
determined. Since the truncated equilibrium is fully characterized by G n(N), we conclude

that the truncated equilibrium is unique.

]

Proof of Proposition 5. To facilitate the analysis to follows, we define a function h =

(h1, ho) as follows: For w > 1 and (8,¢) € Z1(w) x Z9(w) C (0,b] X [goo, 1),

hi(B,q:w) = h(B,q, fuw(B,q)), i=1,2,

where the functions A(-) and fi,(-) are defined in (A.30)-(A.32) and (A.42)-(A.44) and

Z1(w) x Zo(w) is given in (A.61). Define a matrix Dh(B1,q1, B2, q2;w) as follows: For

w>1and (B1,q1), (B2, q2) € Z1(w) x Zo(w),

. Dh11(B1,q1;w) Dhi2(B1,q1;w)
Dh(B1,q1, B2, q2; w) = :

Dha1(B2,q2;w)  Dhos(fB2, q2;w)
where

Dhy1(B, ;w) = o 5o L
Divia(B. g 0) — ahl(ﬁ,cgzj;w(ﬁ,q» N 8h1(5,(§zj;w(ﬁ,q)) afwégqﬁ,q)’
Dhoy(8,¢:w) = 8h2<6,cgiw<ﬁ,q>> N 9h2(6,cgzéw(ﬁ,q)) 3fwa(§,q)7
Dhas(B, q;w) = 8"2(5722?(6,(1)) N 8h2<6,%,zj;w<ﬁ,q>> afwgqﬁ,q)
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It is immediate that Dﬁ(ﬁ, q, 8, q; w) is the Jacobian matrix of iz(ﬂ, q). In addition, define a

constant matrix Dh as follows:

Oh1(20) Oh1(z0)

Dil() _ 821 622 — L=0 ’ )
Oha(z0) Oha(20) — F(F Ygoo))alr — Joo)(1 = b) a(l = goo)(1 —b)
0z1 0z9

where 29 = (5, ¢0,0). It is immediate that the eigenvalues of Dhgy are 1 — b and a(1 —

do)(1 —b). Thus, there exists a invertible matrix S such that the following holds:

1-0 0

0 a(l = goo)(1 =)

= S(Dilo)s_l.

Define a vector norm|| - ||g and a matrix norm ||| - |||g as follows: For 2 € R? and M € My,
-1
lz]ls = [[Sz[[oc and [|[M]||s = [[[SMS™|[|cc-
It is immediate that ||[Dhgl||g = 1 — b. Define a sequnce a,, as follows:

aw = sup {|[|DA(B1, a1, By g w0)[ s (B ) (B, a2) € Z1(w) x Za(w) |, w = 1. (A.19)

We then show that ay — |||Dhol||lg =1 — b as w — co. It follows from Lemma 32 that

sup {|fw(8,9)| : (5,9) € Z1(w) x Zo(w) C (0,8] X [goo, 1)} = 0 as w — .

It follows from Lemma 37 and equation (A.61) that

sup {18 — bl + g — ool : (8.9) € Z1(w) x Za(w)} 0 as w — oo,
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Thus, it follows from the continuity of the partial derivatives of h(-) (see (A.33)-(A.41)) that
fori=1,2,

82]- 8,2]

SUD(8,9)€ 21 (w) x Z(w)

In addition, it follows from Lemma 40 that as w — oo,

afw 67

8 w B)
0B ’%0 and . SUP(5,g) 2, (w) x 25 (w) ful

SUD(8,g)€ 24 () x Za(w) ‘ — 0. (A.21)

Substituting (A.20)-(A.21) into Dh(-), we have that
SUD(8, 1), (Ba,q2) € Z1 (w) X Za(w) )Dﬁ(ﬁl,%ﬂqu;w) - Dilo‘ — 0 as w — oo,

By the continuity of the norm ||| - ||| g, we have that

lim ay = lim sup {|[[Dh(51,q1, B2, g2;w)ll] 5 = (B1: 41), (B2, g2) € Z1(w) X Za(w)}

w—00

=[[|Dhollls =1 0.

Thus, there exists wy > 1 such that
w<1—-0/2<1 w>uw. (A.22)

Next we show that eV — ¢* uniformly. Define the difference of the truncated equilibrium

and the equilibrium as follows:

5 (w) = By (w) = B*(w) and 8 (w) = an(w) = ¢*(w), N,w= 1.
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To show that eV — ¢* uniformly, we need to show that

sup (%V(w) — 0 and sup 54\7(10) —0 as N — o0.
w>1 w>1

It is equivalent to show that
sup ||6N (w)]|g = 0 as N — oo, (A.23)
w>1

where 0V (w) = [%V(w), 5(]]V(w)]T for all N,w > 1. The rest of this proof shows that (A.23)

holds. It follows from Corollaries 4-5 that 5*(w) — b and ¢*(w) — goo as w — oo. Note
that Sy (w) = b and ¢y (w) = g0 for w > N. Thus, for any € > 0, there exists N7 > wy
such that

16N ()| < e, w> N > Ny. (A.24)
It follows from (A.17)-(A.18), Lemmas 41 and Corollary 13 that for N > w > 1,
Thus, it follows from the mean vale theorem that for N > w > 1,

0N (w) =h(By(w + 1), gy (w+ 1)) = h(By (w + 1), gy (w + 1))

=Dh(w + 1; B (w + 1), ¢ (w + 1), B3 (w + 1), ¢ (w + 1)) (w + 1),

(A.25)

where

B (w+1), ¢ (w+1))

=¢;" (w+ 1)(By (w + 1), gy (w + 1)) + (1 = ¢ (w + 1) (5 (w + 1), ¢"(w + 1))
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for some cZN(w +1) € (0,1), i =1,2. Note that

(BN(N), gn(N)) = (b, goo) € Z1(N) x Z2(N).

In addition, it follows from Lemma 42 that (8*(N),¢*(N)) € Z1(N) x Z5(N). It follows

from Lemma 38 and the convexity of Z1(w) x Zo(w) that
BN w+1),¢" (w+1)) € Zy(w+1) x Zy(w+1), w=1,...,N—1, and i=1,2.
Thus, it follows from (A.19) that forw=1,...,N — 1,
IIDR(BE (w+ 1), a1 (w + 1), 63 (w+ 1), 43 (w + Dyw+ Dlls < aw1.

By taking the norm of the both sides of (A.25), we obtain that for w =1,..., N — 1.

16% (w)lls <NIDAw + 15 81 (w + 1), 41" (w + 1), 83 (w + 1), 43" (w + 1))[[s][8" (w + 1|

<ay11]|6™ (w + 1)

(A.26)
Substituting (A.22) and (A.24) into (A.26) yields that for N > Ny and w = wq,..., N,

N—w
15 wlls < (1-30) 1%+ Dlls << (1-30) 0¥ Wlls < (420

In addition, it follows from (A.26) that for N > Ny and w =1,...,w; — 1,

w1
1N w)lls < | T @ | 116" (wi)lls < ae,w < wy, (A.28)
1=w+1
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where

wi
a = max sup H aj, 1
ZE{I,,wl—l}j:l+1

Thus, we conclude from (A.24), (A.27)-(A.28) that ||6™ (w)||g < @e for all N > Ny and

w > 1. By letting € — 0, equation (A.23) holds.

Proof of Lemma 17. We show by induction that for w =1,... N,
B (W) < B3 (w), qh(w) > ¢ (w) and Gh(w) > Gir(w). (A.29)

This is true for w = N by assumption. As the inductive assumption, suppose (A.29) is true
for w, then we argue that it is also true for w — 1. It follows from equation (3.30) and the
inductive assumption that B}V(w -1)< szv(w — 1). Similarly, it follows from (3.31)-(3.33)
that

q}v(w —-1)> q?v(w —1) and G}V(w —-1)> C_;%V(w —1).

In particular, both of the following must be true:

Thus, the following holds:
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A.2 Technical Lemmas Characterizing the Equilibrium

Quantities in Discrete Time

This section proves Lemma 4 that facilitates the proof of uniqueness of the equilibrium.
To prove this result, we define an auxiliary function fy,(-) implicitly and study its proper-
ties(especially the monotonicity and convergence of its partial derivatives as w gets large).
The function helps characterize G' in terms of 3 and q. We then apply the mean value

theorem to fi,(+) to establish the result in Lemma 4.

A.2.1 Definition of the auziliary function f,(-)

The function fy,(+) is constructed such that for an equilibrium, the following holds:

G*(w) = fu(B*(w), ¢"(w)), w > 1.

We establish this relationship in Section A.2.4. As a preliminary, we first define a function
h(-). The function fy,(+) is then defined implicitly as the value satisfying a set of equations
characterized by h(-) recursively.

To facilitate the analysis to follow, we define a function h = (hy,ho, h3) : Z — R? as

follows?:

h(z) = (1 Ml i>_1, (A.30)

1—az3 2

ho(z) = F (—c+ a

F~(z9)
hi(z)r 4+ (1 —hi(2)) / F(z) da:] ) , (A.31)

—0o0

h3(2) = min (1 f3z2, 1) , (A.32)

where z = (21, 22, 23) and Z = (0, ] X [goo, 1) X [0,1] C R3, where ¢ is the constant defined

2. We truncate the value of hs(z) by one to ensure that hs(z) € [0,1] for all z € Z. In the following
analysis, we are only interested in z € Z that satisfies certain conditions. For those z of interest, the
truncation is immaterial; see Lemma 31.
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in Corollary 5. The following lemma shows that A(-) maps Z to Z.

Lemma 27. We have that h(z) € Z for all z € Z. In addition, the following inequality
holds for all z € Z:

where Jxo 1s the constant defined in Corollary 5.

Proof. For any z € Z, it is straightforward that hq(z) > 0. Since hi(-) is increasing in 21
and decreasing in 23, h1(z) < (14 (1 —b)/b)~! = b. Thus hq(2) € (0,).
Recall that the cdf F(-) is the distribution function of the difference of the idiosyncratic

shocks €(1) — £(0). It follows from integration by parts that

F~1(z9)

E[F~(29) — (e(1) — £(0))]* = /

—0Q

(F—l(zQ) - x) dF ()

F1(2)

~(F ) - P @) P = [ @) (P - )

—0o0

By substituting the definitions of Jx and gso (in Corollary 5) into the right-hand side, the

following inequality holds: For any 29 € [0, 1),

= B[F ! (goo) — (e(1) — £(0))]F
= E[—c+ afbr + (1 - b)Joo] — (£(1) — (0)]

:Jooglr‘

The second inequality holds because by definition of goo, i.6. ¢oo = F(—c+abr+(1—5b)Jx).

158



The third equality follows from equation (3.7). This proves that for any z € Z,

F~1(z9)
/ F(z) < Jso.

—00

Substituting this inequality into (A.31), we obtain that for z € Z,

F~(z9)
By (2)r + (1= hy(2)) / Flz) de

—00

)< F (et

> F(—c+a(hi(2)r + (1 = hi(2)) Joo)
> F(—c+a(br+(1-10)Jx)

= (oo,

where the last inequality follows from hq(z) € (0,b]. In addition, ho(z) < F(—c) < 1.

Thus, ho(z) € [¢eo, 1) for any z € Z. Since z3 > 0 and 29 < 1, it follows from (A.32) that

h3(z) € [0,1]. Thus, h(z) € Z.

The following lemma shows the elements of the Jacobian matrix of h(-) and the sign of

each element.
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Lemma 28. The partial derivatives of h(-) are given as follows:

Ohy  h3(z) 1-b

021 z% 1 —az3 >0,
ohy
92
ohy  ahi(2) 1-b_,
023 N (1 —a23)2 z1 ’
F1
Ohs _ F(22) h¥(z) 1—b
52 =~ (ha()))a ( S RICIO R
Ohy F(F1(ha(2)))
Dy =a(l —h1(2))(1 — 2z9) FF1(29) > 0,
F—1
Ohy . =1 F= (22) ah%(z) 1—0
023 JET(ho(2))ex (7" - /_OO F(z)da (1—az3)? =
ohg
o
r 23 .

B s _
% _ 1= 22)2 >0, if z3<1— 29,
922 \ 0 if 23 >1— 29,

( 1 ’

%_ 1_22>1, if 23 <1— 29,
023 0 if 23 >1— 29.

> 0,

(A.33)
(A.34)

(A.35)

(A.36)

(A.37)

(A.38)

(A.39)

(A.40)

(A1)

Proof. Since h(-) is given explicitly by equations (A.30)-(A.32), the partial derivatives of

h(-) is immediate. The signs of equations (A.36) and (A.38) follow from Lemma 27. To be

specific,

F1(2)

, _/ F(z)dz >0, 2 € [goo, 1).

—00

The signs of other equations are immediate.

In addition, the following lemma will be useful in the analysis to follows.

Lemma 29. We have that h3(z) > z3 for all z € Z.
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Proof. For all z € Z, the following inequality holds:

h3(2) = min (1 ©

,1) > min (z3,1) = 23.

O

For every w > 1, we define an implicit function fy,(53,¢) : (0, 0] X [goo, 1) — [0, 1] through
the set of equations immediately below. Namely, for (8,q) € (0,b] X [¢s0, 1), fuw(53,q) and

z(k) for k = w,...,1 are defined implicitly by equations (A.42)-(A.44).

z(w) = (B, ¢, fw(B,49)), (A.42)
z2(k—1)=h(z(k)) for k=w,...,2, (A.43)
2(1) =1 —23(1), (A.44)

Intuitively, given (f3,¢) and an initial guess of fi,(5,¢q), z(w) is defined by (A.42) and z(k)
(for k =1,...,w — 1) are well-defined by (A.43) and Lemma 27. The essence of what the

next lemma shows is that there is a unique value of fy,(-) such that the boundary condition

(A.44) is satisfied.

Lemma 30. The function fy,(-) is well defined for all w > 1. In addition, fu,(5,q) € (0,1)

for all (B,q) € (0,b] X [goo, 1).

Proof. Note that given z(w) = (5, q, fu(B,q)), equation (A.43) defines z(k) for k = 1,..., w—
1. However, the resulting z values must also satisfy the boundary condition (A.44). In other
words, we need to show that for any (5,q) € (0,b] X [goo, 1), there exists a unique value
fw(B,q) such that the resulting z(k), k = 1,...,w, satisfy (A.42)-(A.44).

We first show that there exists a value of f,,(8,q) = n such that (A.42)-(A.44) are

satisfied. To this end, we view z(k) for k = 1,...,w — 1 as functions of 7, denoted by z(k;n)
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for n € [0, 1]. In addition, we define a function ¢(n) as follows:

d(n) = 22(1;n) — (1 — 23(1;n)).

Note that z3(1;0) = 0 which follows from equation (A.32) inductively. It follows from
Lemma 27 by induction that z5(1;7) € [¢eo,1) for all n. In particular, z5(1;0) < 1, so
»(0) = 29(1;0) — 1 < 0. Next, we argue that ¢(1) > 0. To see this, note that for any
n € [0,1],

1> z3(1im) > 23(25m) > -+ > 23(win) =n >0, (A.45)

which follows from Lemma 29 inductively. Note from equation (A.45) that z3(1;1) = 1.
Thus, ¢(1) = 29(1;1) > goo > 0.

Since h(-) is continuous, ¢(-) is continuous as well. Combining the facts that ¢(0) < 0
and ¢(1) > 0, we conclude that there exists n € (0,1) such that ¢(n) = 0, i.e. condition
(A.44) is satisfied. For such n, the resulting vectors z(k;n), k = 1,...,w satisfy conditions
(A.42)-(A.44).

For n such that ¢(n) = 0, z3(1;7) = 1 — 29(1;n) < 1. It follows from equation (A.45)
that z3(k;n) < 1. Substituting the definition of hg(:) into the inequality z3(k;n) < 1, we

argue that for such 7, the following holds:

z3(k + 1;m)
k:n) = k=1.... A4

because z3(k;n) cannot take the value 1. In other words, the truncation by 1 on the right-
hand side of (A.32) is immaterial for solutions of fi,(5,¢) and z(k) for k = 1,...,w — 1
defined through (A.42)-(A.44).

We conclude the proof by showing that there exists a unique 7 satisfying conditions
(A.42)-(A.44). Suppose there are multiple values of fi,(5,q), say n # 7, satisfying the

conditions (A.42)-(A.44). Without loss of generality, assume n > 7. Next, we show by
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induction that for £k =1,...,w,

z1(kin) < z1(ks), z2(kin) > 29(k;)) and z3(ksn) > 23(k; 7). (A.47)

This is true for k£ = w by assumption. Suppose it is true for k, then we argue that it
is also true for £k — 1. Note that z1(k — 1;n) = h1(z(k;n)) and z1(k — 1;7) = hi(z(k;7)).
Since hq(-) is decreasing in its first argument whereas increasing in its last two arguments,
we conclude that z1(k — 1;n) < z1(k — 1;7). Similarly, because ho(-) is decreasing in the

first argument whereas increasing in its last two arguments, we conclude that

2o(k = 13m) = ha(z(k;m)) = ha(2(k; 7)) = 22(k — 1;7).

Also, it follows from equation (A.46) that

In particular, both of the following must be true:

z3(1;m) > 23(1;7) and 29(1;m) > 29(1;7).

However, by equation (A.44), we conclude that

2(Lin) =1—=23(L;n) <1—23(1;9) = Z2(1;7),

which is a contraction. Therefore, there exists at most one value of f,(5,q) satisfying

conditions (A.42)-(A.44).

163



A.2.2  Partial derivatives of the auziliary function f,(-)

This subsection characterizes the partial derivatives of fy,(+) and establishes the monotonicity
of fu().

To facilitate the analysis to follow, fix w > 1 and denote by z(k;w, 8,q) (for k =1,...,w)
the z(k)s defined by substituting z(w) = (5, ¢, fw (5, q)) into equation (A.43). The following
lemma shows that in this construction, the truncation by 1 in defining hg(-) is immaterial,

cf. equation (A.32).

Lemma 31. Forw > 1 and (8,q) € (0,b] X [¢so, 1), the following holds:

s3(kiw, B.q) = hy(=(k + Lw, B, q)) = — 3T 1w 5.4)

= s k=1,...,w—1
1_22(k+17w7ﬁ7Q>

Proof. Tt follows from Lemma 29 inductively that

z3(Lw, B,q) > 23(2;w, B,q) > -+ > 23(w;w, B,q) = fuw(B,q) > 0.

In addition, condition (A.44) ensures that z3(1;w,B3,q) = 1 — 23(L;w,3,q9) < 1 — goo <
1. Combining these inequalities with the equation (A.32) yields the following: For k =

1,...,w—1,

1> z3(k;w, 5,q) = hg(z(k + 1;w, 5,q)) = min (1 z3(k+Lw, B, q) > ‘

Since z3(k; w, 3, q) cannot take the value 1, the result follows. O

The following lemma provides an upper bound of z3(k;w, 3, q) for w > 1.

Lemma 32. Forw > 1 and (8,q) € (0,b] X [¢s0, 1), we have the following inequality:

z(kiw, 8,9) < (1 —go0)¥, k=1,...,w.
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In particular, fu(B8,q) < (1 — o) forw > 1.

Proof. We proceed by induction. As the induction basis, it follows from equation (A.44)
that for k =1,

23(1,'11),6,(]) = (1 - 22(1,11],5,(])) S 11— qoo,

where the inequality follows because z9(1;w, 3, q) € [¢o0, 1) by construction.
As the induction hypothesis, suppose that the statement is true for k. Then note from

Lemma 31 that

where the inequality follows from the induction hypothesis and that z9(k + 1;w,5,q) €

In addition, it follows from (A.42) that

The following lemma characterizes the partial derivatives of fy,(+) recursively.

Lemma 33. The partial derivatives of fy(-) with respect to B and q for w > 1 and (B3,q) €

(0,b] X [goo, 1) are given as follows. For w = 1, we have that

OB _ o s @

5 =t (A.48)
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In addition, we have the following recursive characterization of w > 1:

Ofw(e(w)) Ohy(z(w + 1)) N Ofw(e(w)) Oho(z(w + 1))

Ofw1(Bq) 98 0z 9q 0z
op O fw(e(w)) Ohy(z(w + 1)) N Ofw(e(w)) Ohg(z(w+1))  Ohg(2(w+1))’
op 023 dq 023 023
(A.49)
O fuw(e(w)) Oho(2(w +1))  Ohg(z(w+ 1))
Ofwi1(B,q) _ Jq 0z )
dq Ofw(e(w)) Ohy(z(w + 1)) N Ofw(e(w)) Ohg(z(w+1))  Ohg(2(w+1))’
op 023 dq 023 023
(A.50)

where z(k) = z(k;w + 1, 8,q) for k=w,w+ 1, and e(w) = (z1(w), z9(w)).

Proof. Note that f1(8,q) =1 — ¢q. Hence equation (A.48) is immediate.

Fixing w > 1 and (5, ¢q) € (0,b] X [goo, 1), we want to characterize the partial derivatives
of fu+1(+) with respect to 8 and ¢g. Recall that for w + 1, z(w;w + 1, 5, q) is computed by
substituting z(w + 1) = (5,4, fw+1(5,q)) into equation (A.43). In particular, we rewrite

equation (A.43) that derives z(w;w + 1, 8, ¢) as follows:

zi(wyw+1,8,q9) = hi(B, ¢, fur1(8,49))- (A.51)

Moreover, by substituting z(w) = z(w;w + 1, 8, q) into equation (A.43) for w, we find that
condition (A.44) (for w) is satisfied. In other words, solutions of (A.42)-(A.44) for different
w’s are consistent provided that [, ¢’s are chosen consistently for each w. In particular, the

following holds:

fu(z1(w;w +1,8,q), zo(w;w + 1, 8, q)) = z3(w;w + 1, , q). (A.52)
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Substituting equation (A.51) into (A.52), we obtain the following identity:

fw(hl(ﬁa% warl(ﬂaqn? hQ(ﬂaQawarl(ﬁaqn) = h3(ﬁ7q7 warl(ﬁ?Q))' (A53)

Both the left-hand side and the right-hand side of equation (A.53) are functions of (5, q).
Since we focus our analysis on the derivation for w + 1 with fixed initial values (53, q), we
write z(k) = z(k;w + 1, 3, ¢) in short.

First, we take the partial derivative of both sides of equation (A.53) with respect to
B by the chain rule and evaluate the function at point (5,q). It follows from equation
(A.52) that the partial derivatives of fy,(-) are evaluated at (z1(w), zo(w)). Since z(w+1) =
(8,4, fws+1(B,q)), the partial derivatives of h;(-) are evaluated at z(w + 1) for i = 1,2,3 .

Thus, we obtain the following equation:

Ofuw(e(w)) Ohi(z(w +1)) | Ofw(e(w)) Oh1(z(w +1)) Dfuwi1(8B,q)

)] 071 op 0z3 op
| Ofwle(w)) Oha(2(w +1)) | Ofuwle(w)) Oha(e(w +1)) Ofuwi1(8,9)
dq 021 dq 0z3 ap
_Ohs(2(w+1)) | Ohs(2(w+1)) 0fwi1(B,q)
021 023 o ’

where e(w) = (z1(w), zo(w)). Note that Oh3/0z1 = 0 by (A.34). Thus, we can drop the first
term on the right-hand side. Rearranging the terms yields equation (A.49).
Taking the partial derivative of both sides of equation (A.53) with respect to ¢ and

evaluating the function at value (f3, ¢), we obtain the following equation:

Ofuw(e(w)) O (2(w +1))  Ofuw(e(w)) O (2w +1)) Ofwi1(8,q)

op 029 op 0z3 dq
| Ofule(w)) Oha(z(w + 1) | Ofwle(w)) Oha(2(w + 1)) Ofwr1(8,q)
dq 0729 dq 0z3 dq
_Ohs(e(w +1)) | Ohs(2(w+1)) Ofwi1(8,q)
029 023 dq '

It follows from (A.39) that 0hq/dz9 = 0. Thus, we can drop the first term on the left-hand
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side. Rearranging the terms yields equation (A.50). O

The following lemma shows the monotonicity of fy(-).

Lemma 34. f,, is non-decreasing in 8 and non-increasing in q. That is, for all w > 1 and

(8,49) € (0,0] X [¢oo, 1),

dfuw(B,q) >0 and Ofw(B,q) <0. (A.54)

op - dq

Proof. Recall that f1(5,q) =1 — ¢. Thus, (A.54) is immediate for w = 1.
We proceed by induction: Suppose (A.54) holds for k = 1,...,w, we next show that it
hold for £ = w + 1. Note from equations (A.33)-(A.41) that

Ohy Ohy Ohs Ohy Ohy
0 d —, — <0.
021 0z3  Oz3 -0 an 021 0Oz3 <

Consider the formula for df,,1 1/ given in equation (A.49). Every term in the numerator

is positive whereas every term in the denominator is negative so that

afw-l-l(/Ba(D >0
ap -

Next, consider df,41/0q. It follows from equations (A.33)-(A.41) that

Oh
s >0 an % > 0.
0z9 0z9
Every term in both the numerator and the denominator of equation (A.50) is negative. Thus,

we conclude that

fw+1(8,q) <0
dq -
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A.2.3 Properties of fi,(-) on a restricted set

This subsection studies the partial derivatives of fi,(5,¢q) as w gets large. To facilitate this
analysis, we define subsets Z1(w) x Zo(w) for w > 1 such that for any potential equilibrium
(8% (w), ¢"(w)) € Z1(w) x Z9(w) for all w > 1. Restricting our analysis to the case where
(B,q) € Z1(w) x Z3(w) C (0,b] X [goo, 1), we establish the desired convergence results for the
partial derivatives of f,(5,¢q). (Note from Corollaries 4 and 5 that (5*(w), ¢*(w)) — (b, goo)
as w — oo for any potential equilibrium. We define Z1(w) x Z3(w) such that they shrink
to the point (b, goo) as w — 00. )

To facilitate the analysis to follow, we first define a function x(z,y) : [0,1] x [0,7] — R
as follows:

k(x,y) = E[—c+ afzr + (1 — z)y] — (e(1) — £(0))] . (A.55)
The following lemma shows the properties of k.

Lemma 35. The function k(x,y) has the following properties:
(i) For any (x,) € [0,1] x [0,1], K(z,y) € [0,7).

(i1) For any fized x € [0, 1], k(z,y) is a contraction mapping. In particular, |0k(x,y)/y| <

a <1 for all x € ]0,1].
(111) For any fixed x € [0,1], there exists a unique j(x) € [0,7) satisfying j(x) = k(x, j(x)).

Proof. The following inequality shows that (i) holds: For any (z,y) € [0,1] x [0, 7],

k(z,y) = E[—c+ afor + (1 — z)y] — (e(1) — e(0))]*
<E[—c+alzr+ (1 —z)r] — (e(1) — e(0))] "
(A.56)
= E[—c+ ar — (¢(1) —e(0))]F

= E[max{e(1), —c+ ar +£(0)}] < r.

The first inequality follows from y < r. The equality in the fourth line holds because
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E[e(1)] = 0. The last equality follows from Assumption 2. In addition, it is immediate that
k(x,y) > 0 for all (z,y) € [0,1] x [0,7]. Thus, we have that x(z,y) € [0,r).
We can write x(z,y) in the integral form and use integration by parts to arrive at the

following.

k(x,y) = E[c+ aler + (1 - 2)y] = (e(1) — £(0))]7

—ctafzr+(1—x)y)
_ /_ ) (—c+ afer + (1 — 2)y] — ) dF(u) (A.57)

F(u) du,

/—c+oz[xr+(1—x)y]

—00

where the last inequality follows from integration by parts. Thus, the partial derivative of

k(x,y) with respect to y is given as follows:

(x P —ctafzr+(1—z)y] w) du
0 éy,y) _ () 5 F(u) du) =a(l —2)F(—c+ afzr+ (1 —2)y]) € [0,al.

Therefore, for any fixed x € [0, 1], the following inequality holds:

Ok(z,y)
dy

‘§a<1,y€[0,r].

Thus, (ii) holds, i.e. k(x,y) is a contraction mapping for any fixed x € [0, 1].

It follows from properties (i)-(ii) that for any fixed x € [0,1], k(x,y) is a contraction
mapping from [0,7] to [0,7). By Banach fixed point theorem, there exists a unique fixed
point j(x) € [0, 7] such that j(x) = k(z, j(x)). It follows from (A.56) that x(x,r) < r. Thus,

j(x) # r, which leads to j(z) € [0,7). In other words, property (iii) holds. O

The following lemma shows useful properties of the function j(-).

Lemma 36. The function j(-) is increasing and differentiable.
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Proof. The function j(x) is defined implicitly as follows:

k(z,j(x)) — j(x) =0, z €0,1]. (A.58)

Note that k is continuously differentiable by equation (A.57). By the implicit function
theorem, j(z) is differentiable; see Theorem 9.28 of Rudin [96]. It follows from (A.57) that

Ok(z,y)
ox

=a(r—y)F(—c+ajzr+ (1 —2)y]) > a(r —y)F(—c) >0, (z,y) € [0,1] x [0,7),

where the last inequality holds because y < r and —c is in the interior of the support of F'(-)
by Assumption 1. For any fixed z € [0, 1], taking the derivative of both sides of the equation
j(x) = k(x, j(x)) yields the following equation:

8’%(937](‘7‘1)) + 8;@(95,](@) -/

j'(x) = B oy’ (z).

Rearranging the terms, we have that

e oy ) >0, x €]0,1],

where the inequality follows from that Ok(x,y)/Ox > 0 and property (ii) in Lemma 35.

Therefore, j(x) is increasing. ]

To facilitate the definition of Z; and 29, the sequence (w) is defined as follows:

_ _ w
= b—a(l — goo) , w > 1.
1 —a(l—qgoo)¥

Bw)

Since b > a, we have that B(w) > 0 for all w > 1. Then we define J(w) = j(B(w)). By

substituting equations (A.55) and (A.58) into the definition of J(w), we have that

J(w) =E [—c+ a[f(w)r + (1 — B(w))J(w)] — (e(1) — g(O))}Jr , w> 1 (A.59)
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In addition define?

g(w) = F(—c+a[p(w)r + (1 — f(w))L(w)]), w > 1. (A.60)

The following lemma shows the properties of the sequences §(w), J(w) and g(w) for w > 1.
Lemma 37. The sequences B(w), J(w) and q(w) for w > 1 have the following properties:

(i) B(w) and J(w) are increasing whereas q(w) is decreasing in w.

(i3) limy—o0o B(w) = b, limy 0o J(w) = Joo and limy e §(w) = goo, where Joo and g

are constants defined in Corollary 5.
_
(iii) J(w) = [*o0 ") ) da.

Proof. We first show (i). It is immediate to show that §(w) is increasing. Thus, J(w) is
increasing in w by Lemma 36. It follows from property (iii) of Lemma 35 that j(z) € [0,r)
for all z € [0,1]. Thus, J(w) < r for w > 1. It follows from equation (A.60) that g(w) is
decreasing in w because (w) and J(w) are non-increasing in w and J(w) < 7.

Next we show that (ii) holds. Clearly, limy 00 S(w) = b. It followsl from Lemma 35 that
j(x) is a differentiable function and thus is continuous. Therefore, the following equation

holds:

lim J(w) = lim j(f(w)) = j( lim S(w)) = j(b) = Joo,

wW—0o0 wW—00 wW—00 —

where the last ineuqality follows from (3.7) that Js = j(b). It follows from the continuity
of F that

lim g(w) = lim F(—c+ a[f(w)r+ (1 - B(w))J (w)])

wW— 00 wW—r 00 -

=F(—c+albr + (1 =b)Js)) = ¢oo-

The last equality follows from the definition of g5 in Corollary 5.

3. The sequence 3(w) provides a lower bound of 3*(w) while g(w) is an upper bound of ¢*(w) in any
potential equilibrium.
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Lastly, we show that (iii) holds. It follows from equation (A.59)-(A.60) that for w > 1,

J(w) =E [—c+ a[B(w)r + (1= B(w))J(w)] — (=(1) — (0))] *
—E [F(q(w)) — ((1) —=(0))]
F=Y(q(w))
:/OO F(x)dx
O
To facilitate the analysis, define
Z1(w) = [B(w),0] and Zo(w) = [goo, G(w)], w > 1. (A.61)

It follows from properties (i)-(ii) of Lemma 37 that S(w) < b and ¢(w) > goo. Thus, both

Z1(w) and Z9(w) are nonempty for all w > 1. Since we only consider the underloaded case,

i.e. b > a, we have that S(w) > 0 for all w > 1. In addition, it follows from (A.60) that

g(w) < F(r) < 1, which gives that

Z1(w) x Z9(w) € (0,b] X [goo, 1), w > 1.

Next, we study the properties of fi,(5,q) when (8, q) € Z1(w) X Zy(w).

Lemma 38. For any w > 1, if (B,q) € Z1(w) x Z3(w), then

(z1(k;w, B,q), zo(k;w, B,q)) € Z1(k) x Z5(k), k=1,...,w. (A.62)

Proof. Fix w > 1. We proceed by induction. For k = w, (A.62) holds by assumption.

As the induction hypothesis, suppose (A.62) holds for [ =k +1,...,w — 1, w. That is,

B(I) < 21w, Boq) <b and goo < 2o(liw, B,q) < G(1), L=k +1,...,w.
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Next, we show that (A.62) holds for | = k. The following holds:

z1(ksw, B, q) = hi(z(k + Liw, B, q)

—(1+ 1-b 1 )1
a 1 —az3(k+ Lw,B,q) z2(k + 1w, 8,q)

-1
. 1—b 1—a(l — goo)kt!
1 —a(l — goo)* b — a(l — goo)Ft1

(v i)
N b—a(l — goo)FH!

><1+ 10 )_1

Cb—a(l-gx)t
T

The first inequality follows from Lemma 32 and that zo(k 4+ 1;w,S,q) > B(k + 1). Thus,
z1(k;w, B,q) € Z1(k). Combining the two cases, z1(k;w, 5,q) € Z1(k).

Moreover, it follows from equation (A.31) that

2o(k;w, B,q) =ho(2(k + 1;w, B, q))

F (2 (k+1w,8.q))
=F |—c+« 21(k;w,ﬁ,Q)T+(1—21(k;w,ﬁ,q))/ F(r)dx

—0o0

_ F1(q(k+1))
<Fl-ctalB0r+ - 5(@)/ Flz) dx)]

IA

- - —00

_ F~1(q(k)
Floctals0r+ - ﬁ(k))/ Flz) dx)]

=F [+ a (Bk)r + (1 - B(k)L(HR)] = q(k).

The first inequality follows from z1(k;w,3,q) > B(k) and the assumption that zo(k +

Liw,5,q) < q(k+ 1) and Lemma 27 that the integral is less than r. The second in-

equality follows from Lemma 37 that g(k + 1) < ¢(k) and the last two equalities follow

from property (iii) of Lemma 37 and (A.60). Since zo(k;w,3,q) > goo by construction,

zp(k;w, B, q) € Za(k). O
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The following lemma shows the properties of the partial derivatives of h(-) for values in

the set Z1(w + 1) x Z9(w + 1).

Lemma 39. For any € > 0, there exist wg, M > 0 such that the following holds for w > wy

and (B,q) € Z1(w+ 1) x Zo(w +1):

Ohs(2) <1 Oh3(2)

Ohy(2) Oha(z)
< _
B9 " <1 and

62’1 821

where z = Z(’(,U‘i‘ ].,U)"’ 1757(]) - (/67Q7 fw-‘rl(ﬁa q))

Proof. We show that the four inequalities hold for w large enough one-by-one.

We first show that Ohg/0z9 < 1 for w large. Recall from equation (A.37) that for z € Z,

Oha(2)

fIF 1 (ho(2))]
o & (A.64)

where the inequality follows because ¢ > ¢oo and § € Z1(w + 1) C (0, 1].
By continuity of f(-) and F~1(-) at guo, there exists §; > 0 such that for all z such that

|z — goo| < 01, the following holds:

PP eV =0 <SP @) € e [P ). (A5)

It follows from Lemma 37 that ¢(w) — ¢oo as w — oco. Thus, there exists wy > 1 such that

|G(w) — goo| < 61 for w > wy. In particular,
90w+ 1) — goo] < 61 and [(w) — gool < 1, w > wy. (A.66)

It follows from (A.43) that ho(z) = z9(w;w + 1,5,q). We have that ho(z) € Zo(w) =

[0, G(w)] by Lemma 38. In addition, by assumption, ¢ € Zo(w+1) = [¢oo, g(w + 1)]. Thus,
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it follows from (A.66) that for w > wy and (8, ¢q) € Z1(w + 1) X Zo(w + 1),

¢ — goo] < 01 and |ho(2) — goo| < d7.

By equation (A.65), we have that for w > wy and (8, q) € Z1(w+ 1) X Za(w + 1),

FIF ()] _ 1
fF1) ~T-ao

Substituting this inequality into equation (A.64), we obtain the following:

Ohy(z)

<a<1 for w>w; and (B,q) € Z1(w+1) x Zo(w + 1),

where = = (8,4, fu41(8,)) = 2(w + 1w +1,8,q).

Next we show that 0hg/0z9 < €qoo/2 for w large. It follows from equation (A.40) that

Ohs(z) _ z3(w+Lw+ 1,89 _

1_Oow—|—1 1_Oow
o = (1 —g00)""" _ (1~ 4o0)

(I—q? = (1=q(w))*

(A.67)

where the first inequality follows from Lemma 32. Recall from Lemma 37 that g(w) is

decreasing. Thus, the second inequality holds because

q<qw+1) <q(w), w>w.

Since 1 — g < 1, there exists a constant w9 > wy such that

(1 - QOo)w < QOO<1 - q_(wl))27 w > wy.

DN

Substituting this inequality into (A.67), we have the following:

Oh3(z)
079

< —@oo for w>wy and (B,q) € Z1(w+1) X Zo(w +1).

N
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We then show that 0hy/z1 <1 for w large enough. Recall from equation (A.33) that for

w > wy,

Ohi(z)  h3(2) 1-b _ h2(z) 1-b

_ A68
821 ﬁ2 1_a23(w+17w+17B7Q))_ ﬁz 1_a<1_qC>O)w+17 ( )

0<

where the inequality follows from Lemma 32. Note by assumption that § € Zj(w + 1) =
[B(w + 1),b] and Lemma 38 that hi(z) = z1(w;w +1,8,q) € Z1(w) = [B(w),b]. In other

words, the following holds:

Bw+1)<F<b and Bw) < hy(z) <b.

It follows from Lemma 37 that S(w) — b as w — oo. In addition, 1 —a(1 — Goo)¥ Tl — 1 as

w — 0o. Thus, there exists ws > w9 such that

b |
Blwtl) = I

and 1—a(l—goo)"t > V1—b, w> ws.

Substituting these two inequalities into (A.68), we have that for w > w3 and (f,q) €
Zy(w+1) x Zp(w+1),

Oh1(z) _ h3(2) 1-b b? 1-b 4
0< < < < +V1-0b 1.
=T0m S 8 T—all—ge0) S Plws )1 —a(l— goo) T = =

Lastly, we show that there exists M > 0 such that dhg /021 < M for w large enough. It

follows from equation (A.36) that for all w > ws and (3, q) € Z1(w + 1) x Z9(w + 1),

D ) :
S (o)) <r— [ dx> e
A1 —0od A1 (A.69)
I n(@)ar T < ny(e))ar

The first inequality follows from Lemma 27. The second inequality follows from the first
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inequality in (A.63). It follows from the continuity of f(-) and F~1(:) that f(F~1(z)) is
bounded on [¢so, G(w3)]. Recall that ho(2) € Z9(w) = [goo, ¢(w)]. Since g(w) is decreasing

in w by Lemma 37, it follows that

Goo < h2(2) < q(w) < g(w3), w = w3 and (f,q) € Z1(w+1) x Zz(w +1).

)

Thus, the right-hand side of the third line in equation (A.69) is bounded. Letting M denote
one of such bounds completes the proof.
In sum, letting wy = ws, the four inequalities in (A.63) hold for all w > wq and (f,q) €

Zy(w+1) x Zy(w+ 1) 0
The next lemma is key to proving Lemma 4.

Lemma 40. The following holds:

wli_r)noosup{' Ofuwlf ’ q) € Z4( )xZQ(w)} — 0, (A.70)
wl;moosup{’ f“’ 5’ ‘ q) € Z1( )ng(w)}zo. (A.71)

Proof. We first show (A.70). To facilitate the analysis to follow, define a sequence y,, for

w > 1 as follows:

Yw = Sup {—%qﬂ&) (B, q) € Z1(w) x Zg(w)} ) (A.72)

It follows from equation (A.54) that y,, > 0 for all w > 1. In addition, it follows from
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equation (A.50) that for any (8,q) € Z1(w + 1) x Z9(w+ 1) and w > 1,

Ifw(e(w)) Ohg(z(w +1))  Ohs(z(w+1))

O0fwn1(Ba) _ g 0z9 0z
dq O fw(e(w)) Ohy(z(w + 1)) N Ofw(e(w)) Ohg(z(w +1))  Ohg(z(w +1))
op 0z3 dq 0z3 023

_Ofuwle(w)) Ohg(z(w +1)) | Ohs(2(w +1))

_ dq 029 0z9
_Ofuwlew)) Oh(z(w +1)) _ Ofuw(e(w)) Oha(z(w +1))  Ohs(2(w +1))
op 0z3 Jq 0z3 0z3

IN

(_8fw(e(w)) Oha(z(w + 1)) N Ohg(z(w + 1))) / Ohz(z(w + 1))
dq D29 029 023

Oha(z(w+1))  Ohg(z(w+1))\ , Ohg(z(w+ 1))
= (yw : 0z9 + = 0z9 ) / : 0z3

(A.73)

where z(k) = z(k;w+ 1,8, ¢) for k = w,w + 1 and e(w) = (z1(w), z2(w)). We flip the signs
of the terms in the second line of the right-hand side. Thus, it follows from Lemma 28 that
every term in both the numerator and the denominator (of the right-hand side of the third
line) is positive. This leads to the inequality in the fourth line. The last inequality follows
from equation (A.72) because (z1(w), z2(w)) € Z1(w) x Z(w), which in turn follows from
Lemma 38.

Rewriting equation (A.73) gives

Ofwi1(5,q) Oha(z(w+1))  Ohg(z(w + 1)) Ohg(z(w + 1))
B +c91q = (yw : Dz + = 029 >/ . 023 '
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Taking the supremum of both sides over (5, ¢q) € Z1(w+ 1) x Z9(w + 1) gives the following:

oh +1))  0Oh +1 oh +1
Y1 < SUD(5 )2, (1wt1) x Zp(wt 1) (yw 9(2(w + 1)) n 3(z(w ))) 3(2(w ))}

0z9 0z9 0z3

Oho(z(w +1 Ohs(z(w +1
< SUP(ﬁ7q)eZ1(w+1)XZ2(w+1)<1 ~ Gs0) <yw g (3(722 ) * : 3(z2 >>> ’

(A.74)

where the last inequality follows from equation (A.41) and that ¢ € [geo,q(w + 1)]. In

particular,
1 1 1 1
Ohs(z(w + 1)) _ _ > ' (A.75)
023 l—2w+1) 1—-qg 1—gso

Substituting the first two inequalities in equation (A.63) into (A.74) yields the following:

€
Yw+1 < (1 —g0) (yw + 5(100) for w > wy,

where wq is as in Lemma 39. By induction, we obtain the following inequality: For all

w > wy and n > 1,

€
Yw+n S(l - qOO)yw—i—n—l + 5%0(1 - %o)

€ €
S(l - CIoo)2yw+n—2 + §QOO(1 - QO<>>2 + §QOO(1 - qeo)

n

6 .

<-e < (1_Qm)nyw+§%o E (1= go0)’
=1

€
=(1 = g00)"yw + 3

Now fix w = wy. There exists nq such that for all n > n1, (1 — ¢oo)" Y, < €/2. That is,
for any w > wg + ny, yw < €. Therefore, y,, — 0, as w — oo. Since y,, > 1 for all w > 1,

we deduce equation (A.70).
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Next, we prove (A.71) in a similar fashion. Define a sequence xy, as follows:

afw(ﬂaQ)

D (5.0 € 21w x Zaw) w2 L

Ty = sup{

It follows from equation (A.54) that z,, > 0 for all w > 1. In addition, it follows from

equation (A.49) that the following holds: For any w > 1 and (,q) € Z1(w+ 1) x Zo(w+ 1)

Ofuwle(w)) O (2(w +1)) | Ofuw(e(w)) Oha(z(w +1))
A fwi1(8,q) _ ap 021 q 021

a8  Ofwle(w)) Oy (z(w + 1)) L Ofule(w)) Oha(a(w +1)) _ Ohg(e(w+1))
op 0z3 dq 0z3 023

Ofw(e(w)) Ohy(z(w + 1)) N Ofw(e(w)) Oho(z(w + 1))
_ ap 0z dq D71
_Ofw(e(w)) Ohy(z(w +1))  Ofw(e(w)) Ohg(z(w +1)) N Ohg(z(w + 1))
ap 0z3 dq 0z3 0z3

< (8fw(e(w)) Oh1(z(w + 1)) N O fuw(e(w)) Oho(z(w + 1))) y Ohz(z(w + 1))
- op 021 Jq D71 023

< (xw 8h1(z§:1—|— 1)) Y (_8h2(za(7:)1+ 1)))) / 8h3(za(zt;+ 1))
The first inequality holds because every term in both the numerator and denominator
of the right-hand side of the second line is positive. The last inequality holds because
(z1(w), z2(w)) € Z1(w) X Z9(w). Taking the supremum of both sides over (8, q) € Z1(w +
1) X Z9(w + 1) yields the following: For w > 1,

Ohi(z(w + 1)) Oha(z(w + 1)) Ohg(z(w + 1))
Ty+1 SSUD(B g)e 2y (wt1) x Zo(w+1) (xw 921 ~— Yuw 92, ) 923 .

Substituting the last two inequalities in equation (A.63) and equation (A.75) into this in-
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equality yields the following;:
Ty+1 < (1 = goo)(@p + Myy,) for w > wy.

We have just shown that y,, — 0 as w — oco. Therefore, for € > 0, there exists w1 > wy

such that yy < goo€/2M for w > wy. Thus, the following holds:

€
Tw+1 < (1 - QOO) (xw + §qoo> for w > w1.

Fixing w = w1, we have that

€
Twi+n S(l - QOo)wa—n—l + _QOO<1 - QOO)

2
2 € 2 €
<(1 - go0) Twi+n—2 T 5(]00(1 — (oo)” + 5%0(1 — (oo)
n
E .
<o < (1= goo) Ty + 5%0 E (1= go0)’

1=1

€
S(l - QOo)nﬂfwl + 5

There exists ng such that for n > ng, (1 — goo)" 2w, < €/2. Thus, for w > wy + ng, zy < €.

Since xy, > 1, we have that limy,—c0 2y = 0, which gives (A.71). O

A.2.4  Characterizing the equilibrium quantities with f(-)

This subsection relates the equilibrium quantities with fy,(+). The following lemma shows

that the equilibrium e* can be characterized by h(-).

Lemma 41. For any equilibrium e¢*, the following holds:

(8% (w), ¢"(w), G*(w)) = h(F*(w + 1), ¢"(w + 1), G*(w + 1)), w =1,

Proof. Tt follows from (3.4) and (A.30) that *(w) = h1(8*(w + 1), ¢*(w + 1), G*(w + 1))
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for w > 1.

It follows from equation (2.11) that
. _ 1,4 N F~1 (g (w))
JH(w) =Ee[F(q7 (w)) = (¢(1) — £(0)] :i/ F(z)dz.

Substituting this equation and 8*(w) = hq(8*(w + 1), ¢*(w + 1), G*(w + 1)) into (2.10) and

comparing it with (A.31), we have that

_ F(q*(w))
¢ (w) =F (—c+ Q {5*(w)r +(1— @*(w))/ F(x) dm})

—00

=ho(B*(w+1),¢" (w+1),G*(w + 1)).

In addition, it follows from equations (3.1) and (A.32) that

- G*(w+1) . G*(w +1) _
* = = 1, ————— | = h3(B* 1), q¢" 1),G* 1
6" w) = 1 N D i (1, D) 5w+ 10,07+ 1,6+ 1),
where the second equality holds because G*(w) = [\ (1 — ¢*(i)) < 1. O

Thus, it is immediate that fy,(+) characterizes G*(w) in terms of *(w) and ¢*(w), which

is formalized in the following corollary.

Corollary 13. We have that G*(w) = fy(e*(w)) for all w > 1.

Proof. Fixing a w > 1 and substituting z(w) = (8*(w), ¢*(w), G*(w)) into equation (A.43).
By applying Lemma 41 inductively, we have that z(1) = (8*(1),¢*(1),G*(1)). Note that
the resulting 2(1) = (8*(1),¢*(1), G*(1)) satisfies condition (A.44). In particular, G*(1) =
1 — ¢*(1). Thus, it follows from the definition of function fy,(-) that G*(w) = fi(e*(w)) for

all w > 1. ]

The following lemma shows that the equilibrium quantities live in the set Z1(w) x Z5(w).
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Lemma 42. For any equilibrium e* = (8*, ¢*), we have that
& (w) = (B*(w), ¢" (1)) € Z1(w) X Za(u), w > 1.

Proof. By Lemma 3 and Corollaries 4-5, 5*(w) < b and ¢*(w) > goo. Thus, it suffices to
show that f*(w) > B(w) and ¢*(w) < g(w) for all w > 1.

"(w
We first show that 8*(w) > B(w). It follows from Proposition 2 that

oo t 1-b -1
*
=11
o Sl 5)
t=w i1=w
e\
> |1 —
- + 1—aG* >
t=w i1=w
00 i\ —1
1—-0
et 1 —
> (1—aG*<w>> )
-1 — 1__b
1 —aG*(w)
_ _ o w
. 1-b Cb—a(l — ) — B(w),

where the first inequality follows from
141
G (i+1)=G"(w) J] 0-d"() <G w), i>w,

J=w+1

and the last inequality follows from Lemma 32. In particular, it follows from
G*(w) = z3(w;w, B*(w), ¢*(w)) < (1 = goo)".

Therefore, we have that 5*(w) € Z1(w).
We then prove that ¢*(w) € Z9(w). We first show that J*(w) > J(w) for all w > 1 by

contradiction, where J*(w) is the expected discounted utility of waiting. Suppose this is not
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true and there exists wg such that J*(wg) < J(wp).

We first show by induction that J*(w) < J(wg) for all w > wq. It is true for wg by
assumption. As the induction hypothesis, suppose it is true for & = w. In particular,
J*(w) < J(wp). We then show that J*(w + 1) < J(wp). Substituting equation (2.8) and

J(wg) = k(B(wy), J(wg)) into J*(w) < J(wq), we obtain that

E[—c+ a[8*(w)r + (1 — 8" (w))J"(w + 1)] = ((1) — (0))]"
=E[max{e(1), —c + o[ (w)r + (1 — B*(w))J*(w + 1)] +£(0)}]
=J"(w) < J(wp)

=E[~c + a[f(wo)r + (1 = B(wo))J (wo)] — (e(1) — £(0))]T,

where the first equality holds because E[g(1)] = 0. Comparing the first line and right-hand

side of the last line, we conclude that the following inequality holds:

B (w)r + (1 — f%(w))J* (w+ 1)
<B(wo)r + (1 — B(wo))L(wo)
=0*(w)r 4 (1 = 8% (w))L(wo) + (B(woy) — B (w))(r — JL(wp)).

Rearranging the terms, we have that

(B(wo) — B*(w))(r — J(wp))
1—5%(w) '

JH(w+1) < J(wg) + (A.76)

Note that the last term in the right-hand side of equation (A.76) is nonpositive. Too see
this, recall that we have shown 3*(w) > B(w) at the beginning of this proof. It follows from
property (i) of Lemma 37 that f(w) > B(wp) for w > wy. Combining the two inequalities,
we have that S(wp) — 8*(w) < 0. In addition, it follows from Lemma 37 that r — J(wg) > 0.
Since 1 — 3*(w) > 0, we have that the last term in the right-hand side of equation (A.76) is

nonpositive.
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By dropping the nonpositive term in the right-hand side of (A.76), we have that J*(w +
1) < J(wg), which completes the induction argument. In sum, J*(w) < J(wg) for all
w > w.

On one hand, by the induction argument, we prove that J*(w) < J(wq) for all w > wy.
Thus, it follows from Corollary 5 that Joo = limy—00 J*(w) < J(wg). On the other hand, it
follows from properties (i)-(ii) in Lemma 37 that J(wg) < Jso. This leads to a contradiction.
Therefore, there exists no wg such that J*(wg) < J(wg). In other words, J*(w) > J(w) for
all w > 1.

We complete the proof by showing ¢*(w) < g(w) for w > 1. It follows from equation
(2.11) that

J*(w) =E<[F~}(g* (w)) — (e(1) = £(0)] = / F(z)da.

In addition, recall from Lemma 37 that

By comparing these two equations, we can conclude that ¢*(w) < g(w) because J*(w) >

J(w) for w > 1.

A.2.5 Proof of Lemma /4

It follows from Corollary 13 that

Gi(w) = fulB(w).qf(w)), i=1,2 and w > 1.
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Applying the mean value theorem for multivariable functions to fy,(+), the following holds:

For w > 1,

O (w) =fuw (A1 (W), ¢t (W) = fu((B2(w), g3 (w)))

(A.77)

where é(w) = C(w)e](w) + (1 — C(w))es(w) for some C(w) € (0,1). It follows from Lemma
42 that e} (w), e5(w) € Z1(w)x Z2(w). Since Z1(w)x Z2(w) is convex, é(w) € Z1(w) x Z2(w)
for all w > 1. It follows from Lemma 40 that

o Ofw(E) L Ofw(E(w)

W—+00 dq W—00 ap = 0.

Thus, we conclude that for any € > 0, there exists a nonnegative constant w; such that the
following inequalities are satisfied:

‘ O fw(e(w))

94 ‘ge and

Substituting the two inequalities into equation (A.77), we obtain that

da(w)] < e(og(w)] + [dg(w)]), w = w1.

A.3 The Roadmap for the Proof of Uniqueness

This appendix provides a detailed roadmap of the uniqueness proof (Proposition 9). The
proof is done by contradiction. In what follows, we first provide an overview of the key
steps that lead to the contradiction using various auxiliary lemmas (see Figure B.1). We

then summarize the key steps to proving Lemma 4 provided in Appendix A.2, which is an
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important technical lemma for the uniqueness proof. Two auxiliary functions, denoted by
h(-) and fy,(+), and several lemmas in Appendix A.2 facilitate the proof of Lemma 4. Figure
B.2 provides a diagram to show how the lemmas in Appendix A.2 are used to prove Lemma
4.

The proof (of uniqueness) by contradiction proceeds as follows: Suppose that there are
two different equilibria and define their difference as (dg,dq). The contradiction is built on
the limiting properties of the difference (d3(w),dq(w)) as w tends to infinity. Figure B.1

shows how the the contradiction is constructed.

Cogogaiies _){ (85(w), 6,(w)) — 0

Lemma 5 ;
Contradiction Un1qu§qess
(Proposition4)
Lemma 7

[ Lommas —— [ Gsw).0,w) A0 f——
T

Figure A.1: The logic flow for proving uniqueness of the equilibrium

On the one hand, Corollaries 4-5 provide the limits of equilibrium quantities (in any
potential equilibrium). It is immediate from these two corollaries that the difference of the

equilibrium quantities (of two different equilibria) vanishes as w goes to infinity, i.e.

(65(w), 6g(w)) — 0 as w — oo,

On the other hand, Lemmas 6 and 7 show that this convergence cannot hold. Lemma 6
shows that the difference of the equilibrium quantities (dg(w), dq(w))), w > 0 are character-
ized by a dynamical system. To be more specific, the function characterizing the evolution
of this dynamical system has two parts: A constant matrix A with a special structure and
a matrix function B(-). In addition, the perturbation function B(w) vanishes as w goes
to infinity, i.e. |||B(w)|||cc — 0 as w — oo. This property is proved with the help of the

technical Lemma 4. Then Lemma 7 shows that such the dynamical system given in Lemma
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6 cannot converge to zero. Combining Lemmas 6 and 7, we conclude that the difference
(65(w), dg(w))) cannot converge to zero, which leads to the contradiction.

The rest of this section summarizes the critical steps in Appendix A.2 to prove the tech-
nical Lemma 4, which characterizes d5(w) in terms of dg(w) and Jg(w) for w > 0 using
Figure B.2 illustrates how various lemmas are used (and relate

functions g¢1(-) and ga(-).

to one another) to prove Lemma 4. To be specific, Appendices A.2.1-A.2.3 construct two

Mean Value
.- Theorem
Definition of / Definition of £}, Characterizing the
(Lemma 11) (Lemma 14) > equilibrium quantities
7 using / and f,,
A\ 4
_| Derivatives of f,,
Signs of (Lemma 17)
— derivatives of & v
(Lemma 12) Signs of
: derivatives of f,,
(Lemma 18)
Lemma 5
Construct the set l’
(Lemmas 19-22) Convergence of
1) —> derivatives of f,,
(Lemma 24)
Bounds of
—> derivatives of 4 1
(Lemma 23)

Figure A.2: The logic flow for proving Lemma 4

auxiliary functions h(-) and fy,(-) and provide various properties of these two functions.
Appendix A.2.4 shows the characterization of the equilibrium quantities using the auxiliary
functions h(:) and fy,(-). Thus, the properties of the auxiliary functions provided in Ap-
pendices A.2.1-A.2.3 are applicable to the equilibrium quantities. Appendix A.2.5 proves
Lemma 4.

The proof of Lemma 4 in Appendix A.2.5 includes two parts. The first part constructs
the functions ¢1(-) and ga(-) in two steps. In the first step, we use the auxiliary function
fw(+) defined in Appendix A.2.1 to characterize G(w) in terms of B(w) and q(w), i.e. G =
fw(B(w), g(w)) for w > 0; see Corollary 13 in Appendix A.2.4. In the second step, we apply

the mean-value theorem and construct the functions ¢g; and go using the partial derivatives
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of the function fy,(); see equation (A.77).

The second part of the proof of Lemma 4 shows that the two functions g;(w) and go(w)
converge to zero as w — 0o. To show this, it is sufficient to show that the supremum norm of
the partial derivatives of the function fy,(-) converge to zero as w — 00; see equation (A.77).
However, this statement is not true in general, but is valid if we restrict the arguments of the
function fy,(-) to be in the set L£1(w) x Lo(w) defined in Appendix A.2.3. The convergence
result of the partial derivatives of the function fy,(-) restricted in the set £1(w) x Lo(w) is
given by Lemma 40. In addition, Lemma 42 ensures that the equilibrium quantities lie in
the £1(w) x Lo(w). Thus, applying Lemma 40 completes the second part of the proof of
Lemma 4.

Appendices A.2.1-A.2.3 are dedicated to proving Lemma 40 using the auxiliary functions
h(-) and fy (). To be specific, Appendix A.2.1 defines the auxiliary functions A(-) and fy,(-).
Appendix A.2.2 provides the recursive equations to characterize the partial derivatives of
the function fy,(-) and the signs of the partial derivatives. Appendix A.2.3 constructs the
restricted set L£1(w) X Lo(w) and proves the convergence of the partial derivatives of the
function fi,(-) in the restricted set.

The auxiliary function fy, (3, ¢) is defined implicitly though the following equations (A.42)-

(A.44), which are rewritten for convenience as follows:

2(w) = (8,4, fu(B,9)),
z(k—1)=h(z(k)) for k=w,...,2,

25(1) = 1 — 23(1).

Lemma 30 ensures that the function fy,(5,q) is well-defined. In order to make sense of this
definition of the implicit function fy,(-), the auxiliary function h(-) needs to be introduced.
The function h(-) is constructed such that it characterizes the time-reversed evolution of the

equilibrium quantities; see Lemma 41 in Appendix A.2.4. This immediately leads to the
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observation that if we substitute the equilibrium quantities at time w into z(w) in equation
(A42), ie. z(w) = (B*(w),¢"(w), G*(w)), then the values of z(k) (for k = w —1,...,1) in

equation (A.43) equal to the equilibrium quantities as well, i.e.

z(k) = (B*(k), ¢" (k),G*(k)) for k=w—1,...,1.

In addition, the condition in equation (A.44) is automatically satisfied by the definition of
G in equation (3.1). Therefore, the function fy,(-) is the implicit function that characterizes
the equilibrium quantity G*(w) in terms of 5*(w), ¢*(w), i.e. G*(w) = fu(B*(w), ¢*(w)),
w > 0; see Corollary 13 in Appendix A.2.4.

Lemma 40 provides the convergence property of the partial derivates of the implicit
function fy,(+). In order to prove this lemma, we first provide a recursive characterization
of the partial derivates of the implicit function fy,(-). Since the function fy,(-) is defined
implicitly by using the function h(-) recursively, the partial derivates of the implicit function
fuw(+) are characterized using the partial derivatives of the function A(-) (provided in Lemma
28) recursively; see Lemma 33. By analyzing the the partial derivatives of the functions
fw(+) and h(-) (provided in Lemmas 28 and 33), we provide useful properties of the partial
derivatives. These properties eventually leads to the convergence property in Lemma 40; see
Figure B.2.

We end this section by providing a comment on Lemma 39. Lemma 39 provides critical
bounds of the partial derivatives of the function A(-) to prove Lemma 40. However, these
bounds only hold after we restrict the arguments of the function h(-) to the set £1(w)x Lo(w).
The set L£1(w) x Lo(w) is carefully constructed to satisfied two conditions. First, the set is
narrow enough such that the bounds in Lemma 39 hold. Second, the set is wide enough to

ensure that the equilibrium quantities lie in the set; see Lemma 42.
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APPENDIX B
APPENDIX OF CHAPTER 4

B.1 Proofs of Lemmas, Propositions, Corollary and Theorems in

the paper

B.1.1  Formal Derivations of Various Approximations in the Heavy Traffic
Limat

Approximation of the abandonment process RZ() In our model, a customer in the
nt? system abandons only at times ¢ € {j/2" : 7 = 1,...}, while a customer in Kim and
Ward [69]’s model can abandon at any time in [0,00). Equation (4.20) is an analogue of
equation (10) in Kim and Ward [69] for discrete-time abandonments. We follow Kim and
Ward [69] to derive equation (4.20).

It follows from Reed and Ward [93] that the scaled virtual offered waiting time kal(t)
is approximately @Z(t) /- Thus, the virtual offered waiting time V;(t) is approximately
QZ(t) /(v27\). Let G}t (w) denote the probability that a class k customer abandons within

waiting for w units of time. Thus, G (w) is given as follows: For w € {j/2" :j =1,2,...},
- i
=1

A class-k customer arriving at time ¢ sees VOWT Qg(t) /V2" )\ and abandons with proba-
bility GZ(QZ(t) /V2"\p). Therefore, the abandonment rate at time ¢ can be approximated

by R
n [ Qi) n
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Thus, the abandonment process is approximated by
Lo [ QR(s)
RI(t) ~ / i . dAL(s).
By substituting RZ(t) = R (t)/v2" into this equation, we obtain that (for ¢ > 0)
- t Qi (s) A (s)
R“tm/\/Zn)\G” k d<k >
k( ) 0 kY ke (\/2—71)% A 2"
! i(s)
~ [ VoraGE [ L) ds,

where the approximation in the second line follows because A7 (t)/(2"\;,) = t as n — oo.

(B.2)

Moreover, it follows from (B.1) that

Qn(s) 12"Q(s)/ (V2" A)] ;
may | ) = o |1 - 1— ¢ (=
o ()= T (- ()
[ V2TQH(s) /M Z.
~V2n |1 - H exp <—qg (2—n>) (B.3)
=1
[ V2R Q(5)/ M Z.
=V2" [1—exp | — a (Q_n)
i=1

The approximation in the second line of (B.3) follows from exp(—z) ~ 1 — z for z close to

zero. Note also that
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where the equality in the second line follows from (4.19) that for x > 0,

() -re (%)

Substituting this into (B.3), we have that

[V2RQR(5)/ Ak ]

V2nGy (—%il) ~V2 |1 —exp | —

1=1

vz i VGO 1 (e N (a
_ _ — exp _/1 Van (W> <?

[ 7 (7) 4 (55)

A _/0 Varh (w—) (\/2_>

Qr(s)/ M 1 n
~ V2" |1 —exp —/0 ﬁqk () do

Substituting the approximation 1 — exp(—xz) ~ x into this equation, we obtain that

. QZ(S) /QZ(S))/)\k 1 n /QZ(S))/)‘k .
/2n ~ A /27’L = .

Substituting the approximation into (B.2), we conclude that

A t Q) M
Ri(t) ~ Ak/ / i (z) dzds, ¢ > 0.
0 JO

Characterization of BZ() We derive equation (4.24) that characterizes BIZ(), which is

the hazard rate (per time unit) of (the steady-state distribution) of kal()

Since the VOWT V' lives on {j/2" : j > 1}, its scaled version an = V2"V lives on

{j/v2" : j > 1}. We first define the hazard rate Bg(w) for w € {j/V2":j>1}.

Bi(-) is the per period hazard rate of (the steady state distribution of) the VOWT
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Dividing 3;!(-) by the period length 1/2", we obtain the hazard rate (per time unit) of V/*(-),
which is 2" 3}'(+). Thus, the hazard rate of the scaled VOWT ‘A/]:‘ (+) is given as follows: For

we{j/Verj>1}.

(e — fim TS V() Swth)
By (w) = }il—% P( A];”(t) > w)h
iy P/ V2R S V) < (w4 R)/v27)
=0 P(V]gl(t) > w/\/2_”)h
— L im P(w/v27 < Vi (t) < (w+ h)/V27)
V2 0 PV (t) > w2 (h) /2

R )

Extending the definition of Bg(w) for w > 0, we obtain that

27’L

Bi(w) = V2n 3} (L\/Z_%J> L w >0,

]

The scaled abandonment probability §;.(-) under Assumption 6. Fix a class k, for
=1,...,K. It follows from (2.10) that the abandonment probability of class k customers

in the n'' system satisfies the following equation: For w € {j/2":j=1,2,...},

Y Y

i) = B (v [gping + a- oo (we )]). @9

1/2n

where o = («) is the discount factor for one period in the n'® system. Substituting

(B.4) into (4.19), we obtain the characterization of the scaled abandonment rate g (w) (for

195



w > 0) as follows:

Gy (w)

(5 (o (F)a(5.2)

i) () BE@) (W w1V ]
var var )k 2"

»
>3
—~
~—

(B.5)

The equality in the third line follows from (4.24) and the scaling ¢}! = ¢;,/v2" and r}! = 7},
To facilitate the analysis to follow, recall that we scale the time of the expected discounted

utility of waiting as follows:

T w) = T (L*/j_:wJ> L w > 0. (B.6)

Substituting jg(w) into equation (B.5), we have the following: For w > 0,

Gy (w) = 2" Fy! (i (w)) (B.7)
where
op (w)

e ) o0 (o o)) v o )
(B.8)

It follows from (B.7)-(B.8) that the abandonment rate g;(w) is fully characterized by the
expected discounted utility j]?(w) for w > 0. Thus, we first derive the differential equa-
tion that characterizes the limit of j}?() and then derive the limit of scaled abandonment

196



probability ¢;'(-).
Recall from equation (2.8) that the expected discounted utility J;'(-) satisfies the following

Bellman equation: For w € {j/2" :j =1,2,...},

() = ey [max{eb(0), " |G + (1= B (w51 )| + <o)

1 +
=E.n [—CZ +a” [ﬂ};‘(w)rg + (1 = B (w))Jy, (w + Q—n)} — (ep(1) —€£(0))
Combining this with (B.6) and (B.8) yields the following: For w > 0,
A n
Jptw) = g (W;’“”)
= By [0 (w) — (1) — ef(0)] "
o (w) (B:9)
- [ ) - 2@
o (w)
= / Fi'(z)dz

The equality in the last line follows from integration by parts. Recall from Assumption 6

n

that the cumulative distribution function F} of €}!(1) — €7/(0) is given as follows:

it v
Fl(x) =14 1/2, —(@n)Y <z < (x)Y/9,

L= dn > (a)'0,

where x, = 1/2" and 0 > 1. Substituting this cdf into (B.9), we have the following three
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cases:

if 0 (w) < —(an)/,

) o \1/8
T =4 Sotw) + 5, i ()0 < P(w) < ()9, (B1O)

if o (w) > (zn) /0.

Note that F}'(0™(w)) > 1/2 if 07 (w) < (z5,)Y%. In addition, it follows from equation (B.7)
that

G (w) = 2" Fy! (o) (w)).

Under the first two cases of (B.10) where o7 (w) < (2) /9, qp(w) — oo as n — oo. Since
we focus on the case when ¢;’(-) converges to a bounded function, we only consider the third
case in equation (B.10) (for n large). To be specific, we first assume that o, (w) > (z,)%/? for
w > 0 and n large enough and derive the limit of jg() as n — 00. Then we show that the
solutions obtained satisfy this assumption. Substituting (B.8) in the third case of equation

(B.10), we obtain the following equation: For w > 0,

jg(w) = —\;;_n +a” —ﬁlf/;i:)rk + (1 — 5@;_1?) JZ} (w + \/%) + 2(5wﬁ 1)(1}”(71)))_6_'_1

Multiplying both sides by /2" and rearranging the terms, we obtain the following equation:

(- (v )

= — ¢+ "B (w) (rk —Jy <w+\/%)) (B.11)
R NI
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Since the last two terms in the right-hand side of the last line in (B.8) go to zero as n — oo,

the following holds:

A 1
op (w) — Ji (w—{—ﬁ) — 0 as n — oo. (B.12)

Thus, o7 (w) has the same order of magnitude as j]?('w + 1/4/2™), which is of order 1. Since
xp = 1/2" the third term in the last line of (B.11) is of order 1/4/2" and goes to zero as

n — o0. In addition, the last term in the last line goes to zero as n — oo as well because

V2i(a" —1) = V2 [(a)/?" = 1] 5 0 as n— 0.

~

Since we assume that B}g(w) — Br(w) for w > 0 and & — 1 as n — oo, it follows from

(B.11) that

Von (j};(w) —Jp (w + #)) = —cp + fp(w) (rk —Jp (w + \/%)) +o(1).

This equation is the linear interpolation (with step size At = 1/v/2") of the following

ordinary differential equation:
—Ji(w) = =cj + B (w)(r = Jp(w)), w > 0. (B.13)

We assume that the solution to (B.13), Ji.(w), is the limit of jg(w) as n — 0o, Le. Ji(w) =
limy, 00 j,?(w) for w > 0. Since fi(-) is given, equation (B.13) is a linear differential

equation. The general form of the solution to equation (B.13) is given as follows: For w > 0,

it = e ([ dutsias) [ [ e ([ ~Butwan) (-eu+ Butwrmias +.c1
(B.14)
see Chapter 2.2 of Sanchez [98].
The constant C gives the initial value of Ji(-), i.e. Jj,(0) = Cy. It follows from Lemma

2 that j]?(w) € [0,73] for w > 0 and n > 1. Since Jy(w) = limy 00 j,?(w) , we have that
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Jp(w) € [0, 7] for w > 0. Moreover, it follows from Corollary 7 that any f5(-) in equilibrium

is bounded away from zero. Thus, we have that

exp (/Owﬁk(s)ds) — 00 as w — 00.

Since Jj;(w) < 7y, for w > 0, it follows from (B.14) that it must be that

/w —exp (/s — B (u) du) (—c + Bi(s)rp)ds + C1 — 0 as w — oo. (B.15)
0 0

In addition, the left-hand side of (B.15) must be non-negative for w > 0 because J;(w) > 0.

Therefore, the only constant C7 satisfying (B.15) is

cr= [Tow ([t du) (ent Gywpm as

Substituting the value of C] into equation (B.14), we obtain that for w > 0,

) = exp ( |t ) e ( /Os—ék<u>du) (g + Bi(s)rg) ds
=/w o ([ =Butwyau) (-t + Butsine) ds
:rk—ck/w exp (/w —5k(u)du) ds,

which proves (4.33).
By substituting the lower bound of §j(-) in Corollary 7 into J(-), we obtain the following

inequality: For w > 0,

R 2
Jp(w) > 1y — ck/ exp / Ok du | ds
w o2 SupPz>0 ’Yk( z)

0% Sy 74 ()
20y,

(B.16)

=T+ r >0,

where the last inequality follows from Assumption 5. This inequality shows that Ji(-) is
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bounded away from zero (in equilibrium).
We now show that v} (w) > (2)Y9 in equilibrium for w > 0 and n large enough!. It
follows from the assumption j,?(w) — Jp(w) and (B.12) that vp(w) — Ji.(w) as n — oo for

w > 0. Since x, — 0 as n — oo, the following holds: For w > 0,

A

v (w) — (xn)l/(S — Jp(w) >0 as n — oo,

where the last inequality follows from (B.16) that .J;(w) is bounded away from zero in
equilibrium. Thus, the inequality v} (w) > (21,)Y/9 holds for w > 0 and n large enough.
Substituting the distribution function Fj!(-) into equation (B.7) and letting n go to

infinity, we obtain the function that characterizes the abandonment rate as follows:

_ x
i(w) = lim ¢} (w) = lim 2"F (07 (w)) = lim 2" " = — , w>0.
i) =l G20) =l 2 FEGR0) = Ji 2 oty = o w2

The last equality holds because z,, = 1/2" and 0} (w) — Ji.(w) as n — oo for w > 0. Since

~

Ji(+) is strictly bounded away from zero, the abandonment rate g (-) is well-defined.

B.1.2  Proof of Results in Sections 4.1.2 and 4.1.3

Proof of Corollary 6. Substituting equations (4.27) and (4.30) into Vj(t) = Qu(t)/\s

yields the characterization of the VOW'T of class k customers as follows:

A

~

Vi(t) = w for k=1,...,K. (B.17)
k

1. This is not true in general, but it holds for the equilibrium quantities which are of our interest.
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The cdf of the VOWT Vj(-) in steady state is obtained by substituting equation (B.17) into

the cdf TI(-). Thus, the pdf of Vj(w) in steady state is given by

lim

h—0 h

(G Lppw) < W(oo) < v L(pg(w + 1))
h—0 h

g 1O Y ppw) < W(o0) <y (pp(w+ ) v Hpg(w + h) — v Hppw)
h—0 v Hop(w + 1)) =y~ Hppw) h

= (v Horw)) (v ) (pxw) i

where Vj,(00) and W (co) are the scaled VOWT of class k customers and the workload in

stead state, and (’yk_l)’ is the derivative of fyk_l for k =1,..., K. Thus, the hazard rate Bk()

of class k is given as follows: (For k=1,..., K and w > 0,)

T o) ) g N
i) = = (3 (k) ) (™ (oww) i

[]

Proof of Corollary 7. It follows from equation (4.37) that By (w) > —20/02 for w > 0.

To be more specific, we have that for w > 0,

o= ([ [ oo [ )] o)
([ eofpo] o) -

where the inequality follows from the fact that H(w) > 0 for w > 0. Thus, it follows from

equation (4.38) that for k =1,..., K and w > 0,

5 _ A -1 Pk > _ﬁ Pk ‘
Br(w) = By (7, (pkw))ﬁ(vk_l(%w)) Z 75 supro 70
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which establishes (4.39). To establish (4.40), we use the following identity:

EVk(oo):/OOOIP(vk(oo)>x) dm:/ooexp (—/Oxﬁk(u)du) de, k=1,...,K,

0

which holds generally for any non-negative random variable (between its expected value and

the hazard rate). Substituting (4.39) into this gives (4.40).

[]

Proof of Lemma 10. We first prove property (ii), because property (ii) facilities the proof

of property (i). If z(w) > —20/02, we conclude from (4.51) that forw >0and k=1,..., K,

Ty p(w) = 1, — g /OO exp (/s () du) QY

w w Pk
/
vi.(t) [ 20
> rp — ¢ Sup 40 / exp (—2(3 — w)) ds (B.18)
t>0 Pk Jw a
2
CLO /
=)+ sup 7y (t),
20, 1>0 "

where the inequality follows from the assumption that z(w) > —20/c2. It is also immediate
from (4.43) that jx)k(w) < 1y, for k,w because ¢, r, > 0 and ;. (s) > 0. Substituting (B.18)

and jka(w) < r} into equation (4.52) gives the following:
U k) -
H(w) < Hy(w) = / > Jf—ads < H(w), w > 0.

0 =1 2(Jk(s))

Substituting this into equation (4.53), we obtain the following inequalities: For w > 0,
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Next, we prove property (i). Let x;,, € C[0,00) for n > 1 be a sequence of functions such
that z,(w) > —20/0? for al w > 0. Suppose that z;, — 2 uniformly over compact subsets
of [0,00). It suffices to show that ¥ oz, — ¥ oz uniformly on [0, M] for M > 0. To simplify
the notation, let

We prove property (i) by proving the following:
Jp = Jg, Hy — Hy and B, — By uniformly on [0, M].

We first show that .J, — J uniformly on [0, M]. Recall from Assumption 4 that v, (w) —
Yk as w — oo for k = 1,..., K. Thus, v,(-) is bounded for k = 1,..., K. Let M; be one
such that

<M, w>0 and k=1,..., K. (B.19)

Also for any € > 0, there exists w; > M such that

20 M102 €
—ckexp(ﬁ(wl—M)) 50 <Z,k:1,...,K.

Therefore, the following holds: For w € [0, M],n >1and k =1,..., K,

wy o
o0 20

< ck/ exp (—2(8 — M)> M ds (B.20)
wy o

20 Mio?
= —cpexp | (w1 — M)
o

The first inequality follows from the assumption that z,(w) > —26/0? and equation (B.19)
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for k=1,..., K and w > 0. The second inequality follows from that w € [0, M]. Similarly,

the following holds because z(w) > —20/c? for w > 0: For w € [0, M] and k =1,... K,

cr /: exp (/ws — (u) du) 7/’;—S)ds < i (B.21)

Note that for any positive real numbers a, b, we have that |a — b| < a + b. Combining this

with (B.20)-(B.21), we deduce that for w € [0, M],n>1and k=1,..., K,

o [ lesp ([ —an ) du) —exp ([ —o () du QNN (B.22)
/wl (/w ) </w )’ Pk 2

In addition, define

CMp = Sup
t1,t2€[0,w1]

exp < / t o () du) — exp ( / t () du> ‘

Since wy is a constant that depends on M, ¢ps ,, depends on M. Since z,, — x uniformly on
0, wq], cpmp — 0 asn — oco. Thus, there exists nq such that for n >ny and k=1,..., K,

€

. (B.23)

w1
ck/o cppMpds <

It follows from equation (4.51) that for n > nq, w € [0, M] and k=1,..., K

<| : 4
< ck/ exp —zp (u) du) — exp ( —x (u) du)‘ d
w w w Pk
w1 S S
< ¢y, exp (/ —xp (u) du) — exp (/ —x (u) du) M ds
w w w
o S S
+ ¢k exp —xp (u) du) — exp —x (u) du) ‘ M ds
w1 w w

w1 €
< Ck/() ey My ds + 3 <e.

The inequality in the third line follows from (B.19). The inequalities in the last line follow
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from equations (B.22) and (B.23). Note that ny is independent of w. Thus, jn,k — j:mk
uniformly on [0, M] for k=1,... K.
Next, we show that H, — H uniformly on [0, M]. Since z(w) > —260/0? and z,(w) >

—20/02 for n,w, it follows from (B.18) that for k=1,..., K, n>1 and w > 0,

~ Ckg2 / ~ Ck0'2 i
J:E’k(w) >+ ) supy(t) and Jmk(w) >+ ) sup ;. (t).
200 >0 200 >0

Thus, applying the mean value theorem to the function 1/ 219 yields the following: For
w>0,k=1,...,Kandn > 1,

= s ) — o)

) _(54+1)
< é ri. + ko su /(t) | Ty (W) — Ty g (w)]
=5 k 201 tzg Tk n,k x,k .

where jn’k(w) is between jmk(w) and jx,k(w). Substituting this inequality into equation

(4.52), we obtain that for w € [0, M],

\mwwﬂmMSAw AL (s)

2(J5n(9))° 20Ty 1(5))°

M K 5 Ck0‘2 —(5+1) ~ N
< /O ; 9 (rk + 20y, SuP’Ylé@)) |Jk,n(3> - Jw,kz(3>| ds.

t>0

Since jn,k — j%k uniformly on [0, M], the term on the right-hand side of the last line
converges to zero as n — oco. Thus, Hy, converges to H; uniformly on [0, M].

We end the proof of property (i) by showing that By — By uniformly on [0, M]. Tt follows

206



from (4.53) that for w € [0, M],

|Bn(w) - Bm(w” = Bn(@U)Bm(w)

Bn(w) Bx(’w)

= )i | [“exn | % (05w - [ Hwau) | as
_/wooexp {% (e(s—w) - ws Ha(u) duﬂ ds

= b)) | [ e (P Yo |- [y
—/Ooexp {—% SHx(u)du} ds

w w

The inequality follows by applying Jensen’s inequality for the absolute value function and

property (ii) that
Bn(w) < Bw) < B(M) and fy(w) < F(w) < H(M).

For any € > 0, there exits t; > M such that

/:O exp (M) ds = _29(7510—2—M) e (B.25)
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Substituting this inequality into (B.24), we have the following: For w € [0, M],

IN
VS
ey
Nt
o
<
S
©)
>
ko]
VR
)
=
»n
vl |
S
~~_

ds (B.26)

< (B(a))? /w " p (—29(; w>>
—/wooexp {—%/:Hx(u)du}
< (/B(M))Z/wt1 exp <@)

—/wooexp {—%/: Ho(u) du]

The second inequality follows from

2 S
exp (——2/ Hp(u) du) <1,
" Jw

and that |a — b| < |a| + |b]. The last inequality follows from (B.25). Note that the following

exp {—% /w " Ho(u) du}

ds +2 (B(M))?e.

holds: For w € [0, M],

[ e ()
< /wtl :

(B.27)

208



The first inequality follows from 6 < 0. Therefore, we have that exp(26(s —w)/o?) < 1. The
second inequality follows from the non-negativity of Hy(-). Since H, — H, uniformly on
[0,t1], there exists ny such that |Hy(w) — Hy(w)| < € for w € [0, 1] and n > ng. Therefore,

the following holds: For w € [0, M] and s € [0, t1],

o (2 [ - 00)| <o (252) 1 (20 1

Substituting this inequality and (B.27) into (B.26) yields the following: For w € [0, M],

et

)~ )l < (G0)? (e (251) = 1) 1+ 2(300) %

g

Note that the right-hand side of the inequality is independent of w. Thus, we have shown
that £, — (3, uniformly on [0, M].

Property (iii) follows from (4.51). To be more specific, we have that for w > 0 and
E=1,...,K,

o= o[ o) 0

/Ooexp (—B(w)(s —w)) ds

>r k—cksup
t>0 pk: w
=T — sup () = Jj,(w).
5( )k >0

Since B(w) > —20/02, any z € [B(w), B(w)] satisfies the condition = > —20/02. Thus, it
follows from property (ii) that jx,k(w) <y, for w > 0.

It follows from (4.52) that H,(w) is non-decreasing in w. It then follows from (4.37) that
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for w > 0,

i) = ([ exp | 5 006 - 0) = Halw)(s - )] ds)1
([ [Z0n- miwnn] o)
=~ 50— Hyw)

Rearranging the terms gives us that

) + (6~ Hofw)) >0, w0

We end the proof by showing property (iv). Note from equation (4.55) that H(w) — oo
as w — oo. Thus, it follows from (4.57) that §(w) — oo as w — oo. Combining this and
equation (4.59), we have that Jj.(w) — rp as w — oo. Thus, we have that j%k(w) — T} as
w — 00.

Since we have shown in property (ii) that Hy(w) > H(w) and that H(w) — oo, we have
that limy o0 Hy(w) = 0.

We then show that

lim Bz(w) + 32(9 — Hy(w)) = 0.

w—00 o

It suffices to show that for any € > 0, there exist positive constants wq such that

~

B (w) + %(e CHo(w) < e, w > wp.

It follows from Assumption 4 and Lemma 11 that

/
. ’Yk(w) Tk o
wlgr(l)ON—éf—é, k=1,....K.
2(Jp(w)) 2rk
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Thus, there exists w; such that

Substituting this inequality into equation (4.52) and letting Goo = E/i(:l f‘y}g / 27“2 yields the

following: For u > 0 and w > wy,

K
0< Hy(w+u)— Hy(w) < Z 7§u = 2{ool. (B.28)

k=1"k

Thus, it follows from equation (4.53) that for w > wq,

T
:/Oooexp :% <93—/ wa+u)du)} ds
= [Tew[ 3 (05— tatwrs - [(twrn - ) as w2
R R
/Oooexp %(05—}[35( )5 — Goos )] ds.

The inequality follows from equation (B.28). Note that §sos® < €s for s < €/Gno. Substituting

this inequality into equation (B.29), we have that for w > wy,

o

—at

LN /0 e/qooexp [32 (Qs—Hx(w)s—es)} ds -
B.30

Because lim; oo te = 0 for any a > 0, there exists ¢ such that

oo

€
texp (—A—t> <€ t>171.
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Because H;(w) — 0o as w — 0o, there exists wy > wy such that

2
3 (0 — Hy(w) —€) > t1, w > wo.

Thus, the following holds:

_% (0 — Hy(w) — €) exp (% (0 — Hy(w) —¢€) Ae ) <€, w > wo.

o doo

Substituting this inequity into equation (B.30), we have the following inequality:

€

Therefore, we conclude that for w > ws,

A

Br(w) < —%(0 — Hp(w) —€) [1 _

Taylor’s expansion of (1 —t)~! at t = 0 gives

1 N
—_— =14 —t h t 0,%).
T +(1—t)2’ where t € (0,1)

Because (1 — )2 — 1 as t — 0. There exists ¢ such that
(1—t)"t<142tfor 0<t<ty.

Moreover, since H;(w) — oo, there exists w3 > wg such that

€
0< <t9, w > w3.
T Hw) o

212

1 2 -1
B (w) - (—;(9 ~ )= E)) [1 =% (0 Hy(w) - 6)] , W= wa.

(B.31)



Thus, it follows that

€

<142
— 2 (0 — He(w) — ¢)

, W > ws.

Substituting this inequality into equation (B.31), we obtain the following

~

Bm(w) < -

(0 — Hy(w) — ¢) <1+2 ‘ )

2
o2
2
ﬁ(Q — Hp(w) —€) + 2¢, w > ws.

Rearranging the terms yields the following:

Bz (w) + %(9 — Hp(w)) < <% + 2) €, w > w3,

which completes the proof.
O

Proof of Lemma 11. Consider the equilibrium quantities (Gyy, J, H). Since H(w) > 0

for w > 0, it follows from equation (4.37) that for w > 0,

/woo exp {32 (Q(S—w) —/:H(u) du)] ds) B

Since Sy = W o By, it follows from property (i) of Lemma 10 that By (w) € [B(w), B(w)]
for w > 0. It then follows from property (iii) of Lemma 10 that Ji(w) € [J(w),r}] for
w>0and k=1,..., K.

It then follows from property (iv) of Lemma 10 that for k =1,..., K,
tin By (1) + (0~ H(w)) =0 and i Jy(w) = g

w—00 w— 00
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Proof of Lemma 14. It follows from equation (4.70) that for w > 0,

K /
" (w) = Y (w le—i — HYw _ 2 ()
s = ) (P = o) - 5 3
= 320w [ Blw) — 20 — 12 EK 7 (w)
) (Plw) - 50— 12w + =3
= (8w - S0 - @) + Pw)) 6500 + S5 w)ntw)
K /
57k(w) w
PR
K 5v; (w
= (-5 +etw)+ B0 53000 + S @8w) + 3 D5 w)
. 2 2 )T
where
cfw) = 5 ) — (0 — B w) + 25 = By () + 2.

Substituting (4.76) into 6’3(11)), we have that for w > 0,

~ 32 w w K
0 (w) = <_j_§ + c(w) + f(w) — %) Z ( 2,571 + i ( )) 95, (w).

Similarly, it follows from (4.71) and (4.76) that for w > 0 and k =1,... K,

5}k(w) :nk(w)éﬁ(w) + (—2—2 + c(w > )+ Zml
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Writing 5’B(w) and 0’;(w) in the matrix form yields the following: For w > 0,

AN (A4 cw)l + Bw)) | (w)
o () | 97, (W) |

Thus c¢(w) > 0.
We complete the proof by showing that limy—o ||| B(w)|||oc = 0. It follows from Lemmas

11 that Ji(w) — rj, as w — oo for all k. Note that there exists c;(w) € (0,1) such that

Tp(w) = ep(w) T (w) + (1 = ep(w) JE(w), k=1,...,K and w >0,

To see this we apply the mean value theorem to the function 1/ 2% and conclude that for

x1 < z9, and some T € (r1,xy) that

1 1 1) ( )
— = —=————(19 — 17).
1‘(15 xg (x)5+1

Recognizing that this equation and equation (4.81) have the same structure gives the result.

Thus, Ji,(w) — r}, as w — oo. Combining this with Assumption 4, we have that

/ =/
. ’Yk;(w) Vi . .
lim ((Jk(w))5+l_rg+1 =0 for k=1,...,K. (B.32)
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It follows from Lemma 11 that

lim A%(w) = lim (Tk — j,?(w)) =0for k=1,..., K. (B.33)

w—00 wW—00

In addition, it follows from Lemma 13 that there exist constants wg and M such that for
w = wo,

lgi(w)| < M, w>0 and i=0,..., K. (B.34)

Substituting (B.32)-(B.34) into (4.78)-(4.80), we have that for k =1,..., K,

W00 o2 W00 W00 W00

lim f32(w) (1 — ng(w)) =0 and lim [p(w)= lim mg(w) = lim ng(w)=0.

This gives that limy—eo ||| B(w)]||ec = 0.
O
Prior to proving Lemma 15, we introduce two lemmas that facilitate the proof of Lemma 15.

Lemma 43. [98] Let m > 0 be an integer. For any A < o, there ezists a constant C' such

that fort >0, tMeM < Ce,

Lemma 44. Let &(-) be a nonnegative continuous function. In addition, A and B(t) are
(K +1) x (K 4 1) matrices that satisfy the following: First, the entries of B(t) are functions
of t such that limi—oo|||B(t)|||cc = 0. Second, I is the (K + 1) x (K + 1) identity matriz.

Lastly, A is an upper triangular matrixz of the form

0 by --- by
- 00 --- 0
A=al + ,
0 0 0
where a > 0 and by,...,bg are constants. Then, there exist positive constants C', € and k
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such that if |||B(t)||lco < € for t € [t1,t2], the following holds: If y(-) is a solution to the

following system of ODFEs:

(1) = — (A v B(t) + é(t)]) y(t), (B.35)
then the solution y(-) satisfies the following inequality?

y(t2)llo0 < Clly(tr)lloce™ 2710, (B.36)

Proof. Let ®(t) denote the matrix-valued function defined as follows: For t > 0,

0 byt - byt
t 0 0 --- 0
@(t):exp{—/ (a+5(s))ds} I+
0
0 0 0

It is immediate to see that ®'(t) = —(A + &(t)I)®(t) for t > 0.
We then derive an equation that characterizes y(t) in terms of ®(t). We write y(t) as
y(t) = ®(t)z(t) for some function z(t), t > 0. Substituting y(t) = P(t)z(t) into equation

(B.35), we have that

O (£)2(t) + (1) (1) = —(A + (1)) D(t)2(t) — Bt)D(t)2(t). (B.37)

2. This lemma is a modified form of the Poincare-Lyapunov Theorem. In Poincare-Lyapunov Theorem,
y(t) satisfies ¢/ (t) = —(A+ B(¢))y(t). The proof of this lemma is modified from the proof of Theorem 7.1 in
Verhulst [106].

3. In fact, the columns of ®(t) are linearly independent solutions to the linear system y/(t) = —(A +
é(t))y(t), t > 0. Thus, ®(¢) is a fundamental matrix of this linear system and the general solution of this
linear system can be written as {®(t)c: c € RE+1}.
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Substituting ®'(t) = —(A + &(t)I)®(t) into equation (B.37), we obtain that
d(t) (t) = —Bt)®(t)2(t) = —B(t)y(t). (B.38)

Note that ®(t) is invertible. Multiplying both sides of equation (B.38) by ®~1(¢) and inte-

grating 2/(t), we have the following equation: For any to > t1 > 0,

to

2(ty) = =(t) — / () B(s)y(s) ds.

3]

Multiplying both sides of the equation by ®(t9) and substituting z(t;) = ®~1(¢1)y(t1) into

the equation, we obtain that

t2

y(ta) = (t2) @ L (t1)y(t1) —/t O(t)®@ 1 (s)B(s)y(s) ds, tg > t1 > 0.

Taking the norm for both sides of the equation yields the following: For t9 > t; > 0,

to B
ly(t2)lloo < @ (E2)D " (t1)]oolly(t1)]]oo +/ 11®(t2)@ ()0l B(5)l[ 00| [y(5) |0 ds.

i1
(B.39)
We calculate ®(t9)®~1(s) as follows:
0 bi(t2 —s) bi (ta — s)
1 t2 B 0 0 0
D(tg)d™ " (s) = exp {—/ a+ é(u) du} I+
S
0 0 0
Therefore, the norm of ®(t9)® ! (s) satisfies the following:
1 2 =
[||®(t2) P (s)]|loo < |exp (—/ (a+ ¢(u)) du) 1+ Z bp(to —s) | . (B.40)
y k=1
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Since ¢(t) > 0 for ¢ > 0, the following holds: For to > s > 0,

exp (— /s ® o) du) ‘ < emolts),

Substituting this inequality into (B.40), we have the following:

1@ (t2)D " (8)][]o0 < e 1279 [ 14 Zbk ty — )
It follows from Lemma 43 that there exists a constant C such that
@ (t2) @ (5)]||oo < Cre (2752,
Substituting this inequality into equation (B.39), we obtain the following: For t9 > ¢ > 0,

to 5
ly(t2)]]oo < Cre= 27172y (t1)] |00 + i C1l|B(t)][|ooe™ 2792 |y (s)| oo ds.  (B.41)
1

Let eg = a/4C1. Since limy_yq ||| B(t)]||oo = 0, there exits o such that for t > g, ||| B(t)]]|cc <
€0 Let t1 and 9 be constants such that to > t1 and |||B(t)|||cc < €g for t € [t1,t9]. Thus,

we have that

t21
ly(t2)llse < Cre™ @~ y(11) oo + [ Jac 202 y(s)] | ds.
1

Multiplying both sides by exp(a(tg — t1)/2), we obtain that
po(t2a—t1)/2 21 a(s—t1)/2
[y (t2)lloe < Cilly(ti)lloo + t 79" |y (8)lloo ds, 2 > 1 = to.
1

Applying Gronwall’s inequality [Lemma 1.2.1, 76] to the function ealt=t1)/ 2| |y(t)||oo, we have
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that

22y (t2)loo < Crlly(tr)llooe™ 2V, 1 > 11 > 1o,
Multiplying both sides by exp(—a(ty — t1)/2) and letting x = a/4 > 0 yields the following:

1y(t2)|loe < C1lly(t1)|lsce™ 271 1y > 11 > 1.

]

Proof of Lemma 15. We prove this lemma by contradiction. Suppose the solution z(-)
to equation (4.82) satisfies both z(t) # 0 for t > 0 and z(t) — 0 as t — oo.

Note that the matrices A, B(-) and the function &(-) satisfy the conditions in Lemma
44. Let C, k and € be the constants in Lemma 44. In addition, let ¢y be a constant such
that ||| B(t)|||ec < € for t > tg. The constant t( exists because lim; o0 ||| B(t)]|]oo = 0. Let

t1 = tp. In addition, let t9 > ¢ be a constant such that

et < = and la(ta)lloo < Ila(t1)]loo/2 (B.42)

N | —

The second inequality follows from the contradiction assumption, z(¢) — 0. Therefore, for
tg large enough, the second inequality holds. To facilitate the proof, let y(t) = z(t] +t9 —t)

for t € [t1,t2]. Note that y(t) is a solution to the following initial value problem:
y'(t) = —(A+ ety +ta— )+ Bty +to —1))y(t) and y(t1) = z(ta).

In addition, note that |||B(t] + to — t)|||cc < € for t € [t1,t9]. Thus, it follows from Lemma

44 that y(-) satisfies (B.36). Then it follows from (B.36) that

llz(t1)llso = [1y(t2) oo < Clly(tr)|loce 2710,
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Combining this inequality and (B.42), we obtain the following:

—ki(to— 1 1 1
[lz(t1)lloe < Clly(tn)lloce™ "2~ < Zly(t)lloe = Fllat2)lloo < Zlla(tn)lloc:

This inequality holds only if x(¢;) = 0. This contradicts the assumption that z(¢) # 0 for

t > 0. Thus, we must have that z 4 0 as t — oo.

B.1.3  Proof of the Results in Section 4.2

Proof of Corollary 12. It follows from equation (4.47) that for w > 0,

0-f ot
2 507, (w)P
Recall from Assumption 4 and Lemma 11 that for £k = 1,... K, limy— fyllg(w) = :yllﬂ and

limqy 00 Jj(w) = rg,. Thus, we have that

K _
o H () = S

K
H
im 2@ ) = Sk

T—00 X T—00

Therefore, it follows from Lemma 11 that
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Proof of Lemma 16. We first construct a truncated equilibrium using the auxiliary func-
tions and lemmas in Appendix B.2. Let By (w) = foow and Jy(w) = rj, for k = 1,..., K
and w > T. In particular, By (T) = BooT and Ji(T) = rj, for k = 1,..., K. Note that
(B (T), J(T)) € A where A is defined in (B.69) for a large T4 We also let H(T) =
Cr(Byw (T), J(T)). The value H(T) is well-defined because (p(-) is well-defined in A; see

Lemma 50. In addition, we define the quantities in the truncated equilibrium as follows:
(B (s), I (), H(s)) = 0" (T = 5 Xp), s € [0, 7], (B.43)

where Xo = (B (T), J(T), H(T)) and the function ¢ is defined by the solution of the initial
value problem given in Lemma 46.

We first show that (Byy(s), J(s), H(s)), s € [0, T] satisfies the conditions in Definition 5.
The first condition is satisfied by construction. In addition, it follows from Lemma 46 that

the following holds: For s € [0,7T] and k =1,..., K,

Bly(s) = —fd (T = 5,6(T — s; T, Xp)),
Ti(s) = = (T = 5,¢(T — s; T, Xy)),

H'(s) = — k(T = 5,6(T — 5;T, Xo)),

where fI'() is given in (B.50)-(B.52), i = 0,1,..., K + 1. Note that (By/(s), J(s), H(s))
satisfies (4.45)-(4.47) by comparing the right-hand side of (4.45)-(4.47) to that of (B.50)-
(B.52). In addition, it follows from (B.70) that

H(0) = ¢, (T; Xo) = 0.

Thus, (4.50) holds as well. Since both conditions hold, (By(s), J(s), H(s)), s € [0,T] is a

4. We approximate the equilibrium with a truncated one with large T. Thus, we can assume that T is
large enough such that this condition is satisfied.
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truncated equilibrium.

Next, we prove the uniqueness of the truncated equilibrium by showing that the only
quantities satisfying the two conditions in Definition 5 are (By(s), J(s), H(s)), s > 0. To
be more specific, for any given equilibrium quantities (B%,(s), JV(s), HY(s)) that satisfy the

two conditions in Definition 5, s € [0, 7] we show that the following must hold:

A

(B%(5), J°(s), HO(s)) = (B (s), I (s), H(s)), s € [0,T].

To facilitate the proof, denote Xy = <BI(/)V(T)’ JUT), HY(T)) and let ¢ = (¢g, ..., Pr41)

denote the function as follows:

o(s) = (BY (T — s), JUT — 5), H(T — 5)), s € [0,T). (B.44)

It follows from the second condition in Definition 5 that (BI(}V(S), JV(s), H(s)), s € [0,T]
satisfies (4.45)-(4.47). Note that HY(s) > 0 for s € [0,7]. Thus, the []* in (B.50) is
immaterial. It is immediate that ¢(s) satisfies (B.53) with the initial value Xg. Thus, it

follows from Lemma 46 that

b(s) = ¢ (s; Xg) for s€[0,T). (B.45)
In addition, the following holds:
Ofc1(T: Xo) = b1 (1) = H(0) =0,

where the last equality follows from Definition 5 that HY(0) satisfies (4.50). It follows from

(B.70) and Lemma 50 that
HT) = ¢r(By (T), JU(T)).
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In addition, it follows from the first condition in Definition 5 that
BY(T) = B (T) = BooT, and JUT) = Ju(T), k=1,..., K. (B.46)
Thus, the following holds:
H(T) = ¢r(Bw (T), J(T)) = H(T), (B.47)

where the last equality holds by the construction of H(7T'). Therefore, we conclude from
(B.46)-(B.47) that Xy = Xq. It follows from (B.45) that ¢(s) = ¢ (s; Xg) for s € [0,T7].
Thus, it follows from (B.43)-(B.44) that for s € [0, T,

N ~

(B (), 7(s), HO(5)) = &' (T = 5; Xo) = $(T — ) = (B (s), I (), H(s)).

O
Proof of Lemma 17. It immediate from (4.87)-(4.89) that if (for k =1,..., K),
By (w+A) > B2, (w+ A), JhHw+A) > J2(w+A) and H'(w+A) > H*(w + A),
then the following holds:
By (w) > B3, (w, JH(w) > JE(w) and H'(w) > H*(w). (B.48)

Note that we start with the initial values such that (For k =1,..., K))

~

By (T) = BE(T), JUT) = JA(T) and HY(T) > H*(T),

By applying the inequality (B.48) inductively from the terminal time 7', we conclude that
HY(0) > H%(0).
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B.2 Auxiliary Technical Lemmas and the Proof of Lemma 13

This section proves Lemma 13 which characterizes the relationship between 0 5, 0 7 and og.
We prove this lemma in three steps. First, we construct an auxiliary function ¢"(-) and
characterize its properties in Appendix B.2.1. Second, we focus on a restricted domain of
¢"(-) and provide further properties of (*(-) in Appendix B.2.2. In particular, we show
that the partial derivatives of ("(-) on the restricted domain are bounded by a constant
for w bounded beyond a constant wg. Finally, we show that (“(-) characterizes H(-) in
terms of BW() and J(-) in Appendix B.2.3. Appendix B.2.4 proves Lemma 13 using the
characterization in Appendix B.2.3 and the properties of (*(+) provided in Appendices B.2.1
and B.2.2. Appendix B.3 provides a detailed roadmap showing how the proof of Lemma 13

is built up.

B.2.1 The Auziliary Function (*(-)

This section defines a function ¢%(-) which characterizes H(w) in terms of By (w) and J(w).

To facilitate the analysis to follow, define the open set Z as follows:

K
20 ) O'2 / K+2
IT=|——F, c0] X r. +c supv.(t), . | x RCR . B.49
( 2 k|=|1 ( kg, Sup (1), T (B.49)
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In addition, fix w > 0 and define a vector-valued function F* = (fy’, f1’,... ,f}g+1) :

[0,00) x T — RE+2 as follows: For t € [0,w] and X = (zq,...,7x41) € Z, let

2
féu(th) = =20 |fa) + §<9 o ‘T}r{+1) ) <B50>
(w—t
fg(t,X):—ckM—i-xo(rk—xk), k=1,... K, (B.51)
Pk
K
ilw — 1)
= 2(xi)
where 7 = max(z,0). We define a system of ordinary differential equations using the
function F" as follows: For ¢ € [0, w],
X'(t) = F"(t,X(t)) with X(0) = Xj. (B.53)

The following lemma shows that the solution to (B.53) never leaves the set Z provided that
it starts in the set Z. This lemma facilitates the proof of Lemma 46, which shows that if the

initial value X € Z, then the solution to (B.53) is unique.

Lemma 45. Fiz w > 0 and let X(t) = (xo(t),z1(¢),...,2x51+1(t)) denote a solution to
(B.53) on [0,tg]. If Xo = (zg,x1,...,xx11) €L, then X(t) € T fort € [0,tg]. In addition,

lim,_,— |zo(s)] < 0o and lim,_,;— |vx11(s)] < oo fort € [0,%g).

Proof. The solution to equation (B.50) is given as follows: For ¢ € [0, tg],

(B.54)

Note from (B.54) that zo(t) > 0 because z¢ > —20/¢% > 0. In addition, the following holds:
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For t € [0, to],

1 1 t 2 t t 2
) 20 = @i (s)d (0w, (W) du ) d
xo(t) x0 eXPp </O 0—2( xK-H(S)) S) +/() exp </5 0_2( $K+1(u)) u) s
1 20t t 2
< x—oexp (?) —l—/o exp {?H(t — 5)1 ds

P AN 0\ _]_ o
29 “P\ 52 ) Tog [P 52 o

where the last inequality follows from the assumption that z¢ > —260/ o2 > 0. Thus, we have

that zq(t) > 20/ for t € [0, tg].

The solution to equation (B.51) is given as follows: For k =1,..., K,

£ (t) = 73 exp ( /O L ls) ds) + /O e ( /S L o) du) (rkxo(s) _ cﬂ/;is)> ds.

Therefore, the following holds: For k =1,..., K and t € [0, tg],

(1) > a2y exp (/Ot —20(s) ds> +rg /Ow exp (/; _zo(w) du) 2o(s) ds
~epsup 7’;;8) /0 . ( /5 L o) du) ds
> 24 exp (/Ot —so(s) ds> Tt {1 ~exp (/Ot —eo(s) ds)}
- asup 75;(:) /0 ! _209(2  exp < /S o du) ds

= T}, €xXp (/Ot —x0(s) ds) + <7“k; + CZZQ sup 7’/215)> {1 — exp </Ot —20(s) dS)}

%02 sup 72(3)
20 s>0 Pk

>rp+

(B.56)

The second inequality follows from z(s) > —26/02. The last inequality follows from the
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assumption that

In addition, it follows from (B.55) that for t € [0,¢g] and k =1,..., K,

i (t) < zp, exp (/Ot —x0(s) ds) +r /Ot exp (/t —zg(u) du) 2o(s) ds
= 1}, exp (/Ot —0(s) ds> +rp [1 ~exp (/Ot —0(s) ds)

where the first inequality follows from c¢; > 0 and the last inequality follows from the

(B.57)
< Tk,

assumption that x(0) < rp for k =1,..., K. Thus, we conclude that X(¢) € Z.
We complete the proof by showing that lim,_,,— |zg(s)| < oo and lim,_,,— [xx11(s)| < o0

for t € [0, tp]. Substituting (B.56)-(B.57) into (B.52), we obtain the following: For ¢t € [0, tg],

/ —_—
TR41— / %(w U) du < xK—l—l(t) < TK+1— / Z %—> du.

=1 2 (ri + ¢io? SUPg>( 7y, (5 )/20pk) 2(r;)°

This inequality gives that lim,_,,— |z 1(t)| < oo for t € [0,tg]. Denote

T(l) =Tg41 — — 5 du

By substituting x g 1(t) < Z(t) into (B.54), we obtain that for ¢ € [0, t¢],

1

2o(t) < Lio exp (/Ot %(9 - (x(s))+)ds) + /Ot exp (/St %(9 - (x(u))+)du) ds} e

Since we show that zq(t) > —20/02, it is immediate that lim, ., |zo(t)] < oo for t €

[0, o). 0

Lemma 46. Fizing Xog € Z and w > 0, there ezists a unique solution ¢"(t; Xg) : [0,w] —

RE*2 4o the initial value problem (B.53).

Proof. Note that f;“(-) is continuously differentiable and thus locally Lipschitz continuous
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on (t,X) € [0,00)xZfori=1,...,K+1. Fixtg >0, Xg € Z and € > 0. Then the following

holds: For X' = (x%,x’i,...,foH) and ' such that || X’ — Xg|leo < € and [t — tg| < e,

= |z} {x%—l—%(@—(xfﬁ_l)ﬂ — [x3+%(e—(x§(+l)+)”
< |z} {x(lﬂr%(e (ek1) )| — [x%JF%(e— (rx1) ") ‘
+ o2 P%%(e (hes)™)| - a2 [x3+%(e (2 )) ‘
< I+ aB)ab ~ ) + | 56— (ko) ) ab o)
e 28 (o) - )]

< 2(x0 + )|ag — zp| + g — |

50— a1+

2(xg +€)| 1 2
o2 ‘xKH_wKH‘
2(xo + €
< (2<xo+e>+ 2wt )>|\X1—X2Hoo-
o

S0~ Gexega + )

The first two inequalities follow from the inequality that |a — b| < |a| + |b] for a,b € R.
The third inequality follows from || X? — Xg||so < € and |a* — bT| < |a — b| for a,b € R.
Thus, the function fy’(-) is locally Lipschitz continuous as well. In sum, F*(-) is locally
Lipschitz continuous. Thus, it follows from the Picard Existence-Uniqueness Theorem that
for X € Z, there exists ex > 0 such that the initial value problem exists and is unique on
[0, ex]; see Theorem 1.3.1 in Kong [76].

We fix X and extend the solution to the maximal interval of existence of a solution. Let
X(t), t > 0 denote a solution to (B.53). It follows from Lemma 45 that X () never reaches
the boundary of its (open) domain Z in finite time. Thus, it follows from Theorem 1.4.1 in
Kong [76] that the solution to (B.53) exists on [0,00). In addition, since F"(-) is locally
Lipschitz continuous, the extension of the solution to [0, 00) is unique; see Theorem 1.4.1 in
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Kong [76] as well. In particular, the solution to (B.53) exists and is unique for ¢ € [0, w] and

Xo € Z. We let ¢ (t; Xg), t € [0, w] denote the solution. O

We call the function ¢%( - ; X() the flow associated with (B.53). The flow ¢"( - ; Xy)
emphasizes the dependence of a solution on the initial value Xj. To facilitate the analysis
to follow, let ¢} denote the (7 + 1)th coordinate of ¢ for i =0,..., K + 1. In other words,

we can write ¢ as

gbw = (¢60a ’iU’ s 7¢%7¢%+1)‘

In addition, let DF™(-) be the Jacobian matrix of function F(-). The following two lemmas
guarantee the smoothness of ¢ and characterize its dependence on the initial value.

Lemma 47. [Page 149, 63] If FY(-) is continuously differentiable, ¢"(t; X) is contin-
uously differentiable. That is, 0¢;’/0t and 0¢}’/Ox; evist and are continous in t and

X = (zg,...,2x41) fort € [0,w] andi,j=0,..., K + 1.

Lemma 48. [Page 152, 63] Fiz w > 0 and Xg € Z. Given Uy = (ug, ..., ufg+1) € RE+2

let U(t; Up) be the solution to the following linear differential equation:
U'(t) = DF™(t,¢" (t; Xo))U(t) with U(0) = Uy.

Then the partial derivative ofaqb;-”/(()xj satisfies the following relationship: Fori =0,1,... K+

1 and t € [0, w],

K+1

0o¥ (t; X
Z %U‘j = u;(t; Vo), (B.58)
=0 O

where u;(t; Uy) is the (j + D coordinate of U(t; Up)®.

We use Lemma 48 to characterize the monotonicity of ¢ with respect to the initial

value, which leads to the following lemma.

5. Hirsch et al. [63] states this lemma in the vector form.
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Lemma 49. Fizw > 0 and suppose that the initial value Xo € I is such that ¢ | (w; Xo) =

0. Then the following holds: For t € [0, w],

(i) ¢ 41(t Xo) 2 0.

(11) % (t; Xg) is continuously differentiable.

(iii) 09 (t; Xo)/0xj >0 fori,j=0,1,..., K + 1.
(v) 0¢% 1 (t; Xo)/Org 1 > 1.

Proof. Fix w > 0. We first show (i). It follows from Lemma 45 that ¢ (t; Xo) € Z, t € [0, w].

Thus, the following inequality holds: For t € [0,w] and k =1,..., K,

2
CL.O
o), (t; Xo) > ) + 2]; sup y,(s) > 0,
Pk s>0

where the last inequality follows from Assumption 5. Therefore, it follows from (B.52) and
Yi(t) > 0 (for ¢ > 0) that ( %Jrl)’(t; Xo) = [t (8, 8% (X)) < 0 for ¢ € [0,w]. In other
words, ¢%- +1(75; Xp) is decreasing in t for ¢t € [0, w]. Thus, it follows from the assumption
¢%_ (w; Xo) = 0 that ¢% | (t; Xo) > 0 for t € [0, w].

Since ¢f (t; Xo) > 0 for ¢t € [0,w], the [ - ]T function in (B.50) is immaterial. Thus,
FY(t, ¢(t; X)) is continuously differentiable in both arguments for ¢ € [0, w]. Tt follows from
Lemma 47 that ¢"(¢; X() is continuously differentiable for ¢ € [0, w], which gives (ii).

Next, we use Lemma 48 to show (iii). Let U(t;ej) = (ug(t;ej), ui(t;e5), - .., ugy1(t;e5)),

t € [0, w] be the solution to
U'(t;ej) = DFY(t, ¢}’ (t; X0))U(t;¢;) with U(0;ej) =¢j for j=0,1,....K+1, (B.59)

where e; is the (K + 2)-dimensional vector with 1 in the (j + 1)t component and zeros
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elsewhere. It follows from Lemma 48 that

96" (t; Xo)

o = u;(t;e;), t € [0,w] and 4,57 =0,1,..., K +1. (B.60)

Thus, proving property (iii) is equivalent to showing that u;(t;e;) > 0 for ¢t € [0,w] and
1,7 =0,1,..., K + 1. To show this, we first look at the properties of the Jacobian matrix
DF™(-). To be more specific, it is easy to show that the signs of the entries of DF"(-) are

given as follows:

i\j 0 1 2 3 K K+1
o [? 0o 0 o 0+ |
1 + — 0 O 0 0
. [(5’fzw) ] 2 + 0 — 0 0 0 .
sign = .
%5 ) ic01.. K+1 3|+ 0 0 - 0 0
K 0O 0 O — 0
E+1010 + + + -~ + 0 |

The sign of Of( (¢, X (t))/0x¢ is unknown, 0 1 (t, X(t))/0r k41 = 0, and all other diagonal
entries are negative. The essential observation for the proof is that all the off-diagonal entries
are nonnegative. This observation will play a critical role to show that w;(t;e;) > 0 for

t € [0, w]. Define t( as follows:

to = inf{t € [0,w] : u;(t;e;) <O for some 4,5 =0,1,...,K}. (B.62)

To show that u;(t;e;) > 0 fort € [0,w] and 4, j = 0,1,..., K, it suffices to show that ¢y = w.
We show this by contradiction. (We assume by convention that ¢y = w when wu;(t;e;) > 0

for all ¢ € [0,w].) Suppose tg < w. To facilitate the proof, we first derive the inequality
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(B.65). Note that the following holds by definition of tq: For ¢ € [0, to):
wilt;e) >0, 4,7 =0,1,..., K +1. (B.63)

Denote X (t) as X(t) = ¢"(t; Xo) for t € [0, w]. It follows from (B.59) that for ¢ € [0, %] and
i j=0,1,...  K+1,

o1V (1. X (1)
uitsey) = L D i) 4 5 Py ey
(3

k#i (B.64)

off(t, X(1))
> Zﬁ—a:iui(t; ej),

where the inequality follows from equations (B.61) and (B.63). In particular, the non-

diagonal entries of DF are nonnegative. Then it follows from this inequality immediately

that the following holds: For ¢t € [0,¢p] and i,7 =0,1,..., K + 1,

)

— exp (— /Ot %j(s))ds) (—Ww(t; ej) + wj(t; ej)) > 0.

Integrating the left-hand side of this inequality over [0, ] yields the following: For t € [0, ¢(]

and 4,5 =0,1,..., K+ 1,

LOFW(g X
exp (—/O %@ﬁg))ds) ui(t; €j) — Ui(();@j) >0,

where the inequality follows because the derivative of the left-hand side is nonnegative as
we just show. By rearranging the terms, we obtain the following: For ¢ € [0,%y] and 7, j =
0,1,...., K +1,

! w ds) . (B.65)

uiltieg) = uiegyexp ([ 2

We next discuss all possible combinations of ¢ and j (that arises in (B.62)) and show that
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there exists eg > 0 such that u;(t;e;) > 0 for ¢ € [tg, g + €2]. This contradicts the definition
of tg. Some cases are discussed first because the discussion of other cases depend on their

properties. The following table summarizes the indices of cases that discuss each combination

of 7 and j.
i\j 0 1,....K K+1
0 Case 1 Case 3 Case 4
Case 1 if i = j;
1,...,K | Case 5 Case 6 if i £ j Case 7
K+1 | CaseS8 Case 2 Case 1

Table B.1: The indices of cases that discuss each combination of ¢ and 3.

e Case 1: i =35 €{0,1,..., K + 1}. Since u;(0;¢;) = 1, it follows from equation (B.65)

that for ¢ € [0, tg],

w;(t;e;) > u;(0; ;) exp (/Ot Wdu) > 0.

In particular, u;(tg; e;) > 0. It follows from the continuity of w;(+;e;) that there exists

€1 > 0 such that u;(t;e;) > 0 for ¢ € [tg,tg+€1] and : =0,1,..., K + 1.

e Case 2: i=K+1,j=1,..., K. It follows from (B.61) and (B.59) that

K
Of 1 (to, X(to)) 041 (X (u)
g (tosej) = ]; o u(tos ej) = Tjuy‘(to;@j) > 0.

(B.66)

The first inequality follows from (B.61) that df} ;/0x) > 0 and the definition of ¢
that uy(tg; e;) > 0. The last inequality follows from Case 1 that u;(tg;e;) > 0. In the
proof of property (ii), we show that F"(¢, X) is continuously differentiable in both ¢
and X. Therefore, DF'"(t, X) is continuous in both ¢ and X. Since X(¢) and U(t)
are differentiable, the right-hand side of (B.59) is continuous in ¢. Thus, u/, L(teg)is

continuous in ¢t. By the continuity of u’K+1(t; e;) and (B.66), there exists 0 < €3 < €1
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such that ug1(t;ej) > 0 for t € [tg,fp + e2]. Therefore, the following holds: For

t € (to,to + €2],

t

ug +1(t;e5) = ug11(to; e5) +/t uiK_H(u; e;)du >0, (B.67)
0

where the inequality follows from the assumption that ugq(tg;e;) > 0.

Case 3: i =0,j =1,..., K. It follows from (B.59) and (B.61) that for ¢ € [tg, to + €3]

_ Ofg(t, X(1))
B oz

Ofg’'(t, X(1))
Or 11

Ofy’(t, X (1)

Oro ug(t; ),

ug(t; e;) ug(t; ej)+

ug+1(tiej)ds >

where the inequality follows from (B.61) and (B.67). This inequality is equivalent to
(B.64) for i = 0. Repeating the same steps to get (B.65), we have that the following

holds: For t € [tg,tg + €2],

/t 0fg (u, X (u))
t

> .
e du) >0, (B.68)

ug(t; ej) > ug(to; e;) exp (
0

where the last inequality follows from the definition of ¢y that ug(tg;e;) > 0

Case 4: i =0,j = K + 1. It follows from (B.59) and (B.61) that for ¢ € [tg, tg + €1],

afg (t, X (1))
ox(
S X (1)

B ox(

afg (t, X (1))

t.
rr ugy1(tiexi1)

up(tieferl) = ug(t;eg+q) +

ug(t;ex+1),

where the inequality follows from the discussion of Case 1 that up . 1(¢;ex 1) > 0 and
(B.61) that 0fy’(t; X(t))/0xk 41 > 0. Repeating the same steps to obtain (B.65), we

obtain the following inequality: For t € [tq, to + €1],

LY (u, X (u
ug(t; ex+1) = uo(to; € 41) exp (/ de) > 0.
to Zo
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Case 5: i =1,...,K,j =0. It follows from (B.59) and (B.61) that for ¢ € [tg,to + €1],

of(t, X(t))
0xg

af"(t, X(t)) afi(t, X(t))

w(tse0) = gt e0) + gt eg) > TSt )
2 2

where the inequality follows from the discussion of Case 1 that ug(t;ep) > 0 and (B.61)
that 0f"(t, X(t))/0xo > 0. By applying the same steps to obtain (B.68), we conclude

that w;(t;eq) > 0 for t € [tg, tg + €1].

Case 6: 4,5 = 1,...,K and i # j. It follows from (B.59) and (B.61) that for t €

[to, to + €3],

ofi"t, X (1))
oz

afi"(t, X (1)) afi"(t, X (1))

ui(tyej) = ug(t;ej) + ﬁ—xiui<t; ej) > Tui(t; ej),

where the inequality follows from Case 3 that ug(t;e;) > 0 for t € [tg,tg + €] and
(B.61) that 0f/“(t,X(t))/0r9 > 0. Repeating the steps to get (B.68), we conclude

that u;(t;e;) > 0 for t € [tg, to + eo].

Case 7: i = 1,...,K,j = K + 1. it follows from (B.59) and (B.61) that for ¢ €
[to. to + €1,
of"(t, X (1))
! t: — 7 )
UZ( 7€K+1) 8$0

OFY(t, X (t
> %i())uz'(t;efﬂl%

af’(t, X(t))
up(t;egq1) + ———5—— o w;i(t; err41)
1

where the inequality follows from the discussion in Case 4 that ug(¢;ex 1) > 0 for
t € [to,to + €1] and (B.61) that 0f"(t, X(t))/0xg > 0. Repeating the steps to get

(B.68), we conclude that u;(t; e 1) > 0 for t € [tg,tg + €1].

Case 8: i = K + 1,7 = 0. It follows from (B.59) and (B.61) that for t € [tg, to + €1],

K
Of 41 (t, X (1))
“/K+1(t? eo) = Z +
k=1
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where the inequality follows from (B.61) and Case 5 that uy(t;eq) > 0 for t € [tg, o +
€1]. Integrating both sides of the equation yields the following inequality: For ¢ €

[to,to +-61],

ugc+1(t;e0) = ug11(to; €o) ug (us eg) du > 0,

/ 3fK+1(u X(u))

where the inequality follows from ug 1(tg;ep) > 0.

To sum up the discussion above, we conclude that w;(t; ej) > 0 for t € [tg,tg + €3], 1,7 =

0,1,..., K + 1. This contradicts the definition of ¢3. Thus, we conclude that for ¢t € [0, w],

99 (t; Xo) _

witie;) >0, 4§ =0,1,..., K + 1.
ax]

We complete the proof by showing (iv). In particular, it follows from (B.59) and (B.61)

that: For t € [0, w],

a¢uJ t;)( af U/)(
% = ugy1(tiextr) = 1+/ Z KH & ))uk(US er1) du > 1,
K+1

where the last inequality follows from property (iv) that ug(u;ep 1) > 0. O

Fixing w > 0, we next define a function ¢"(-) implicitly using the flow ¢*. We will show
in Appendix B.2.3 that the flow ¢ characterizes the evolution of the equilibrium quantities
(Bw,J, H). The function ¢¥(-) defined immediately below characterizes H(w) in terms of

By (w) and J(w) for a fixed w; see Appendix B.2.3. To facilitate the analysis to follow, let

20 o2
(B) i (aonmion) o

k=1 t>0
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Fix w > 0 and (5, J) € A, then ("(3,J) is the value such that the following holds:
¢f 1 (w; Xo) =0, where Xo = (3, J,¢"(8,J)). (B.70)

The following lemma provides some useful properties of (% (-).

Lemma 50. The function ¢ : A — R is well-defined for w > 0. That is, there exists
a unique value (B, J) satisfying (B.70) for w > 0 and (5,J) € A. In addition, (" is

continuously differentiable for w > 0.

Proof. Fix w > 0 and (8, J) € A. We need to show that there exists a unique 1 such that
CY(pB,J) = n satisfies (B.70). We first show that there exists a such 7. It follows from

Lemma 45 that for ¢ € [0, w]

2
o
oY (t: Xo) € | rp + c.——supvi(t), . |, k=1,..., K.
i (6 Xo) k kzepktzo’m() k

By substituting ¢;(t; Xo) < 7 into equation (B.52), we obtain the following: For any

XO = (xo,xl,...,x[(+1) GI,

v e~ i — 1)
Px41(w; Xo) < g 1(0) —/0 > ZQ(TT dt
k=1

w K
=z 11(0) — /0 > ;];—S))a dt = ¢ 41(0) — H(w),
k=1

where H(w) is given in (4.55). Similarly, by substituting ¢}’ (¢; Xo) > TR0 Sups>0 7. (5)/20p5,

into equation (B.52), we obtain that ¢%- | (w; Xo) > 2x11(0) — H(w) where H(w) is given

in (4.56). In sum, the following holds: For any Xg = (zg,1,...,2x11) € Z,

v 41(0) — H(w) < ¢, (w; Xo) < 25 11(0) — H(w).

Thus, by substituting X = (3, J, H(w)) and X = (8, J, H(w)) into this inequality, we



obtain the following two inequalities, respectively:

¢%+1 (’LU; (/Ba Jv H(w))) Z 0 and ¢1I%-|-1 (w; (ﬂa J,ﬂ(w))) S O

By the continuity of ¢%- e there exists n such that

Sfey1(wi (B,J.m) =0, n € [H(w), Hw)]. (B.71)

It follows from property (iv) of Lemma 49 that ¢% +1(w; (8, J,m)) is strictly increasing in 7.
Therefore, such 7 satisfying (B.71) is unique. Thus, ¢("(+) is well-defined.
Since ¢%- Jr1(w; (8, J,m)) is continuously differentiable by Lemma 49, ¢*(/, J) is contin-

uously differentiable by the implicit function theorem; see Theorem 9.28 in Rudin [96]. [J

The rest of this section provides auxiliary properties of the function ("(-). The following
lemma provides equations that characterize the partial derivatives of ("(+) in terms of the

partial derivatives of the flow ¢™.

Lemma 51. Fiz w > 0 and (8,J) € A. Let Xg = (8,J,("(B,J)). Then the following
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holds: For k=1,...,K and s € [0,w],

9¢* (8, J)
op
96"~ (B(s), J(s)) 08f (s: Xo) i CU(B(s), J(5)) Y (5:X0) 6%, (5 X0)
ap 0xg P dJ; 0x 0x(
0C"~*(8(s). J(s)) 0 (5 Xo) | §: A (8(s), J(s)) 06% (5 Xo) 99y (5: Xo)
85 c%KH P 8(]1' 8xK+1 aIK+1
(B.72)
9¢* (B, J)
8.
0C*(B(5). J(5)) 99} (51 Xo) i U 5(B(s), I (5)) 06% (51 Xo) DD, (s5 Xo)
op Oz, dJ; Oxy, oxy.
Ou—s(8(s). J(5)) 008 (5: Xo) i 0" (5(s), J(s)) oy (s: Xo) _ 99y (s: Xo)
86 8;1:K+1 i1 8Jk 8ZUK+1 8$K+1
(B.73)

where B(s) = ¢ (s; Xo) and J(s) = (¢1(s; Xo), - .-, 0k (s; X0))-

Proof. Fix w > 0 and (8, J) € A. Note that for any s € [0, w], the function ¢"(t + s; Xp),
t € [0,w — s| satisfies (B.53) for w — s with initial value ¢"(s; X). Thus, it follows from

Lemma 46 that for s € [0, w],
¢ (t+ 51X0) = 0" (86" (55 X0)), t € [0,w — s].

In particular, letting ¢ = w — s, we have that ¢ (w; Xg) = ¢V % (w — s;¢"(s; Xp)). In

addition, it follows from (B.70) and the definition of X that

0= gb%_,_l(w; Xo) = 975%181(1” — 550" (s; Xp)).
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This equation shows that ¢ | (s; Xo) satisfies (B.70) for w — s and (8(s), J(s)). Thus, it

follows from Lemma 50 that

¢UT(B(s), I () = P11 (s).

To be more specific, we substitute 5(s), J(s) and X into this equation and obtain the

following;:

¢V o0 (5 (B, L, 6B, ), -+ B (55 (B, 1,¢V (B, ) = by (55 (B, J, ¢V (B, )
(B.74)
Taking the partial derivative of both sides of equation (B.74) with respect to g yields the

following equation:

9¢*(B(s), J(s)) (3¢ow(S;Xo) | 9905 Xo) 66 (5, J))

ap oz Or 11 op
I L COR0) (a@w(s; Xo) | 96)'(s: Xo) 9" (5, J))
= aJ; 0x( Or g1 ap
09, 1(5:X0) N 01 (55 X0) aCv (B, J)
N dxg Org 1 B

Rearranging the terms, we obtain equation (B.72). Similarly, we can take the partial deriva-
tive of both sides of equation (B.74) with respect to J; and rearrange the terms to obtain
equation (B.73) for k =1,... K. O

The following lemma shows the sign of the partial derivatives of (*(-).

Lemma 52. The following inequalities hold: For w > 0 and (B, J) € A,

o BI) _ 9B, )

S V7 <0, k=1,... K.
op - oJ, 7 Y
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Proof. Note that ¢°(3,.J) = 0 for any (3,J) € A. Thus the following holds:

0c%(8,J) _ a¢%(B,J)
o 9Jy

=0, k=1,...,K.

Substituting s = w in equations (B.72) and (B.73), we obtain that for w > 0 and k =

... K.
0 (B.]) _ 00y (wiXo)/Omy — 0CU(BT) 00 q(wi Xo)/Oxy
ap 09 1 (w; Xo) /0 11 A Jy, 09 1 (w; Xo)/Or 11

where Xg = (8, J,(%(8, J)). Tt follows from Lemma 49 that

8¢1[%+1 (w; XO)
al’i

>0,i=0,1,...,K+1.

Thus, we have that for w >0and k=1,... K,

OBI) _y g KB

1oJ5} o aJ;. o

B.2.2  Properties of (*(:) on a Restricted Domain

In this section, we restrict our focus on (8,.J) € A(w), where A(w) is given in (4.61)5.
And, we provide further auxiliary properties of (% (8, J) for (8,J) € A(w). The following
lemma shows that the solution ¢"(-; X)) of (B.53) (which corresponds to the time-reversed
equilibrium quantities as we will show in Appendix B.2.3) lives in a set characterized (in

part) by the collection of sets A(s) for s € [0, w].

6. It follows from (4.60) that A(w) C A.
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Lemma 53. If (5,J) € A(w) C A, then the following holds:

¢"(s; Xg) € A(w — 5) x [H(w — 8), H(w — 5)], s € [0,w],

where Xo = (8, J,¢%(B,J)), H(w —s) and H(w — s) are given by (4.55) and (4.56), respec-

tively.
Proof. Fix w and (3, J) € A(w). For notational brevity, let z;(s) = ¢{"(s; Xp), s € [0, w]

and ¢ =0,..., K 4+ 1.

We first show that zg1(s) € [H(w — s), H(w — s)]. It follows from (B.52) that for

s € [0, w],
w K
Vk(w —u)
rr1(w) =T 41(8) —/ du
e 2 2y
w K 1
V. (w — u)
<$K+1(3)—/ Z g 50 du
5 k=1 "k
w—s K 1
7, (w)
=z 11(s) — > 55 du
0 =1 "k

where the inequality follows from Lemma 45 that zj(u) < rp. Similarly, the following holds:

v 1(w) 2 2 11(s) — H(w —5), s € [0,w].

It follows from (B.70) that xx 1 (w) = 0. Substituting =5, 1(w) = 0 into the left-hand side

of these two inequalities yields that x gy 1(s) € [H(w — s), H(w — s)].

Next, we show that zg(s) € [B(w — s;w), B(w — s;w)]. Recall from Lemma 49 that

Tx1(s) > 0 for s € [0,w]. In addition, it follows from Lemma 45 that zg(s) > —260/0? > 0
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for s € [0,w]. Thus, it follows from equation (B.54) that for s € [0, w],

O()<</:°exp[w“§ dt}d)exp{ Tt syal
+ Osexp[/us%( H(w —1))d 1
_ wooexp[/wu_sé ]du+ exp[/w 8%9 H(t ))dt]d
- wooseXp{wUS%w‘ﬂ ) = g

where the inequality follows from the assumption that z(0) = 8 > B(w) and the inequality
that vy 1(s) > H(w — s). Thus, we have that zo(s) > B(w —s) for s € [0,w]. Similarly, by
substituting z¢(0) < B(w) and x4 1(s) < H(w — s) into (B.54), we have that for s € [0, w],

L1
zo(s) ~ Blw—s)

Thus, we have that zo(s) < S(w — s). In sum, zo(s) € [B(w — s), Blw — s)].
We end the proof by showing that z1(s) € [Jp(w —s),7] for k = 1,..., K. It follows
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from equation (B.55) that for s € [0,w] and k =1,..., K,

z(s)

= 24(0) exp ( /0 " ao(u) du) " /0 exp ( /u " a() dt) (rkxo(u) - cﬂf“;—k_“)) du
— 2(0) exp (/OS —zo(u) du) 4 /OS exp </: —20() dt) 2o(u) du

e /Osexp (/: —2o(t) dt> %;<t;—];ZL>du
> 2(0) exp (/0 _2o(u) du) g [1 ~ exp (/0 —2o(u) du)}

—ck/osﬁég—(ﬁ)s)exp (/us—a:o(t)dt) 7’lﬂ‘(i})—k_“)du

— 2,(0) exp < /0 —z0(u) du) + <rk - m sup 7,;@)) [1 —exp ( /O . du)}

&
sup (1) = Jj(w — s).

A
B(w — 8)pi; >0

The first inequality follows from zg(t) > f(w—t) > B(w—s) for t € [0, s]. The last inequality
follows from the assumption that z,(0) = J > Jp(w) > Jp(w —s) for k =1,..., K. In
addition, it is immediate from Lemma 45 that z;(s) < rg. Thus, we have that x(s) €

Jp(w—3s),ry] fork=1,..., K. O
(L5 ( ) ] .

Lemma 53 gives upper and lower bounds of the flow ¢"(s; X). An important property of
the bounds in Lemma 53 is that they only depend on the value of w—s. In particular, the first
K dimensions of the flow stay in the restricted domain A(w — s). The proof of the following
two lemmas relies on this property. Lemmas 54 provides an intermediate result needed for

the proof of Lemma 55, which in turn provides the bounds on the partial derivatives of ¢".
Lemma 54. There ezists w1 > 0 such that the following holds: For w,s > 0 and (8,J) €

A(w), if w—s > wy, then

3 2
5@%"(5; Xo) + po (0 — %41 (s; X)) >0, (B.75)
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where Xo = (5, J,¢Y (8, J)).

Proof. To facilitate the proof, we first derive the inequalities (B.76)-(B.78). Note that
Jp(w) = rp, as w — oo. In addition, it follows from Assumption 4 that v, (w) — 7 (w) — 7
as w — oo for k =1,... K. Thus, there exists 1 such that for w > ¢ and k =1,..., K,

Tk 1

7
<22k and g w) 2 2 (B.76)

v S (s) 4 & A
H(w)zﬂ(tlH/ PV > Ht) 4+ 2 Y e (w— t). (B.77)
3l =1 2ri 5 1=1 2TZ

In addition, there exists to > t1 such that for w > to, the following holds:

SO

1 K
H(ty) — H(t1) %Z
i=1

—1t1)>0 (B.78)
27’

*01

The first two terms in the left-hand side of (B.78) are constants. The last goes to infinity as
w — 00. Thus, inequality (B.78) holds for w large enough.

Now fixing w > t9 and (5,J) € A(w), we show that equation (B.75) holds. It follows
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from equation (B.52) and Lemma 53 that for s > 0 such that w — s > to,

¢w (S’X()) _ ¢w (w'Xo) N /wf: M
a1 (s; K+1(W; s =26 (u; X0))°

_¢ K
wes vilw—u)
<), 23w
K
Y 7i(u)
- Tz

(B.79)

The first inequality follows from Lemma 53 that ¢{(u; Xo) > J;(w — u) and (B.70) that
fe41(w; Xo) = 0. The second inequality follows from J;(u) < r;. The last inequality follows

from equation (B.76). Since H(w) is increasing in w, the following holds: For w > to,

/woo exp U: %(9 — H(u)) du] ds))_l
[Teo| [ S0 mw)a a) B

(B.80)

PRE
Ht)— =Y —L(w—t)) ]|,
o2 - ) 5;27“? )

where the last inequality follows from equation (B.77). Thus, it follows from equations
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(B.79)-(B.80) that for s > 0 such that w — s > tg,

3 2
§¢60(5; Xo) + 2 (0 — ¢%11(s: X0))
3 2
2 5Bw—s)+ g (0 — 9% 41(s: X0))
K —/
3 4 2 = 7V
> 2 | o—HE) 25 Li(w—s— oAt - LR —s—t
> (t1) 5; T;;(w s —t1) +02< (t1) 627»2(1’0 s 1))
2 K11
=——(0— N Hty) - HE — (w—s—1t1) | >
02(9 ﬂ(w1))+02 (t1) (1)+;302T?(w s —1t1) 0

The first inequality follows from Lemma 53. The second inequality follows from (B.79)-
(B.80). The last inequality follows from inequality (B.78) and 6 — Hy(w) < 0. Letting

w1y = to completes the proof. O

Lemma 55. For any € € (0,1), there exists wo such that the following holds: For (B,J) €

A(w), w > wy, s € [0, s1],

a¢§U(S;X0) S .

P 5200 5 01, K B.81
axz —_— 47 Z b ) ) b ( )
w .

M<, —1,... K, (B.82)
oz o

0¥ (s: X

Mge, i,j=1,...,K and i# j, (B.83)
(9xj
w .

9905 X0) _ap iy K (B.84)
8xj

OPY- | 1 (s; X

MSMI, i=0,1,... . K, (B.85)
&Uj

where Xo = (5, J,(%(B,J)) and

LS 57;; . o2 i M 4cq
c1 = — sy =min1l,——,— 5 an =max< c|,—5 ¢ -
! ! 2,/c1 8¢y 1 1 o2

Proof. Fix w > 0 and (8,J) € A(w). In addition, let X(s) = ¢"(s; Xp) for s € [0,w] and
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z;(s) denote the ™ component of X (s) for i = 0,1,..., K +1.
We first derive the inequalities (B.86)-(B.88) to facilitate the proof. Define the function

fz as follows: For s > 0,

fiols) = =200(5) = 50 — x4 (5)).

Let wy be a constant such that the following holds: For w > w; and s € [0, s1],

K

o (w — s
];_:1 2(1,3(125 _ 5))23+1 <c1, zo(s) < —2fx(s) and zo(s) > 2. (B.86)

The first inequality follows from ~ (t) = 7; (see Assumption 4) and Jy(t) — ), as t — co.

Therefore, the following holds for w large enough:

K K _
Z 5712(11) —5) <o Z 57]2, e
2 Ty — )T = 7 2 g

The second inequality in (B.86) follows from Lemma 54. To be more specific, multiplying

both sides of (B.75) by 2 yields the following:

300(s) + 50— xc11(9) = —0(s) — 2f(s) 2 0

for w — s large enough. Rearranging the terms yield the second inequality in (B.86). In
addition, it follows from Lemma 53 that z¢(s) > B(w —s) > B(w — s1) — 00 as w — o0.
Thus, the third inequality in (B.86) holds if w is large enough. Since s is bounded above
by s1, we can find such wj large enough such that (B.86) holds. In addition, the following

holds: For s € [0, s1],

2
1
C;—; <3 and exp(—s) <1-—

(B.87)

NNV

Both inequalities follow from the definition of s1. In particular, the second inequality holds

249



for s < 1. Note also that the following holds: For k =1,..., K,

0<ry—ag(s) < — Jp(w—s) < — Sy (w — s1),

where the first two inequalities follows from Lemma 53 and the third one follows because
Jp(w) is increasing in w. Note that 7, — Jp(w — s1) — 0 as w — oo. Thus, for any given
e € (0,1), there exists wo > wy such that the following holds: For w > wg, s € [0, s1] and
E=1,...,K,

re — xp(s) < (B.88)

DN

Let U(t;e;) = (ug(t;ej),ui(t;sef), ..., ug41(t;ef)), t € [0,w], be the solution to (B.59)
with Uy = e; for j =0,1,..., K + 1. Recall from (B.60) that for 7, j =0,..., K + 1,

96" (s; Xo)
8xj

= ui(s;ej).

Thus, we show (B.81)-(B.85) using u;(s;e;) for i,j =0,1,..., K.
We first show (B.81) for i = 0, (B.82) and (B.85) for j = 0. In particular, we fix w > wo

and show that for s < sq,

s
ug(s;eq) < 1-— 7 uj(siep) <€, ugi1(s;iep) < M.

First, we show that ug(s;eq) < 1 for s € [0, s1] by contradiction. Suppose this is not true.
Define s9 as follows:

s9 = inf{s € [0, s1] : ugp(s;eq) > 1}.

By assumption, we have that so < s;. Note that uy(0;ep) = 1. In addition, it follows from

(B.50) and (B.59) that

w(0:c0) = (~200(0) = 50~ a1(0))) = 2£2(0) < ~20(0) £ 2 <0,
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where the first equality follows from ug(0;e9) = 1 and w;(0;eg) = 0 for i = 1,..., K and
the inequalities follow from (B.86). Recall that uf(s;eq) is continuous in s because the
right-hand side of (B.59) is continuous. There exists e; > 0 such that ug(s;eg) < 1. It is
immediate that ug(s;eq) < up(0;e9) = 1 for s € [0,€1]. Therefore, so > 0. By definition of
so and continuity of ug(s;ep), it follows that ug(s;eg) < 1 for s < s9 and ug(sg;eg) = 1.
We now show the contradiction by showing that wug(s92;eg) < 1. It follows from (B.51) and

(B.59) that for s € [0,s9] and k =1,..., K,

up,(s;e0) = (rg, — x1(s))ug(s; eg) — zo(s)ug(s; ep)

with uy(0;e9) = 0. Solving this ODE, we obtain that for s € [0,s9] and j =1,..., K,

up(s;eq) = /08 exp (— /: z0(t) dt) [re — xg(u)]uo(u; e9) du

S S
< / exp (—/ xo(t) dt) Edu < g,
0 u 2 2

where the first inequality follows from (B.88) that r;, — x(s) < €/2 and ug(s;eg) < 1 for

(B.89)

s < s9. It follows from (B.52) and (B.59) that for s € [0, s3],

oY (w — )
ug+1(s;€0) / Z j ;)Y uj(u; eg) du
0 (w )
/ Z ] (5_|_1 ](u 60) du (BQO)
S 2
< cl/ —udu < c1es
0 2

The inequality in the second line follows from Lemma 53 that z;(u) > J;(w — u) for j =

1,..., K. The first inequality in the third line follows from equations (B.86) and (B.89). In
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addition, it follows from (B.50) and (B.59) that
, 2 2
ug(s;ep) = | —2z0(s) — ;(9 — 2 +41(8))| uo(s;e) + ;ifo(S)uKﬂ(S; €o)
2
= fz(s)ugp(s;eq) + ?IO(S)UKJFI(S; eo)

with ug(0; eg) = 1. Solving this ODE yields the following: For s € (0, so],

wo(s: e0) = exp (/05 Falu) du) + /05 exp </u5 Folt) ) (g1 (s eg) du
p(/$ﬁMO®O—%/SWp</Sh; )0 —2fu(u ciﬁdu
< exp (/ fr(u du) —/ exp (/ falt d) (B.91)
:%{L+wp<é h@@m&}

[1 4 exp(—s)] < 1.

[\:)Ir—l

The the first inequality follows from (B.86) that zg(s) < —2f.(s) and (B.90). The second
inequality follows from (B.87) that cju®/0? < 1/4 and € < 1. The third inequality follows
(B.86) that fi(s) < —z¢(s)/2 < —1. The last inequality follows from s > 0. In particular,
up(s2;eg) < 1. This contradicts the definition of so and continuity of u, i.e. ug(s9;eg) = 1.
Therefore, we have that so = s1. In other words, ug(s;eg) < 1 for s < s7.

Note that (B.89)-(B.91) holds for s € [0,s1]. Thus, it follows from (B.87) and (B.91)

that for s € [0, s1],

up(s; eg) < ;[1+6Xp( 5)] < %[1“—5}:1—5,

In addition, it follows from (B.89)-(B.90) that for s € [0, s1]

€S

uk(s;eo)ggge, E=1,...,K,
cres?

upy1(siep) < 5SS My,



where the inequalities hold due to s < s; <1 and € < 1. This gives (B.81) for w > w9 and
s €10, s1).
Next, we show that (B.81) for i # 0, (B.83), (B.84) and (B.85) for j # 0 holds. In

particular, we show that the following holds:

wi(sie) 1= 7, wilsie)) e ij=1... K i#]

U()(S;ej) < My, uK—l—l(s;ej) <M j=1,....K.

Note from the definition of s; that the following holds: For s € [0, s1],

2c18

<= (B.92)

PN

o2

We then show that equation (B.85) holds for w > wo, s € [0,s1] and k =1,..., K. Now fix
k. We first show that uy(s;er) <1 for s € [0, s1] by contradiction. Suppose this is not true.

Define s3 as follows:

s3 = inf{s € [0,s1] : uj(s;ey) > 1 forsome je {1,...,K}}.

By assumption, s3 < s1. Note that s3 > 0. The reason is given as follows. It follows from

(B.51), (B.59) and uy(0;e;) = 1 that

u}(0: ) = —2p(0) = 8 < 0.

Thus, ug(s;er) < 1 for s small enough. In addition, u;(0;e) = 0 for j = 1,..., K and
J # k. By the continuity of u;(s;ey), u;(s;er) < 1 for s small enough. Thus, we have that
s3 > 0. By definition of s3 and continuity of uy(s;ey), it holds that u;(s;e) <1 for s < s3

and j = 1,..., K. In addition, uj,(s3;e;) = 1 for some jy € {1,...,K}. It follows from
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(B.52), (B.59) and ug1(0;ex) = 0 that for s € [0, s3],

s (w ) o (w
ur1(s;ep) / Z j 6+1 (u;ep)d / Z ‘7 5+1 uj(u;ey)du < cps.

(B.93)

The first inequality follows from Lemma 53 that z;j(u) > J;(w — u) and uj(u;e;) < 1 for
u < s3. The second inequality follows from (B.86). In addition, it follows from (B.50) and
(B.59) that for s € [0, s3],

s k) = Fo(s)uo(s:ex) + ~gros)urc 1 (s: o).

By solving this ODE and substituting ug(0; ;) = 0 into the solution, we have the following:

For s € [0, s3],

uo(s; ex) /(exp/ fal(t) )— o(W)ug 1 (u; ep) du

2c1s

<2 (xp [ 5t ) (~2£, () du (B.94)

4 4
== {1 — exp / folu) du] < =<,
o 0 o

where the first inequality follows from (B.86). Similarly, it follows from (B.51), (B.59) and

uy(0;e) = 1 that for s € [0, s3],

i) = exp ([ =anwan) + [ (e ["=ao(0at) (= solw)uo(usen) au

0 U
S S 4
< exp (/ —z0(u) du) +/ € 6128 ds
0 0 o
2ec 52
< exp(—s) + —5
o
<1-242-1-29
- 2 4 4

(B.95)
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The first inequality follows from (B.88), (B.94) and z(¢) > 0. The second inequality follows
from (B.86) that x((s) > 2. The inequality in the fourth line follows from (B.87), (B.92) and

€ € (0,1). In addition, it follows from (B.51), (B.59) and u;(0;e) = 1 that for j =1,..., K,

J#k,

witsie) = [ (0 [ =oo(0)dt) 15 = sotu)uotuser) o

Se4
< / s (B.96)
0 2 o
ecy s
= 5 <e<l.
g

The inequality in the second line follows from (B.88) and (B.94). The inequalities in the
last lines follows from (B.88) that ¢js%/02 < 013%/02 < 1 and € € (0,1) for s € |0, s3].
Equations (B.95)-(B.96) show that wu;(s;e) < 1 for s € [0,s3) and j = 1,...,K. In
particular, u;(s3;e) < 1 for j = 1,..., K. This contradicts the definition of s3 and the
continuity of uy(s;ep). Thus, ug(s;er) < 1 for s € [0,s1]. In addition, (B.93)-(B.96) holds

for s € [0, s1]. In particular, the following holds: For s € [0,s1], j,k=1,..., K and j # k,

up(s;ep) <1-— Z, uj(s;er) <€ up(s;ey) < My, ugii(sier) <ec1s <ep < My,

]

The following lemma shows that the partial derivatives of (*(+) are bounded for (3, J) €
A(w).

Lemma 56. There exist constants wg and M such that for w > wqy and (8, J) € A(w), the
following inequalities hold:

9 (B, J)

‘(%“’(ﬁ, J)
oJ

= V)<
93 ‘_M and’

<o

Proof. To facilitate the proof, define the functions y;(w), i = 0,1,..., K, as follows: For
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() =sup {220 (5.0) € A},
Yo (w) = sup {—8Cwa<§’ ) 6.0y e A(w)} Ck=1.....K

It follows from Lemma 52 that y;(w) > 0,7 =0,1,..

there exist constants wy and M such that the following holds:

yi(w) <M for i=0,1,..., K and w > wy.

Fix wand (3, J) € A(w). We write ¢"(s)

It follows from Lemma 51 that

= ¢"(s; Xp) in short where Xy = (5, J, (" (5,

0C"*(5(5). () 09 (s) f D5 (B(s), I (s) 8 (s) 0P, (s)
_acw(ﬂ’ J) _ ap ox( = 0J; ox( oz
P AR, I9) () | OB, I6) 9 e) _ e
85 8ZBK+1 i1 8Ji 81‘K+1 axK_H
LTI D) G, S ) 6l
0B ox( P 0J; oz ox(
T, JE) ) OGO ) | D0
86 8$K—|—1 i1 &]Z- 81‘}(_1_1 8:EK+1
LTI D) G, I ) 6l
0B oz P 0J; oz ox(
- IR )
a9'3K+1
286 < O (s) | 994 (5)
= yO( 89:0 Z &T() + 8950 ’
(B.97)
where 3(s) = ¢f(s) and J(s) = (¢1(5),..., 0K (s)). It follows from Lemmas 49 and 52 that

256

., K. Thus, it suffices to show that

).



every term in both the numerator and denominator of the right-hand side of second line is
positive. Thus the inequality in the third line holds. The inequality in the fourth line follows
from proporty (iv) of Lemma 49 and Lemma 53 that (5(s), J(s)) € A(w — s). Taking the
supremum over all (8, J) € A(w) yields the following: For w > and s € [0, w],

K w 1510} S
yo(w) < Zyi(w )aqu(() ) 4 ¢g;_$( !

(B.98)

Similarly, it also follows from Lemma 51 that the following hold: For w > 0, s € [0, w] and

k=1,... K,
K
000°(s) | 901 (5)
< () — , B.99
Let € € (0,1) be a constant such that the following holds:
(K — e+ /EMje < %1 (B.100)

where s; and M7 are the constants in Lemma 55. It follows from Lemma 55 that there exists
wo such that (B.81)-(B.85) hold for w > wy and s € [0, s1]. Let wg = wo. Next, we find the
constant M such that y;(w) < M for w > wg and i = 0,1..., K. To facilitate the proof,

define the sequences {a;(n),n > 1} as follows: For : =0,1,..., K and n > 1,

a;j(n) = yi(wo + (n — 1)s1).

Substituting (B.81)-(B.85) into (B.98) and (B.99) yields that for n > 1,

K
ap(n +1) < (1——) )+ eai(n) + My, (B.101)
=1
ap(n + 1) < Myag(n ( - %) ap(n) + 3 eai(n) + My, k=1,...,K.  (B.102)
1#£k

Multiplying both sides of equation (B.101) by /K Mj /e and adding it to equation (B.102)
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yields the following: For n > 1,

K

ap(n+1) + Zai(n +1)

1=1

KM
€

K

g( KMy <1—%>+KM1> ao(n)+z(1—%+(f(—1)e+ KM%) a:(n)

€
1=1

KM
+ ( : 1 +K> M
KM
- (1 _H K]\/[le) Lag(n) + Y (1 (K~ 1)et KM1€> a;(n)
€ ;

4
KM
+< 1—|—K>M1

K
KM KM
< (1 - %1 (K — e+ KMle) —Lag(n) +Y_ai(n) | + ( L +K) My

‘ €
=1

€

K
<(1-2) ]“ﬁ%W+§)mm +(}“ﬁ+K>m,

where the last inequality follows from (B.100). Applying this inequality recursively, we

obtain the following: For n > 1:

K
V() + 3 as(n)
i=1
i—1

oy [ SEML 0 S ] S sy
(1 8) a0(0)+2a2(0) +Z(\/E6+K>M1<1 8)

<
‘ i=1 j=1
KM, K >0 s1\d-1
< ~Lag(0) + > ai(0) + 3 (Vahe+ k) (1—§> .
i—1 =1

Denote the constant on right-hand side of the third line as Ms. Recall that y;(w) > 0 for

w > 0and i = 0,...,K. Thus, the sequences a;(n) > 0 for i = 0,...,K and n > 1.
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Therefore, it follows from the inequality we just show that the following holds:

ag(n) < Ms and ap(n) < My for n>1 and k=1,... K. (B.103)
KM1

Fix w > wq and let ny, = sup{n € N : wg+ns; < w}. In addition, let §,y = w— (wg+nws1)-
It is immediate that 0,y < s1. Thus, substituting (B.81)-(B.85) and (B.103) into (B.98)-

(B.99), we obtain the following: For w > wy,

K
Ow
yo(w) < (1——) ag(mw) + ) cailnw) + My < | Mo + KeMy + My,
1=1

0
v (w) < Myag(ny) + (1 — Zw> ap(nw) + Zeal (nyw) + M
1#k

M1+1+(K—1)e> My + My,

<
( KMy

where the first inequality in each line follows from (B.81)-(B.85) and the second inequality

in each line follows from (B.103). We complete the proof by letting

M:max{ M2+K6M2—I—M1,( M1—|—1—|—(K—1)6)M2—|—M1}.

KM KM

B.2.3  Characterizing the Function H(-) in Terms of Bw(-) and J in
Equilibrium Using ¢"(+)

In this subsection, we show that the function (% (-) analyzed in previous sections charac-
terizes the relationships of the equilibrium quantities (BW, J. H ). To be more specific, we
characterize H(w) in terms of By (w) and J(w) using the function ¢¥(-) for w > 0.

We first show that the flow ¢" characterizes the (time-reversed) evolution of the equi-

librium quantities. Fix w > 0 and let (BW, J. H ) denote the equilibrium quantities, i.e.
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(B, J, H) satisfies (4.45)-(4.50). In addition, define a function ¥ : [0,w] — REF2 as

follows: For ¢ € [0, w],

h<
=
I
=
S
S
|
5_5
S

(w—t), H(w —1)). (B.104)

It is immediate that Y'(t) = —(B{/V(w —t),J (w—1t), H'(w—t)) for t € [0,w]. By comparing
(4.45)-(4.47) to (B.50)-(B.52) and letting Xy = (B (w), J(w), H(w)), we conclude that Y (¢),
t € [0, w)] satisfies equation (B.53)7. Thus, it follows from Lemma 46 that Y (t) = ¢ (¢; X)

for t € [0,w]. By substituting (B.104) into this equation, we obtain that

o™ (w; Xo) = Y (w) = (B (0), J(0), H(0)).

Recall from (4.50) that H(0) = 0. In other words, we have that ¢%_ ;(w; Xo) = 0. Thus, it

follows from Lemma 50 that the following holds:
H(w) = ¢ (B (w), J(w)). (B.105)

B.2.4  Proof of Lemma 13

Recall that (B%V, J', H) and <BI%V7 J2, H?) denote the quantities in two different equilibria
and their differences are defined in (4.65)-(4.67). It follows from (B.105) immediately that
forw>0andi=1,2,

H'(w) = ¢ (B (w), J' (w)).

Note from Lemma 50 that ("(-) is continuously differentiable. Thus, it follows from the

mean-value theorem [Theorem 8.4, 7] that for w > 0, there exist a constant ¢,, € (0, 1) such

7. Since H(t) > 0 for ¢ € [0, w], the truncation of k1 in (B.50) is immaterial.
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that

0p(w) = H' (w) — H? (w)

= (B (w), JH(w)) = ¢ (B (w), JA(w)) (B.106)
¢ (B(w), J(w)) O (B(w), T(w))
- 57 64(w) + o 5, (w).

where B(w) = ch%V(w) + (1 - cw)ﬂA%V(w) and J(w) = cpJ (w) + (1 — ) J?(w). Define

functions go(-) and gi(-), k=1,..., K as follows: For w > 0,

i o¢" (B(w), J (w)) ¢ (B(w), J (w))

- _ d & = — B.107
go(w) 5 and gi(w) 9 (B.107)
Thus, equation (B.106) is simplified as follows: For w > 0,
K
dpr(w) = —go(w Z (B.108)
It is immediate from Lemma 52 that g;(-), ¢ = 0,1,..., K are non-negative. In addition, it
follows from (4.68) and (4.69) that
_ 200 (w)
56(10) = 53(10) —— g > 0.

Substituting this equation into equation (B.108) and re-arranging the terms, we obtain that

- K -
Jo(w) k(W)
10 = a5 2 T gl
Define non-negative functions g;(-), i =0, ..., K, as follows:
gi(w) = Gil ) w > 0. (B.109)

14 2go(w)/o?’
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This yields equation (4.76).

Note from Lemma 11 that (5(w), Ji(w)) € A(w) for i = 1,2. Thus, it follows from
the convexity of set A(w) that (8(w), J(w)) € A(w). Therefore, we conclude from Lemma
56 that there exist wy and M such that g;(w) < M for w > wg and ¢ = 0,..., K. Since
go(w) is nonnegative, it is immediate that for w > wg and ¢ = 0,..., K, we have that

gi(w) < g;(w) < M.

B.3 The Roadmap of the Uniqueness Proof

This appendix provides a detailed roadmap of the uniqueness proof (Proposition 9). The
proof is done by contradiction. In what follows, we first provide an overview of the key
steps that lead to the contradiction using various auxiliary lemmas (see Figure B.1). We
then summarize the key steps to proving Lemma 13, which is an important technical lemma
for the uniqueness proof. Two auxiliary functions, denoted by ¢"(-) and ¢*(-), and several
lemmas in Appendix B.2 facilitate the proof of Lemma 13. We also explain the relationship
between the lemmas and how they are used to prove Lemma 13 (see Figure B.2).

The proof (of uniqueness) by contradiction proceeds as follows: Suppose that there are
two different equilibria and define their difference as (6 B ¢ 7) (see equations (4.66) and (4.69)).
The contradiction is built on the limiting properties of the difference (§ 5 (w), 6 7(w)), w > 0.
Figure B.1 shows how the the contradiction is constructed.

On the one hand, Lemma 11 provides the limits of equilibrium quantities (in any potential
equilibrium). One immediate conclusion from Lemma 11 (also see equation (4.68) that
defines B) is that the difference of the equilibrium quantities vanishes as w goes to infinity,
ie.

(0z(w),d3(w)) =0 as w — oo.

B J

On the other hand, Lemmas 14 and 15 show that this convergence statement cannot
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‘ Lemma 4 H (05(w), d5(w)) — 0 }7

A
‘ Contradiction H Proposition 5
| (G5(w),65(w)) A0 p——

Lemmas
11&12

Figure B.1: The logic flow for proving uniqueness of the equilibrium

hold. Lemma 14 shows the difference of the equilibrium quantities (9 B(w), 67 (w)), w >0
are characterized by a system of ODEs; see equation (4.82). To be more specific, the system
of ODEs characterizing the difference (0 B 07) has three parts: A constant matrix A with
a special structure, a nonnegative function ¢(-), multiplied by the identity matrix and a
perturbation matrix function B(:). One important property of the perturbation matrix
B(w) is that it vanishes as w goes to infinity, i.e. B(w) — 0 as w — oo. This property is
proved with the help of Lemma 13.

Then Lemma 15 shows that the solution to the system of ODEs given in equation (4.82)
cannot converge to zero. Lemmas 43 and 44 in Appendix B.1.2 facilitate the proof of Lemma
15. Lemma 43 provides an auxiliary technical result useful for proving Lemma 44. In turn,
Lemma 44 provides a useful result on how (the sup-norm of) the solution to the time-reversed
version of (4.82) decays over time. Lemma 44 (and its proof) are appropriately modified
from the Poincare-Lyapunov theorem, which provides sufficient conditions for the stability of
the solution to a system of ODEs. We then prove Lemma 15 by constructing the solution to
the system of ODEs given in equation (4.82) using the solution to the time-reversed system
of ODEs given in Lemma 44. Combining Lemmas 14 and 15, we conclude that the difference
(0 B(w), ¢ 7(w)) cannot converge to zero, which leads to the contradiction.

The rest of this section summarizes the critical steps to prove Lemma 13 in Appendix

B.2. Lemma 13 characterizes dz7(w) in terms of 55(10) and ¢ 7(w) for w > 0 using functions
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gi(+), 1 =0,1,..., K; see equation (4.76). Figure B.2 shows how various lemmas are used

(and relate to one another) to prove Lemma 13.

Appendix B.1 Mean Value
i Theorem
| Definition of ¢* .| Definition of ¢ ||
(Lemmas 13-14) (Lemma 18) .
Definition of g;
N
Lemma 17 ] Lemma 19
l ENon—negatiVity
Lemma 20 —>
Lemma 6
> Lemma 21
i Boundedness
l —> Lemma 24
N Lemmas 4
22 & 23

Appendix B.2

Figure B.2: The logic flow for proving Lemma 13

We first construct the functions g;(-), ¢ = 0,1,..., K in two steps. In the first step, we
use the auxiliary function ¢*(-) defined in Appendix B.2.1 to characterize H(w) in terms of
By (w) and J(w), i.e. H(w) = C¥(By(w), J(w)) for w > 0; see Appendix B.2.3. In the sec-
ond step, we apply the mean-value theorem and construct the functions g;(-), 7 =0,1,..., K
using the partial derivatives of (*(-); see equations (B.107) and (B.109) in Appendix B.2.4.

The auxiliary function (3, J) is defined implicitly though the following equation (B.70):

Px 1 (wi (B, 1,¢7(8, 7)) = 0. (B.110)

The astute reader will recognize that to make sense of this definition, the ((K+2)-dimensional)
function ¢" (indexed through 0,1,..., K + 1), needs to be introduced. This itself involves
an intricate construction: To this end, consider the time-evolution of the equilibrium quan-

tities given by the system of (K + 2) ODEs in equations (4.45)-(4.47), rewritten here for
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convenience: For ¢ € [0, 00),

By (6) = B t0) () + 500 - ).
RN -
Pk

H'(t) = i{: /0N
= 20k (1)°

Jh(t) = c

Next, fix w > 0 and consider a time-reversed version of these over [0, w] as given in (B.53).
To be more specific, the system of ODEs in (B.53) is an initial value problem with the initial
condition Xg € REF2. Let ¢*(t; Xg) for ¢ € [0,w] denote the solution to the initial value
problem given in (B.53), parametrized by w and X(. This function ¢"(+; Xg) is called the
flow associated with (B.53) and it emphasizes the solution’s dependence on the initial value
Xp. Lemmas 45 and 46 establish that the flow is well-defined. Lemma 47 proves that it
is suitably differentiable. Recall that the flow ¢¥(-) is defined through (B.53) which is a
time-reversed version of the system of ODFEs of the equilibrium quantities. If we substitute
the equilibrium quantities into the initial value X, the flow ¢ (-; Xg) gives time-reversed
equilibrium quantities. Appendix B.2.3 derives this formally: If Xy = (BW(w), j(w), H(w)),

then the flow ¢"(-) satisfies the following identity: For s € [0, w],

~

90" (s: Xo) = (Bw (w — 5), J(w — s), H(w — s)), (B.111)

where (By(w), J(w), H(w)) are the equilibrium quantities.

To put (B.110) in perspective, note that it corresponds to the equilibrium condition that
H(0) = 0 (see equation (4.50)). To see this, note that (B.110) sets the terminal value of the
last component of ¢"(+; X)) to zero. Indeed, that component corresponds to H; see equation
(B.111). And, due to the time-reversal the condition on the terminal value corresponds to
a condition on the initial value of H, i.e. H(0) = 0. Lastly, Lemma 50 shows that ¢"(83, J)

satisfying (B.110) is unique, hence well-defined, and continuously differentiable.
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Recall that Lemma 13 states two properties of the function g;(-) fori = 0,1, ..., K. First,
they are non-negative. Second, the values of g;(w) are bounded for w bounded beyond a
constant wq for all 4. Also recall from the preceding discussion that the functions g;(-) are
defined using the partial derivatives of (%(-); see (B.107) and (B.109). Therefore, showing
these two properties boils down to showing the related properties of the partial derivatives
of the function ¢%(-).

Showing the non-negativity of g;(-), @ = 0,1,..., K is equivalent to showing the non-
positivity of the partial derivatives of (" (). The recursive equations (B.72)-(B.73) given in
Lemma 51 characterize the partial derivatives of the function (" using the partial derivatives
of ¢. In turn, Lemma 49 shows that the partial derivatives of ¢ are nonnegative; see part
(iii) of Lemma 49. Substituting the signs of the partial derivatives of ¢ into equations
(B.72)-(B.73) in Lemma 51 gives the non-positivity of the partial derivatives of ("; see
Lemma 52. Then the non-negativity of g;(-) (for i = 0,1,..., K) follows from substituting
the signs of the partial derivatives of (" into equations (B.107) and (B.109).

We complete the proof of Lemma 13 by showing that the values of g;(w) (for i =
0,1,..., K) are bounded for w larger than a constant w08. Note from equations (B.107) and
(B.109) that g;(w) (for i = 0,1,..., K) is defined by calculating the partial derivatives of (%
at (B(w), J(w)) which is a convex combinations of two (potential) equilibria. Because all po-
tential equilibria live in the set of A(w) (see Lemma 11), we have that (3(w), J(w)) € A(w).
Consequently, it suffices to show that the partial derivatives of (% (3, J) are bounded by a
constant M for all (5,J) € A(w) (and w > wq). This, in turn, is proved in Lemma 56.
The proof of Lemma 56 proceeds from the recursive equations (B.72)-(B.73) for the par-
tial derivatives of (" (see Lemma 51). Lemma 53 is a technical lemma showing that the
flow ¢ (+; X¢) (which corresponds to the time-reversed equilibrium quantities) lives in a set

characterized (in part) by the collection of sets A(s) for s € [0,w]. It facilitates the proofs

8. We only need the boundedness for w > wy because the proof of uniqueness rests on the limiting
properties of the equilibrium quantities.
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of Lemmas 54 and 55, which in turn provide bounds on the partial derivatives of ¢ (+; Xq)
for specific values of X defined using the values in the set A(w) and large w. Substituting

these bounds into equations (B.72)-(B.73) gives Lemma 56.

B.4 The Parameter Estimation and Statistical Test in Section

4.2.2

B.4.1 The Mazimum Likelthood Estimation of the Parameters Used in

Section 4.2.2

This section estimates the reward rj, and the waiting cost ¢, (for & = 1,...,4) from the
data.

We follow Aksin et al. [3] and assume that customers in the system in every 5 seconds.
To be specific, we assume that the time length of one period in the system is 5 seconds, i.e.
0t = 1/12 min and the customers make their abandonment decisions at the beginning of
every period. Recall that g (w) is the probability that a class-k customer abandons in the
next period if she has been waited for w periods and (. (w) is the probability that a class-k
customer enters in the next period given that she has been waited for w periods. Thus, the
probability that we observe a class k customer waiting for wq periods and then abandoning

is given as follows:
wo—
H (1 —gp(w
The probability that a class-k customer waits for wq periods and enters service is Hgozl(l -
qr(w))-
To facilitate the analysis to follow, let k; denote the class of the observed customer i
and w; denote the observed waiting time of customer ¢ (for ¢ = 1,...,7). In addition, let

d; denote customer ¢’s final abandonment result. To be specific, let d; = 1 if customer ¢

abandons eventually and d; = 0 otherwise. Thus, the likelihood of the sample given the

267



parameters © = (r1,...,7r4,¢1,...,c4) is given as follows:

1

L©) = [ [ Pid, wy),

i=1
where
i—1 .

PZ(dZawz) = (B.ll?)

Therefore, we can write the optimization problem that maximizes the log-likelihood of the

sample as follows:

I
maximizeg log L(©) = Zlog Pi(d;, w;), (B.113)
1=1
subject to (B.112), (B.114)
1
ar(w) = 5 dp(V2hw), w2 1, (B.115)
1
gr(w) = ———, w=>1, (B.116)
2(Jj(w))°
A m S A
Jp(w) =71 — ¢ exp (/ — B (u) du) ds, w>1, (B.117)
w w

Br(w) = V27, (%) ,w> 1 (B.118)

Equations (B.115) and (B.118) follow from (4.85)-(4.86), which provide the scaling relation-
ship between the observed system and the heavy traffic approximation. Equations (B.116)-
(B.117) follow from (4.32)-(4.33), which compute the abandonment rates. The probability
of abandonment (;.(-) can be computed directly from the observed data. In sum, the opti-
mization problem (B.113)-(B.118) gives the maximum likelihood estimates of the observed
data. The estimates are provided in Table B.2. In addition, Table B.2 provides a comparison
between our estimates and the estimates in Aksin et al. [3].

Since we assume a different distribution of the random shocks in the abandonment model,

the estimates are different from the ones in Table 4 of Aksin et al. [3]. To be specific, we
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Table B.2: The maximum likelihood estimates and the log-likelihoods of our estimates and
the estimates Aksin et al. [3]

Our estimates Est. in Aksin et al. [3]
Tk Ck Log-likelihood Tk Ck Log-likelihood
High Priority 5.302  4.072 -24,538.83 6.309 1.067 -24,413.71
Medium Priority | 5.162 1.048 -123,322.84 6.175 0.506 -123,322.84
Low Priority 4.868 0.000 -108,523.45 5.299 5.45 x 1074 -108,495.35
No Priority 3.766  0.000 -487,626.29 4.211 0.122 -487,718.57

assume that the random shocks follow Assumption 6 with 6 = 4 while Aksin et al. [3] assumes
that the random shocks follow Type-I extreme value distributions. In addition, we assume
that the reward from service and the waiting cost of customers are homogenous within a
group whereas Aksin et al. [3] assumes random rewards from service and waiting costs.
However, in most cases, their variance estimates are zero, essentially coinciding with our
model. The estimates on the reward from service and the waiting cost should be interpreted
as the relative magnitude comparing to the random shocks. Though the estimates of the
parameters are different, the resulting predictions of the two models on the abandonment

probabilities are close; see the log-likelihood values in Table B.2.

B.4.2 The Kolmogorov-Smirnov test for the numerical example in Section

4.2.2

This subsection conducts a Kolmogorov-Smirnov test (K-S test) to compare the predicted
(steady-state) distributions of the VOWTSs from the endogenous and exogenous models. The

K-S test is conducted following the steps below: For each priority group,

1. Run the simulations for both the exogenous and endogenous models. Record the
VOWT of each customer. The sample sizes of the exogenous and endogenous models

are my and my,, respectively.

2. Compute the empirical distributions of the steady-state VOWT from the exogenous

and endogenous models, their CDFs denoted by Fj(-) and Fy,(+), respectively.
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3. Compute the supremum of the difference of the two empirical distributions, denoted

by ¢’. To be specific, the value of ¢ is given by ¢ = sup,, |Fx(w) — Fp(w)].

4. Scaling the supremum of the difference define ¢ = /\/mgmy, /(ma + my,).

5. The p-value of the test is given by 1— K S(c) where K S(-) is the cumulative distribution

function of Kolmogorov-Smirnov distribution.

The steps outlined above are done using the kstest2 function in Matlab. The value of ¢
of each priority group under the service polices considered in Table 4.4 are summarized in

Table B.3 as follow:

Table B.3: The values of the test statistic ¢ under the service polices considered in Table 4.4

High Priority Medium Priority ~Low Priority No Priority
FCFC 18.83 39.25 27.169 33.76
Static Priority 0.578 0.646 2.321 10.65
Threshold (75secs) 2.069 5.308 21.74 8.142
Threshold (15secs) 0.883 2.119 37.79 6.64
Reversed strict priority 115.044 11.796 0.780 1.544
Reversed point-update 47.32 78.65 48.97 2.766

The corresponding p-values of the K-S test are provided in the Table B.4.

Table B.4: The p-values of the K-S test under the service polices considered in Table 4.4.
(** indicates the p-value is less then 5%.)

FCFC 4.4E-17%%  8.1E-35** 2.5E-24** 4.7E-30**

Static Priority 0.304 0.269 0.0096**  5.6E-10**
Threshold (75secs) 0.016** 2.5E-5%*  1.3E-19**  8.5E-8**
Threshold (15secs) 0.170 0.014**  1.5E-33**  1.7E-6**
Reversed strict priority | 1.2E-100%*  5.7E-11** 0.208 0.046**
Reversed point-update | 7.9E-42**%  4.8E-69** 4.2E-43**  (0.0040**

The K-S test shows (at the significance level of 5%) that the endogenous and exogenous
distributions are different in all but four cases. For example, the difference of the distributions
for the high priority group under the static priority policy. However, note that the waiting
times of the corresponding priority groups are small and the abandonment rates are low in

these cases. They would have less impact on the performance measure.
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APPENDIX C
APPENDIX OF CHAPTER 5

C.1 The Characterization of the System Dynamics

Assume that the system is empty initially. Denoting the cumulative amount of time the
server is busy over [0,t] by T'(¢), the number of customers in the system at time ¢, denoted

by Q(t), is given as follows:

We restrict attention to work-conserving policies. That is,

T(t) increases if and only if Q(t) > 0. (C.2)

Recall that the system is stable because b < u. We restrict attention to work-conserving
policies. For t > 0, let T'(t) denote the cumulative amount of time the server is busy over

[0,t]. Clearly, we have that

T(-) is nondecreasing with 7°(0) = 0, (C.3)

0<T({t)—T(s) <t—s, 0<s<H. (C4)

In addition, let Q(t) denote the total number of customers in the system at time ¢ > 0. It

is nonnegative, and its evolution is governed by the following equation:

Q(t) = A(t) = S(T(1), t =0, (C.5)

Q(t) >0, t > 0. (C.6)
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It follows from Equation (C.4) that T is Lipschitz continuous. Thus, it is absolutely contin-
uous and differentiable almost everywhere with respect to the Lebesgue measure on [0, 00).
A time t > 0 is called a regular point if T is differentiable at time ¢. Recall that we restrict

attention to work-conserving policies. Thus, the following hold at regular times: For ¢ > 0,
T(t) =1 whenever Q(t) >0, (C.7)

where T'(+) denotes the derivative of T(-).
Given a routing policy Z, let A (t) and As(t) denote the cumulative numbers of customers
routed to the online and offline queues up to time ¢, respectively. The cumulative number

of customers routed to the online queue up to time ¢, i.e. Aj(t), is given as follows:
Al(t)zsup{k:ik,Gzl, iy, St}, t >0, (C.8)

where we set sup() = 0 for notational convenience as before. In addition, we have that
Ao (t) = A(t) — Aq(t) for t > 0.

To formally describe the evolution of the online and offline queue lengths, let S7(¢) and
So(t) denote the total number of online and offline customers served by time ¢, respectively.
Thus, the online and offline queue lengths, denoted by @Q1(t) and Q2(t), respectively, are

given as follows: For k =1, 2,

Because we restrict attention to the work-conserving policy that gives strictly priority to the

online queue, the following hold at all regular times: For ¢t > 0,

t
S1(t) = /0 Lo, ty>0y dS(T (1)), (C.11)

Sa(t) = S(T (1)) — 51(1), (C.12)
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where ]1{.} is the indicator function. In words, Equation (C.11) says that as long as there
are customers in the online queue, the server works on that queue, i.e. it gives strict priority
to the online queue. Similarly, Equation (C.12) implies whenever the online queue is empty,
the server works on the offline queue (provided it is not empty). Note that the evolution of
the total number of customers Q(t) in the system depends only on the arrival and service
processes. It is independent of the routing and service policies as long as the latter is work-

conserving.

C.2 Proofs of the Lemmas in Section 5.4

This section consists of the proofs of the lemmas in Section 5.4.

C.2.1 Proofs of the lemmas in Section 5.4.1

Proof of Lemma 20. We prove the statement by induction. This is true for £ = 0 by the
definition of @Y, i.e. Q¥ = Q) = Q.

As the inductive assumption, suppose that the statement is true for £ — 1 and i € Ik;c—l

k-1

(for k = 1,...,n), i.e. w;™" = w;. We then show that it is true for k and i € 7€ ie.

wh = w;. Recall that the greedy rule defined in Definition 7 picks 7} in the

th
i k

iteration.
Thus, Z]? = Ikc_l\{i;;}. The proof proceeds by considering the following two cases: i > iy
and 7 < ij.

Case 1: 1 > z"]; That is, customer ¢ arrives after customer zz Since the customers are
served in the LCFS fashion, the waiting time of customer i is independent of whether cus-
tomer @”]; is in the online or offline queue. Thus, the waiting time of customer ¢ is unchanged

after removing customer i;;, ie.

wh = wh =t = w; for i€ Z¢ N ik +1,... 0},

where the second equality follows from the inductive assumption.

Case 2: 1 < Z}’; That is, customer ¢ arrives before customer ZZ We discuss two sub-cases
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in this case. The first sub-case is when customer i enters service before customer f']; arrives,
ie.

k-1

Ti;;>7—i+wz' =7 +w; = s;,

where the first equality follows from the inductive assumption wf_l = w; and the second
equality follows from Lemma 19. Thus, removing customer i; from queue Qlf ~1 does not

affect the waiting time of customer ¢ because customer ¢ has left the queue by time Tk To

be specific, we have that wf = wzl-“_l = w;.
The second sub-case is when customer i enters service after customer ZZ arrives, i.e.
Ti < Tir < 8- We show next that such a customer does not exist, i.e. i & Ikc. We prove it

by contradiction. Suppose there exists an index ¢ € Ikc such that

T < Tix < 8 =T; + wf_l.

Now consider the online queue Q]f_l after k — 1 deletions, and note that customer ¢ will be
in the queue at least during the period [r;, s;]. In particular, we have that Q]f_l(t) > 1 for
t €[5, ;). Define

t1 =inf{t > 7; : Qlf_l(t) =0}

as the first time when Q]f_l hits zero after customer ¢ arrives at time 7;. Note that ¢1 >

S1 > Tix. Thus, the following holds:
_ okl
t; = inf{t > Tie 1 QF (t) =0},

because customer iy arrives after customer i. Essentially, we will argue that the greedy
policy would pick customer ¢ to remove from the online queue in step k (instead of customer
i7.) which would be a contradiction. To see this, we will show next that the reduction in
the area under the online queue length process due to removing customer ¢ from Ilg—l is

precisely t; — 7;. That is,
H(Q{ ™) — H@@Q) ' {i}) =t1 — 7.
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Figure C.1 illustrates the change in the online queue length dynamics due to the removal of

customer 4. Similarly, the reduction in the area under the online queue length process due

T; t; t

Figure C.1: The solid line shows the queue length process Q]f_l(t). The dash line shows
the resulting queue length process after deleting a customer arriving at time 7;. The time t;
is the first time when the queue hits zero. The shadowed area (t; — 7;) is the savings from
removing this customer.

to removing customer zz from Il?—l ist1 — Tits ie.
HQEY) — H@QE ™ {if}) =t — 7.
Note that both customers i and i} are in the set 115’11- In addition, we have that
HQH) - H@Q i) =t1 =7 >t — 7 = HQ{ ) — H@QY ' {i}}),

where the inequality follows from the assumption that 7; < Tix - This contradicts to the
definition of 7). given in Equation (5.7). In other words, we should have removed customer i

instead of customer zz in the k™ step. This completes the proof. O

C.2.2 Proofs of the lemmas in Section 5.4.2

Proof of Lemma 21. Note that for Z C A,

P (Q@71-> = <Qr+©ayz) = @r + @ (QQ?I) )
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where the first equity follows from Q?(t) = Q(t) = Qr(t) + Qq(t) for t > 0 and the second
one follows because queue r has strict priority and no customer i € R belongs to Z C A.

Substituting this into Equation (5.4), we obtain for Z C A that
PIZOA|+ H®Q].ZNA) = p|Z] + H(@Qr + $(Qa. T)) = H(Qr) + pIZ| + H(®(Qu, D)),

where the last equality follows from the additivity of the integral used to calculate it. (Recall
that H(Q) is the total area under the queue process @, i.e. the integral of the queue process
Q). It follows from Theorem 3 that the resulting set 7 of the first auxiliary p/h-lookahead
policy minimizes p|Z| + H(®(Qq,Z)). Because H(Q,) is fixed, i.e. it does not depend on Z,
the set Z C A prescribed by the first auxiliary p /h-lookahead policy minimizes the objective

given in Equation (5.4). Hence, it is optimal for the first auxiliary system. O

Proof of Lemma 22. We prove this lemma in two steps. We first show that Q(5;) =
Q(1;—) — Qr(1;—). We then show that Q(t) > Q(1;—) — Qr(1—), t € 11, 5).

By definition of §; in Equation (5.17), the time §; is the time when a customer in queue
Qa (either Qn or Qg) enters the service. Since the customers in queue Q, enjoys the static
priority (with preemption), we must have that Q,(3;) = 0. Substituting this equation into

Equations (5.16) and (5.17), we have the following: For i € A,

The first equality follows from Equation (5.16) and that Q,(3;) = 0. The second equality
follows from Equation (5.17) and the fact that Q,(-) is right-continuos while the last equality
follows from Equation (5.16).

In addition, the following holds for ¢ € [7;, §;), which completes the proof:

Q(t) 2 Qa(t) > Qu(ri—) = Q(ri—) — Qp(7i—).

The first inequality follows from Equation (5.16) and the fact that Q,(t) > 0. The second

equality follows from the definition of §; given in Equation (5.17), whereas the equality fol-

276



lows from Equation (5.16). O

Proof of Lemma 23. Let j be such that 7; € (7;,5;). It follows from Equation (5.17)
that Qu(5;) = Qu(m;—). In addition, since 7; € (7, 8;), it also follows from Equation (5.17)
that Qa(Tj—) > Qq(7;—). Thus, we have that Qqu(5;) = Qu(m;—) < Qa(Tj—). Once again,
by the definition of 5; in Equation (5.17), we conclude that §; < §;. Therefore, the following
holds:

§j <8 <Titw<Tj+w,

where the second inequality follows from the fact that ¢ ¢ Z and the last inequality follows
from 7; > 7; by assumption. Therefore, j & 7.

We next show that Q,(3;) = 0. Note that at time 3; the service of a customer in either
queue n or queue 2 (the offline queue) is completed. Queue r must be empty at time §; for
that to happen because it has strict preemptive priority over the queue n and the offline

queue. Thus, Q(3;) = 0. ]

Proof of Lemma 24. (i) Suppose customers i = ig, i1, ..., 4 arrive in [r;, §;). We proceed
with a proof by induction. Note by assumption that i = ig &€ 7 , which constitutes the induc-
tion basis. As the induction hypothesis, we assume that (i) holds for i, ..., j and we show
that it also holds for customer j+1,ie. j+1 ¢ 7. Note that there are no arrivals to queue
r during (7;, Tj+1) because all arriving customers join queue n by the induction hypothesis.
Then the only potential changes to Qr during (7;,7j41) are due to service completions (of
customers in queue 7). We consider two possible cases: @r(7j+1—) > 0 and QT(Tj+1—) = 0.

If Qr(Tj+1—) > 0, then all service effort during (7;,7j41) is dedicated to serving queue
r. Thus, all jobs who depart the system during (7;, 7j41) belong to queue 7. Consequently,

during (7;,7;41) the total number of customers in the system decreases by the same amount
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Qr decreases. That is,

~ ~

Q1) — Q(Tj41—) = Qr(7i) — Qr(Tj41-)-

Rearranging the terms then gives the following:

~ ~ ~

Qrjt1—) — Qr(Tjt1—) = Qi) — Qr(1) = Q(ri—) — Qr(1i—) + 1 > Q(1;—) — Qr(ri—).

The last equality follows from the fact that customer ¢ enters the system but does not join

queue r at time 7;. Thus, it follows from the definition of §; (see Equation (5.20)) that
Q(3) = Q(ri—) = Qr(1i—) < Q7j11—) = Qr(7j41-)- (C.13)

Combining the inequality in the preceding equation with the definitions of 3; and 541 (see

Equation (5.20)), we conclude that §;,1 < §;. Therefore, the following holds:
J+
§j+1 < 5 <Tt+w<Tjt] +w, (C.14)

where the second inequality follows from the fact that ¢ ¢ Z and the definition of Z (see
Equation (5.21)). Thus, we conclude from the definition of Z and Equation (C.14) that
customer j + 1 is not offered the callback option, i.e. j+ 1 ¢& 7.

It QT(Tj—i—l_) = 0, then

~ ~

Qrj41—) — Qr(Tj11-) = Q(7j11—) > Q(1—) — Qr(1—) = Q(8)),

where the inequality follows from the definition of 5; in Equation (5.20) and that 7j411 < §;.
By the definition of §;;1, we conclude that 3;,1 < §;. Therefore, Equation (C.14) holds as
well. Thus, we conclude that customer j+ 1 is not offered the callback option, i.e. j+1 & 7 ,
in this case as well, concluding the proof of (i).

(i) Suppose there are k; > 0 arrivals during [7;, §;]. It follows from part (i) of this lemma
that all of them join queue n. It also follows from the definition of §; (see Equation (5.20))

that

~

Q(8i) = Q(1i—) — Qr(7i—).
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In other words, the total number of customers in the system decreases by QT(TZ'—). Therefore,
there are k; + Qr(Ti—) service completions during [7;, §;]. Since queue r has the highest
priority, all customers in queue r will be served first so that Q,(8;) = 0.

In addition, the following holds for ¢ € [r;, §;):

=Qt) — Q(r;—) + Q1(r;—) (C.15)

where the equality in the second line follows from the fact that no customers were routed
to the offline queue during (7;, s;), which in turn follows from part (i) of this lemma. The
inequality in line four of Equation (C.15) follows because

~ ~ ~

Q1(7i—) = Qr(1i—) + Qu(7i—) > Qr(r;—).

The definition of s; implies that

N

Q) > Q(r;—) — Qr(1;—)

because t € (74, 8;) from which the last inequality in Equation (C.15) follows.

In particular, Equation (C.15) shows that the online queue is always nonempty in (7;, ;).
Therefore, the k + Q(7j—) customers who leave the queue during are (7, §;) are from the
online queue, with k£ of them from queue n and QT(TZ'—) of them from queue r. Thus, the
queue length of queue n remains the same, i.e. Qn(éz) = Qn(n—). Since the queue n is
served under the LCFS discipline, the last customer who leaves the queue is the first one
among the k; arrivals, i.e. customer i. In other words, customer 7 leaves the queue at time
S;.

(iii) We proceed with a proof by contradiction. Suppose Qn(n—) > 0. In particular,
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there exist i’ ¢ Z such that 7; € (7, 5y). Then it follows from part (i) of this lemma that
1 & f, which contradicts to the assumption that ¢ € 7. Thus, Qn(TZ‘—) = 0. Moreover,
because i € Z, customer i does not join queue n. Instead, he joins queue r if i € R; and he

joins the offline queue if i € A. So we conclude that Qp(7;) = Qn(r;—) = 0. O

Proof of Lemma 25. As done throughout the paper, we consider a busy period and
suppose that there are n customer arrivals during it. Assuming at most one event can
happen at any fixed time, there are 2n events in the busy period. That is, the state of
the system changes at 2n points in time. Recall that the customer arrival times are de-
noted by 0 < 71 < --- < 7. It will be convenient, however, to denote the event times as
0<t] <tg <--<to,. (Notethat the set of arrival times {7y,...,7,} is a subset of the
event times {t1,...,to,}; and the set {t1,...,to, }\{71, ..., ™} corresponds to the departure
or service completion times. We also let ¢ty = 0 for notational convenience.

Note that it suffices to show that Equation (5.22) at t = ¢; for i = 0,1, ..., 2n, because
the system state changes only at those times. We proceed by induction. As the induction
basis, we note that Equation (5.22) holds for ¢ = 0, because both the original system and
the auxiliary system are empty at time zero.

As the inductive hypothesis, we assume that Equation (5.22) holds for I = 0,1,...,7 and
show that it holds for [ =i+ 1 as well. Because there is no event in between (t;,¢;11), the

following holds:

Qr(tit1—) = Qp(tiz1—) for k=rmn,2. (C.16)

In which follows, we consider two cases depending on whether the event at time ¢;,1 is an
arrival or a departure.

Case 1: Suppose a customer, say customer j arrives at time ¢;,1. In particular, 7; = ;1.
Note that because Q- (tjy1—) = Qr(tj+1—), it follows from Equations (5.13) and (5.17) that
s = 3j. Consequently, in both system, customer j is routed to the customers to the same

J
queue. To be specific, if 327 = 8; > 7j + w, then both system offers the callback option to
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the customer j. If he accepts it and joins the offline queue, then the offline queue increases
by one in both systems. That is,

~

Qa(tiy1) = Qa(tis1) = Qaltiv1—) + 1 = Qa(tip1—) + L.

Other quantities remain unchanged. If customer j rejects the offer, then both @, and Q.
increase by one while other quantities remain unchanged. On the other hand, if s;. =385 <
7; + w, then neither system offers the callback option; and both @, and Qn increase by one,
whereas all other quantities remain unchanged. Thus, we conclude that Equation (5.22)
holds at time ¢; 1 in Case 1.

Case 2: In this case, we consider four further sub-cases:

(a) The online queue is empty in both systems at time ¢;,1—. That is, Q1(t;11—) =

Ql(tiJrl—)- Equivalently, we have that
Qr(tiy1—) = Qnltiz1—) =0 and Qp(tiy1—) = Qn(tir1—) =0.

Therefore, the offline queue decreases by one in both systems, i.e. ()9 and Qg decreases

by one, whereas the other quantities remain the same.

(b) Queue n is empty whereas queue r is not empty in both systems. That is

~

Qr(tiy1—) = Qr(tix1—) >0 and Qn(tiy1—) = Qn(ti+1_) =0.

the second auxiliary system picks a customer in Qr to enter service because it has the
highest priority. We argue that the original system also picks one customer in @), to
enter service. Note that the same set of customers are routed to Q, and Q, so far;
see Case 1. Since Qr(tjy1—) = Qr(tz‘+1—), the same numbers of customers have left
the queues Qr and (. Since both queues are served in the FCFS fashion, the set of
customers who have entered service in Q, and Q, are the same. Therefore, @, and QT

consist of the same customers at time ¢;1—.
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()

Queue r is empty whereas queue n is not empty in both systems. That is

N

Qr(tiz1—) = Qr(tiz1—) =0 and Qultiy1—) = Qn(tir1—) > 0.

By an argument similar to the one in Case 2(b), we conclude that both @, and Qn

decrease by one.

Both queue n and queue r are nonempty in both systems. That is,

~ N

Qr(tit1—) = Qr(tiy1—) >0 and Qn(tiy1—) = Qn(tit1—) > 0.

The second auxiliary system picks a customer in queue r to enter service because queue
r has the highest priority in that system. Next, we argue that the original system also
picks a customer in queue r to enter service. To this end, we first note that the same set
of customers are routed to queue 7 in both systems so far by the induction hypothesis.
Because we also have Q(t;11—) = Qr(ti+1—), the same number of customers have left
queue r in both systems by time t;,1—. Moreover, since both queues are served with
the FCFS service discipline, the set of customers who have entered service from queue
r in both systems are the same. Therefore, queue r in both systems consist of the same

customers at time ¢;41—.

Let index j correspond to the customer with the smallest index present in queue n of the
second auxiliary system at time ¢;1—. He arrived at time 7; and will leave the system
at time §; in the second auxiliary system by part (iii) of Lemma 24. Since customer j
has not left the system yet, we have that ;11 € [}, s;). Thus, it follows from part (i) of
Lemma 24 that all customers arriving during [7}, s;) are routed to queue n in the second
auxiliary system. The same is true for the original system by the induction hypothesis.
Therefore, all customers in queue 7 at time t; 11— (in either system) must have arrived
before 7;. Moreover, all customers in queue n at time #;11— (in either system) must
have arrived at or after time 7;. Then, because the online queue (combination of queue

r and queue n) is served in a FCFS basis in the original system, customers in queue r
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have priority over customers in queue n. Therefore, a customer in queue r is picked to

enter service at time ¢; 11 in the original system. Thus, Equation (5.22) holds for ¢;1.

This completes the proof. n

Proof of Lemma 26. We first show that

Q1(t) < Q1(t), t > 0. (C.17)

Note that all customers i € R join the queue r in the first auxiliary system. Moreover, all
customers who join the queue 7 in the second auxiliary system belong to the set R. Thus,
if a customer joins queue r in the second auxiliary system, he joins the queue r as well in
the first auxiliary system. Since queue r in both systems has the highest priority among all

queues in either system, we conclude that

Qr(t) > Qr(t) > 0. (C.18)

In particular, the following holds:

Q(t) = Qr(t) < Q(t) = Qr(t), t 2 0.

Using this, we conclude from Equations (5.18) and (5.20) that for i € A, §; < §;. Conse-
quently, if customer i in A is routed to the online queue in the first auxiliary system, i.e.
S; < T; + w, then he is routed to the online queue in the second auxiliary system as well,
because §; < 5; < 7; + w. In addition, also note that all customers in the set R are routed
to the online queue in both systems. To summarize, all customers who are routed to the
online queue in the first auxiliary system are also routed to the online queue in the second
auxiliary system. Because the online queue has the strict preemptive priority over the offline
queue in both systems, we conclude that Qq(t) < Q1(t) for t > 0.

Next, we turn to proving Qq(t) = Ql(t) for t > 0. Because Q1(t) < @1(15) fort > 0
as proved immediately above, it suffices to show Ql(t) = Ql(t) for all busy periods of the

online queue in the second auxiliary system. Furthermore, since the online queue has the
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strict preemptive priority in both systems, it suffices to show that the same set of customers
are routed to the online queue during [t1, t2] in both systems, where [t1, 9] is one busy period
of the online queue in the second auxiliary system.

Consider the second auxiliary system and let iq,...,7; denote the customers arriving
in [t1,t2]. We consider the following two cases. First, assume that all of them receive the
callback option, i.e. i; € 7 for | = 1,...,k. In this case, customer ¢; joins either queue r
(if i € R) or the offline queue (if i; € A). In particular, no customer joins queue n and
we conclude that Qn(t) = 0 for t € [t1,t2]. In this case, we also conclude the following for
t € [ty,to]:

~ N

Q1(t) < Q1(t) = Qr(t) < Qr(t) < Qu(t). (C.19)

where the first inequality follows from (C.17). The equality follows from Equation (5.19)
and that Q,(t) = 0 for t € [t1,%]. The second inequality follows from (C.18), whereas the
last one follows from (5.15) and that Qn(t) > 0 for t € [t1,t9]. Therefore, in this case, it
follows Equation (C.19) that Qq(t) = Q1(t) for t € [t1,ts].

In the second case, there exists a customer who does not receive the callback option. Let

i* <'ij. be the first such customer. Then by definition, we have that
Qn(t) =0 for te[ty,7+) and Qn(rj+) = 1. (C.20)

Thus, Equation (C.19) holds for t € [t1, 7;+). This implies that Qq(¢) = Q1 (t) for t € [t1, 7+).
Moreover, Equation (C.19) also implies that Q,(t) = Q. (t) for ¢ € [t;, 7;+). Therefore, the
following holds:

~ ~ ~ ~

Qn(t) = Q1(t) = Qr(t) = Q1(t) — Qp(t) = Qu(t) = 0, t € [t1,73%). (C.21)

The first and third equalities follow from Equations (5.15) and (5.19). The last equality
follows from Equation (C.20).
We complete the proof by showing that Ql(t) = Q1(t) for t € [rj«,t2]. To this end, we

first show that §;+ = t9. That is, the busy period of the online queue ends when customer
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i* departs the second auxiliary system. To see this, note from part (ii) of Lemma 24 and

Equation (C.21) that

~ N

Qr(8+) =0 and Qn(§1*> = Qn(r+—) = 0.

Thus, it follows from (5.19) that Q1(3;+) = 0. It also follows Part (i) of Lemma 24 that
$;+ is the time when customer ¢* leaves the system, which implies that Qq(t) > 0 for ¢ €
[7;%, 8;+). Thus, we conclude that $;+ = to. Second, we note from part (i) of Lemma 24 that
i & 7, i.e. all customers arriving after i* (customers i* + 1,...,4;) join the online
queue. (in particular, they join queue n) in the second auxiliary system. Therefore, to show
that Q1(t) = Q1(t) for t € [rj«, t9], it suffices to show that all customers in {i*, ..., i} joins
the online queue in the first auxiliary system as well. To show this, we discuss two cases.

Case 1: Customers i*,... i belong to the set R, i.e. {i*,... i} C R. Recall that all
customers in the set R join queue r in the first auxiliary system. Therefore, in this case,
all customers i*, ..., i in the first auxiliary system join the queue r (and hence the online
queue) in the first auxiliary system.

Case 2: There exists a customer j € {i*,... 4.} such that j € A. Let j* be the smallest
such index and note that Ql(Tj*—) = Q1<Tj*—), because for customers ¢*,i* +1,..., 5% —1
belong to set R and they all join the online queue in both systems. Also note that Ql(t) >0
for t € [7;«, 7jx) because customer i* leaves the system at ;+ = to, i.e. when the current busy
period of the online queue in the second auxiliary system ends. Consequently, no customer
in the offline queue enters service during [7;+, 7jx) in the second auxiliary system. Moreover,
as discussed above, customers i*,7* +1,...,7" — 1 all join the online queue in the second
auxiliary system, i.e. no one joins the offline queue during [7;«, 7;%) in the second auxiliary

system. In particular, Q2(Tj*—) = Qo(7jx—) for t € [1;+, 7+ ). Therefore, the following holds:

A ~

Q(rje—) — Q1(7js—) = Qa(7j+—) = Qa(73=—) = Q(7j+—) — Q1(73—). (C.22)

It remains to show that customers j*, ... i} all join the online queue Q1 in the first auxiliary
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system. Note that j* is the first customer in {i*,... i;} such that j € A, i.e. {i*, ..., j* —
1} € R. In other words, customers i*,...,j* — 1 all join Q, in the first auxiliary system.
Therefore, it follows from Equation (C.21) that Qn(Tj*—) = 0. In addition, the following

holds:

=Q(7j+—) — Q1(7j+—) (C.23)

The first equality follows from definition of §;x in Equation (5.20). The second equality
follows from Equation (C.20). The third equality follows from Equation (C.22). The fourth
equality follows because Ql(Tj*—) = Ql(Tj*—). The last equality follows from Equation

5.15) and that Qn(7;+—) = 0. In addition, it follows from Equation (5.20) that
J

Qt) > Q(3%) = Q(1j+—) — Qr(rjx—) for t € [rjx, 5;%).

Combining this with Equation (C.23), we conclude that

Q(t) > Q(§Z*) = Q(Tj*—) — QT(TJ*—) for t e [Tj*, §Z*)
It follows from this and Equation (5.18) that 5+ = §;«, which implies that
Sjx < 8 < Ty +w < Tjx + w.

Therefore, we have that j* ¢ 7 and j* € A, i.e. customer j* does not receive the callback
offer and joins the online queue (in particular, queue n) in the first auxiliary system. Then, it
follows from Lemma 23 that all customers in A arriving during [}, §;] join the online queue
in the first auxiliary system, where 5+ = $;+ = ¢o. In addition, all customers in R arriving

during [7;, 5;] join the online queue in the first auxiliary system by definition. Thus, because
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$;j+ = tg, we conclude that all customers arriving during [Tj, ts] join the online queue in the

first auxiliary system, completing the proof. O

C.3 A Bayesian Approach to Estimate the Parameters of the

Arrival Process

This section describes the steps to estimate the parameters characterizing the arrival process
using a Markov Chain Monte Carlo method, proposed by Zhang [119] to estimate a similar
model of call center arrivals.

We use the individual call level data of a US bank call center to study the system with
the callback option. To be specific, we analyze the call arrival data of brokerage customers
in February 2003. To eliminate the day-of-week effect, we focus on those customers who
arrive during the peak hours (9am-2pm) in the weekdays and request the service from the
agents. There are D = 19 days of workdays in February 2003. In addition, we pick the time
unit, denoted by d, to be 10 seconds, i.e. § = 10 seconds. Since we focus on the peak hours
(9am - 2pm), we have that there are 7" = 3000 time units in each day.

Although we focus on the arrivals during the peak hours in the weekdays, the arrival
process still has the hour-of-day effect. To incorporate the hour-of-day effect, we modify
the model of the arrival rate process in Equation (5.1) by scaling the arrival rate process by
the hour-of-day effect. To be specific, we assume that the arrival process follows a Poisson

process with its intensity follows

A(t) = e(t)z(t), for te[0,T]
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where ¢(t) (for t > 0) is a deterministic function and z(t) is a diffusion process which follows'

dz(t) = a(l — x(t)) dt + o/ x(t) AW (¢), t € [0, T]. (C.24)

In each day, the realized diffusion process z4(t) (for d = 1,..., D) draws one sample path
from the the diffusion process z(t). We follow Glynn et al. [50] and assume that the deter-
ministic hour-of-day effect function ¢(t) is a constant within each 30-minute interval, i.e. for
i=1,2,...,10,

c(t) =0;, for te[(i—1)AiA),

where A = 300. Thus, the parameters to estimate are = = (a, 0, ©) where © = (01,...,019).

The observed data is the counts of the incoming customers?. Let Yia (for k=1,...,T
and d = 1,..., D) denote the observed number of arrivals within in the k-th time unit in
day d. Since we assume that the arrival process follows a Poisson process given its intensity

A(t), the following holds: For k=1,...,Tandd=1,...,D

Y

IFe(t)ag(t) dt k
P(Yyq = jlog.q, ) :( i1 ; > exp (—/( c(t)zq(t) dt)

k1) (C.25)

Or(0)k.a)’
UL exp(—07 (1) T.d)

where I(k) =i if ¢(k) = ;. The goal is to estimate the parameters = given the observations
Y =(Yq) (fork=1,..., Tandd=1,...,D).

We use a Bayesian approach to estimate the parameters =. To be specific, we assume
that the parameters follow specific prior distributions. We then simulate the joint posterior
distributions given the observations, i.e. P(Z]Y’). In other words, we run a Monte Carlo

simulation and sample the parameters = which follow the posterior distribution P(Z|Y).

1. We normalize the constant b in Equation (5.1) to be one, so the long-term mean of the diffusion process
x(t) is one, i.e. lim;,o E[z(t)] = 1.

2. The data set recorded the arrival time of each customer at the accuracy of one second. Therefore,
there may be multiple arrivals within one second.
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The following assumption provides the prior distributions of the parameters =.

Assumption 7. The prior of = are given by the follows:

a~ N(Na, 0’2)
0% ~ InverseGammal(cy, dy)

0; ~ Gamma(c;,d;), i =1,...,10,

where cg and ¢; are the shape parameters of the inverse Gamma distribution and Gamma
distribution, respectively. The constants ds and d; are the rate parameters of the inverse
Gamma distribution and Gamma distribution, respectively. In addition, the priors of = are

mutually independent.

The joint posterior distribution of the parameters = is difficult to compute. Therefore, it
is difficult to sample the parameters = from it’s joint posterior distribution directly. However,
the Gibbs sampler provides an iterative approach to sample the joint posterior distribution
via sampling the marginal posterior distributions of the parameters. To be specific, the
Gibbs sampler draws one sample of the parameters to be estimated in each iteration and
update the marginal posterior distribution of each parameter given the current sample. The
sequence of the samples constitutes a Markov chain, whose stationary distribution is the
joint posterior distribution of the parameters to be estimated; see Gamerman [43] for more
discussion. In the rest of this section, we first derive the marginal posterior distribution of
the parameters =. Then we describe the specific steps to implement the Gibbs sampler. In
addition, we report the estimates of the parameters at the end of this section.

Prior to deriving the marginal posterior distributions of the parameters, we follow Zhang
[119] and approximate the one-step transition distribution of the Markov Chain 1 4, ..., 774
(for d = 1,..., D) by the Euler discretization scheme of the stochastic differential equation
(C.24). To be specific, let f(:|r}, 4,Z) denote the probability density function of the value of

T}y1,4 given the values of zy ;7 and the parameters. Thus, the pdf f () can be approximated
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as follows:

1 exp (_ (Tht1,a —a(l - xk,d))2)> | (C.26)

f@py1.alvpa,2)  ——m—me
5 ,a 20_2xk’d 20-2xk_’d

From now on, we replace the posterior distributions of Y}, 4|z, 4, = and x4 4|7 4, = with
the approximation (C.25)-(C.26). The following lemma provides the marginal posterior

distributions of the parameters =.

Lemma 57. If the parameters = follow the following distributions:

a ~ N(ﬂm 52)

0% ~ InverseGamma(éy, dy)

0; ~ Gammal(é;, d;), i =1,...,10.

Thus, under the approzimation (C.25)-(C.26), the following holds: Fori=1,...,10,

a|lo?,0,X,Y ~ N(B/A,1/A) (C.27)

Jz\a, 0, X,Y ~ InverseGamma (ég +D(T—-1)/2, Jg) , (C.28)
D A

Oila, 0, X, Y ~ Gamma | & + Z Z Vi ds d; + Z Z rpq |, (C.29)
d=1k=(i—1)A+1 d=1k=(i—1)A+1

where A, B, and dy are given as follows:

T-1

iy y ol
&3 0% i L~ xkd
i D T-1
Cfa 1 (1 — 2k d)Thy1,d
B=mt ol PR
a d=1 k=1 )
D T-1
" (@10 — a(l — 25 4))?
d=1 k=1 k.d
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Proof. We first prove Equation (C.27). Substituting the priority distribution of the param-

eter a into the posterior distribution of a|0'27 0, X,Y, we obtain its pdf as follows:

falo?,0,X,Y)

x f(5,X,Y) = P(Y[E, X) f(X[E)f(Z)

D T-1
o f(X|E)f(a) x f(a) H H f(@ri1,alTrd: 2)
d=1 k=1
N D T—1
1 (a — jig)? 1 (Thy1,d —all — xk,d))z
- = TP\ T 52 I —==e|- 252
2rog 0q d—1 k=1 27r02xk d 0" Lk,d
N D T—1 D T—1
fla (1 =2k d)Trt14 o 1 1 (1— 2 9)?
xexp a5+ 2. - ;72 "y
a 4= k=1 k.d a d=1 k=1 ;

The second line follows from Equation (C.25) that conditioning on the process X, the arrival
count Y does not depend on the parameter a, so it is a constant independent of a. The third
line follows from Equation (C.26). Thus, it follows from the last line that a|c?,0,X,Y
follows a Normal distribution with mean B/A and standard deviation 1/A.

We prove Equation (C.28) by substituting the prior distribution of o2 into the posterior

distribution of azla, 0, X,Y. To be specific, the following holds:
f(@*a,©,X.Y)
x f(5,X)Y) = PY[E, X)f(X[E)f(E)
D
x f(X[E)f(0?) o f(o) [T T f@rsr,dlena. =)

T-1
1 ( (Tpt1,4 —a(l — l“k,d))2>

202xk,d

~d,

D
Co 2\ —é,—1 o
X F(TJ(O' ) exXp (-g H

~—

T-1
& 1-D(T— 1[5
x (o) I PI D ey |-y + 303



The second line follows from Equation (C.25) that conditioning on the process X, the arrival

count Y does not depend on the parameter o2

, so it is a constant independent of the value
of 2. The third line follows from Equation (C.26). Therefore, the last line implies that
0%)a,0,X,Y ~ InverseGamma (¢o + D(T —1)/2, dy).

We end the proof by showing Equation (C.29). The following holds:
f(0ila, 0%, X,Y)
x f(E,X,Y) =PYI[Z,X)f(X|E)f(E)
D
o f(Y16;, X)f(0;) o< f(6:) || P(Yy ql7g, g, 0;)

961—1 o 5 D
13(5_) d; “ exp(—d;0;) ||
1

X

G i A1 Yed 7
o< 0, (=1) exp | —0; | d; + Z Z Tk
d=1k=(i—1)A+1
The second line follows from the fact that the diffusion process x(t) and thus its discretiza-
tion X is independent of the hour-of-day effect #;. This proves Equation (C.29) and thus

completes the proof. O

In addition, we can also compute the posterior distribution of the Markov process zj, 4
(for k = 1,...,7 and d = 1,...,D) given the parameters = and the observed data Y.
Let X = ($k7d> denote the underlying arrival rate process guiding the arrival process. In
addition, let X_ . gy = {ap 4 : k' #k and d' # d}. It follows from Equation (11) in Zhang
[119] that

f@radX_(r.a) Y. E) o< f(zkaleg—1,a, E)f (@pr1,dler,a 2P (Ye,alzia, E) (C.30)

The right-hand side of Equation (C.30) is calculated by substituting Equations (C.25)-(C.26).
The Metropolis-Hastings algorithm can be applied to generate the samples of zj 4 using
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Equation (C.30); see Chapter 6 of Gamerman [43].
Letting J denote the the total number of samples of the Gibbs sampler, the steps of

implementing the Gibbs Sampler are given as follows:
1. Initialize the initial sample of (=, X) at (E(O),X(O)).
2. Given (2U), XU simulate (20D, X(H+1)) as follows: For j =0,1,...,J — 1,

(a) Draw a sample of aU*D) from the Gaussian posterior conditional on the values of

(62,00, x(4) v given by Equation (C.27).

(b) Draw a sample of (U2 from the inverse Gamma posterior conditional on

(a),00) X)) Y) given by Equation (C.28).

(¢) Draw a sample of Hg 1 from the Gamma distribution conditional on the values of

(a(J')’ (g(j)>2’ @(_j.),X(j), Y') given by Equation (C.29).

(3
(d) Draw a sample of :r;,({] :lrl), from the posterior distribution conditional on the value

of (20, ng()l d) Y') by Equation (C.30) with the Metropolis-Hastings algorithm.

There is no specific rule to determine the number of samplers J. We draw J = 2,000, 000
samples and trace the plots of the samples of the unknown parameters = to ensure that
the samples have converged. We discard the first half of the samples and use the mean of
the second half of the samples as the estimates of the unknown parameters =. In addition,
we use various initial values of the parameters = and do not observe the dependency of the
estimates on the initial value. The estimates of the unknown parameters = are given in Table
C.1. The parameters a and o characterizes the dynamics of the underlying diffusion process
z(t) that rules the arrival rate process A(t)3. The parameters © = (1, ...,60;0) capture the
hour-of-day effect.

In the discrete event simulation in Section 5.6, we use the parameters a and o estimated

from the dataset but ignore the hour-of-day effect. Instead, we scale the diffusion process

3. Note that E[z(t)|z(0)] = z(0)e~*" + (1 — e~ *"). Note that 1/a &~ 115 time units, which is equivalent to
19 minutes. Thus, the pikes induced by the variation of x(t) lasts at the order of 20-30 minutes.
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Parameters | Mean S.D.
a 8.73e-3 | 4.27e-4
o 1.82¢-2 | 3.29e-5
01 0.488 | 0.97e-2
09 0.712 | 1.46e-2
05 0.754 | 1.53e-2
04 0.768 | 1.60e-2
05 0.752 | 1.5le-2
6 0.663 | 1.37e-2
07 0.591 | 1.22e-2
03 0.581 | 1.17e-2
B9 0.612 | 1.23e-2

010 0.623 | 1.27e-2

Table C.1: The estimates of the parameters a, o and ©.

x(t) by the average arrival rate over the peak hours to obtain the arrival rate. We make
this assumption because we assume that the number of agents is a constant over the peak
hours, which ignores the hour-of-day effect in the staffing level. To be specific, we simulate
the system and vary the number of agents using the arrival processes with the estimated
parameters a and o2, the empirical service time and abandonment time distributions. We
compare the simulated average waiting time and fraction of abandoning customers with the

data and pick the number of agents.
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