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ABSTRACT

Quantum computing (QC) aims to solve certain computational problems beyond the capa-
bilities of even the largest classical high-performance computers. By leveraging the quantum
mechanical principles of superposition and entanglement, QC algorithms have the potential
to revolutionize areas such as machine learning, quantum chemistry, and cryptography. To
perform quantum advantages, a scalable quantum computing system is essential.

This thesis demonstrates techniques that address problems of the development of scal-
able quantum computers. The first part of the thesis describes our technique to perform
scalable quantum circuit optimization by using synthesis. Traditional quantum synthesis
can only be used for circuits on a handful of qubits. The proposed technique partitions the
circuit into multiple small pieces of circuits and performs quantum synthesis individually.
This technique enables quantum circuit synthesis for large circuits. The second section is
the design and evaluation of the trapped-ion linear-tape architecture. This study provides
an alternative idea towards scalable quantum computing systems. The last section of the
thesis is our technique to increase the capability of quantum circuit simulation on classical
supercomputing systems. Our hybrid data compression technique is introduced into the
simulation of quantum computing. This work allows us to further push the limit of classical

simulation, and hence verify a larger size of quantum computing systems.
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CHAPTER 1
INTRODUCTION

Quantum computing (QC) aims to solve certain computational problems beyond the capa-
bilities of even the largest classical high-performance computers. By leveraging the quantum
mechanical principles of superposition and entanglement, QC algorithms have the potential
to revolutionize areas such as machine learning [23], quantum chemistry [143, 98], and cryp-
tography [156]. Recently, IBM, Rigetti, and Google demonstrated their QC devices up to
72 superconducting transmon qubits [91, 73, 147], while IonQ and Honeywell have recently
made significant steps with trapped-ion QC devices [144, 93]. Current QC machines in the
Noisy Intermediate-Scale Quantum (NISQ) era [145] are too small for large benchmarks and
unable to support quantum error correction (QEC) [18, 76]. We can, however, run on the
order of hundreds of quantum operations using on the order of hundreds of quantum bits
(qubits).

The power of quantum computation grows exponentially with the number of qubits.
Achieving a scalable quantum computing system is essential for performing quantum advan-
tages. Therefore, we need to consider the simulation, design, and optimization of scalalbe
quantum computing systems. This thesis covers three research components: increasing the
capability of quantum circuit simulation, a detailed design and analysis of a novel scalable
trapped-ion quantum computing architecture, and a quantum circuit optimization method
for scalable quantum circuits.

The first part of the thesis describes our technique of scalable quantum circuit optimiza-
tion by using quantum synthesis. Traditional quantum synthesis can only be used for circuits
on a handful of qubits. Our technique partitions the circuit into multiple small pieces of cir-
cuits and performs quantum synthesis individually. This work enables quantum synthesis
for large circuits. The second section is the design and evaluation of the trapped-ion linear-
tape architecture. The scheduling algorithms are proposed to enable the realization of this

system architecture. This work provides an alternative viable path towards scalable quan-
1



tum computing systems. The last section of the thesis describes our technique to increase
the capability of quantum circuit simulation on classical supercomputing systems. Our data
compression technique is introduced into the simulation of quantum computing. This work
allows us to further push the limit of classical simulation, and hence verify a larger size of

quantum computing systems.



CHAPTER 2
THESIS STATEMENT

This thesis demonstrates techniques that address the problems of architecting scalable quan-
tum computing systems. Specifically, there are three techniques proposed to scale quantum
circuit optimization, architecture design, and circuit simulation. The first technique is to
enable scalable quantum circuit optimization by using divide and conquer and synthesis.
The second work designs and evaluates techniques that achieve scalable trapped-ion quan-
tum computing architecture. The third work applies data compression to full-state quantum
circuit simulation to scale the simulation capability. Altogether, this thesis provides a viable

path towards scalable quantum computing systems.



CHAPTER 3
ARTISAN: SCALABLE QUANTUM CIRCUIT
OPTIMIZATION USING HIERARCHICAL SYNTHESIS

3.1 Introduction

Quantum Computing (QC) is expected to solve certain computational problems that even
the largest classical supercomputers cannot solve. QC algorithms might have significant
impact on areas such as quantum chemistry [143, 98], cryptography [156], and machine
learning [23]. Recently, QC devices up to 72 quantum bits (qubits) have been demonstrated
by IBM and Google [91, 73]. The current phase of QC is in the Noisy Intermediate-Scale
Quantum (NISQ) era [145]. On NISQ devices, quantum gates are noisy and their count must
be minimized to produce low-error circuits. In particular, two-qubit gates such as CNOTs
are much noisier than single-qubit gates. For NISQ devices, shorter depth translates directly
into higher circuit fidelity.

Quantum circuit synthesis provides an orthogonal circuit optimization method, which
generates a circuit from its high level mathematical description such as unitary matrix. There
are several existing studies in this field [153, 52, 59, 135, 3, 54, 51, 7, 104, 124, 68, 168, 182, 27].
Given an arbitrary quantum circuit, we can compute the corresponding unitary, and then
use synthesis to generate a new circuit, which has a different sequence of gates from the
original circuit, but will be equivalent in terms of unitary operator performed.

However, synthesis algorithms face an “exponential” scalability challenge. For a n-qubit
circuit, the unitary size is 2" x 2™. The solving time of synthesis scales exponentially with
the number of qubits [3, 59, 51]. Thus, synthesis is intractable for circuits beyond a handful
of qubits.

To perform quantum synthesis for optimizing large scale circuits, we propose our hierar-
chical, block-by-block, optimization framework, called Artisan. Artisan uses a combination

of partitioning and synthesis: 1) partition the circuit into independent sub-blocks whose size
4
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Figure 3.1: An example of Artisan circuit optimization. (a) The original 5-qubit circuit.
(b)The original circuit is partitioned into three blocks, and each block only contains gates
on 3 qubits. The first circuit block is only on qq, g1, and g4. The second block is on ¢1, g9,
and g4. The third block is on qq, q1, and ¢3. All gates after partitioning still respect the
gate dependency in the original circuit. (¢) The synthesized circuit. After running quantum
synthesis for each block, the CNOT counts in the first and second block are reduced, and
the third block still has 2 CNOTs. (d) The single-qubit gates can be combined to produce
the final optimized circuit. This circuit is effectively equivalent to the original circuit but
with fewer CNOT gates.
can be successfully handled by synthesis; 2) re-generate each block using synthesis; and 3)
re-assemble the circuit. Figure 3.1 shows an example of Artisan circuit optimization that
partitions a 5-qubit circuit into 3-qubit blocks. In general, partitioning a n-qubit circuit into
multiple k-qubit blocks (k < n) leads to replacing an algorithm with O(exp(n)) complexity
with a sequence of calls to O(exp(k)) algorithms. The time-to-solution grows linearly with
the number of k-qubit blocks, which is a useful tradeoff when compared to the exponential
scaling with the number of qubits. After all blocks are synthesized, Artisan then puts the
blocks back together to produce the final optimized circuit.

Artisan allows us to compile a quantum circuit to an optimized executable circuit for a
target hardware. Artisan is a topology-aware compilation framework. The overall flow is

described in Figure 3.2. Artisan includes four core modules: physical qubit mapping, circuit

partitioning, quantum synthesis, and circuit composition. The input to Artisan is a quantum
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Figure 3.2: Our compilation framework for scalable circuit optimization using synthesis
(Artisan).

circuit in a high-level quantum program, together with a description of the topology of the
target processor. The first step in Artisan is topology mapping of the circuit to the target
hardware. We leverage third party mappers and call into “traditional” compilers to perform
mapping. This approach allows us to select the best mapper available for a given platform.
We use the t|ket) compiler for physical qubit mapping as it is reported to effectively produce
short circuits for several applications [160, 47]. We then run our partitioning algorithm to
select tunable size blocks of the circuit that are independent of each other. In the synthesis
procedure, each block is converted from its circuit format into a unitary matrix and re-
synthesized with a synthesis tool. In this work, we use the state-of-the-art synthesis tool
proposed in [51]. The final output of Artisan is the optimized circuit by stitching all the
optimized blocks together.

For evaluation we use a series of NISQ circuits as our benchmarks. To understand the
impact of the partitioning strategy we conduct experiments with 3- and 4-qubit blocks. We
evaluate the quality of the generated circuits on IBM’s Athens [92] device, as well as using
noise simulation for medium-size circuits and on our analytical model for large-size circuits.

The main contributions of this work are:

e Our technique allows an exponential cost optimization tool to scale to large circuits,
and is the first demonstration of successfully employing and scaling synthesis in the

compilation toolchain for large circuit optimization.
6



e Artisan reduces the CNOT gate count well beyond the ability of existing compilers.
Using a set of NISQ benchmarks, we show that Artisan can reduce the number of
CNOT gates by 29.9% on average and up to 50% compared with circuits optimized by
t|kety compiler. These translate into direct fidelity improvements when running on the

IBM’s Athens device [48].

e We evaluate fidelity improvements using 3 metrics for 3 scaling regimes: small-size
circuits using fidelity on real devices, medium-size circuits using fidelity using simula-
tions with noise, and large-size circuits using CNOT reduction measured statically by
our compiler. To validate the trends shown by our simulations, we show that there is
a 98% correlation between our real-device results and our simulation results on small
circuits. To show that our CNOT reductions are also indicative of fidelity savings, we
show there is a 78% correlation to real devices on small circuits and 76% correlation

to simulation on medium circuits.

e We present the sensitivity analysis by running Qiskit noise simulations to show the
circuit fidelity improvements under different levels of gate errors. The results indicate

that Artisan is important for NISQ devices.

e We demonstrate the scalability of our technique to optimize the circuits of 60+ qubits.
This demonstration suggests that Artisan provides a viable path towards higher fidelity

for circuits on large scale qubits.

3.2 Background

In this section, we briefly introduce the principles of quantum computation. We then present

the relevant background on quantum circuit synthesis.



3.2.1 Principles of Quantum Computation

A qubit is a two-level quantum system, represented by two orthonormal computational basis
states |0) and |1). The quantum state of a qubit can be described by any linear combination of
0) and |1): |¢) = |0)+ 3 [1), where a and § are complex numbers satisfying |o|?+|3|?> = 1.
More generally, the state of a n-qubit quantum system can be represented by using 2"
amplitudes.

A quantum circuit consists of a sequence of quantum gates on qubits, and a quantum
gate is a unitary operator, U. The effect of a gate on a quantum state can be expressed as
|4") = U |¢). Gates are applied to one or many qubits simultaneously. Two-qubit controlled
gates and arbitrary single-qubit gates are known to be universal [61]. CNOT gates and
single-qubit rotation gates (R, Ry, R.) constitute a commonly used universal gate set for

quantum programming.

3.2.2  Quantum Clircuit Synthesis

Quantum circuit synthesis is the process of taking a description of a desired unitary matrix
and decomposing it into a sequence of smaller unitaries, representing the gates in a circuit
that implements the target unitary. One of the earliest techniques was the Solovay-Kitaev
algorithm[52, 135, 3], which combined a recursive matrix decomposition technique with nu-
merical methods required for the base case. This method served as a proof-of-concept for
the field of synthesis, but the circuits it produces are very long. One of the main goals of
synthesis is to produce “short” circuits, minimizing metrics such as CNOT count, total gate
count, and critical path length. CNOT count is of particular importance on NISQ devices,
since they contribute significantly more to the overall noise and runtime of circuits than
single-qubit gates. Because of this, CNOT count has been a particular target for synthesis
approaches. The approach shown in [7] is able to find minimal length circuits according to
a weighting of different gates, and demonstrates a significant advantage over the Solovay-

Kitaev approach. The approaches shown in [104] and [59] focus on synthesis runtime, which
8



is another metric needed for synthesis to be practical. All of these techniques mentioned
so far work solely with discrete gatesets, where only a finite number of base gates are al-
lowed. However, most current quantum devices can perform continuously varying gates.
For example, superconducting qubits use virtual Z rotations, which can be performed with
any angle, and trapped ion qubits can perform X and Y rotations with any angle. These
continuous gates can be used to perform any single qubit rotation, usually parameterized
as Z(01)X(5)Z(02)X(5)Z(03) or X(01)Y (02)Z(03). Leveraging this capability, the KAK
decomposition can perform optimal 2-qubit synthesis to perform any 2 qubit unitary with
at most 3 CNOTs [168]. The approach shown in [153] uses the cosine-sine decomposition
to produce universal gates for any number of qubits, which can perform any unitary simply
by changing the parameters. Other approaches use numerical optimization of parameterized
gates to find high quality circuits [124, 51, 182].

We employ the search-based numerical synthesis method described in [51]. This technique
builds a search tree of CNOT structures filled in with parameterized single-qubit gates, and
employs numerical optimization to evaluate the CNOT structure at each node in the search.
A* search is used to find the shortest CNOT structure that can implement the desired
unitary, and numerical optimization is used to find parameters for the single-qubit gates
to produce a fully instantiated circuit. We choose this technique because of its ability to

minimize CNOT count.

3.3 Scalable Circuit Optimization using Synthesis

Quantum synthesis is a powerful tool for circuit optimization. However, it is not scalable
for large circuits. To optimize asymptotically large circuits, we develop our block-by-block
optimization technique, called Artisan. Artisan allows us to compile a high-level quantum
program to a hardware topology-aware executable circuit. Artisan takes the device qubit
connectivity and a quantum program as inputs, and produces a compiled executable circuit,

minimizing the CNOT gate count by using synthesis.
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3.3.1 Artisan Overview

Figure 3.2 shows an overview of Artisan. It contains four core compiler components: phys-
ical qubit mapping, circuit partitioning, quantum synthesis, and the circuit composition
procedure. The inputs for Artisan consist of a high-level quantum program and a target de-
vice connectivity description. First, Artisan performs physical qubit mapping to assign the
logical qubits to physical qubits and to resolve all unexecutable two-qubit gates by adding
swap gates. Since our goal is to produce an optimized topology-aware circuit, if we perform
physical qubit mapping after quantum synthesis, there will be swap gates inevitably added
into the final circuit. Therefore, we perform physical qubit mapping before quantum syn-
thesis, so that the swap gates added into the circuit become a part of the input circuit for
the circuit synthesis, and hence the final circuit would have a reduced CNOT gate count.
Second, Artisan partitions the circuit into multiple small circuit blocks. Each block only
interacts with a few qubits. The qubit group mapping is generated to indicate what qubits
are involved for each circuit block. This qubit group mapping information will be used for
the later circuit composition procedure. Since the number of qubits in a block reflects the
size of the corresponding unitary matrix, we demonstrate the partitioning of 3-qubit and
4-qubit blocks in this work, but the block size can be further increased. In general, a larger
unitary matrix would take exponentially longer time to decompose into a sequence of gates.
A circuit partitioned with a larger block size would have fewer blocks, and each block tends
to allow the synthesizer to decide circuit elements rather than the mapping algorithm, and
hence the final optimized circuit would have fewer CNOTs. Thus, the block size is a trade-off
between the time-to-solution and the quality of solution (CNOT reduction). Next, quantum
synthesis is applied to the partitioned circuit blocks. We use the state-of-the-art synthesis
tool proposed in [51] for our work. Finally, Artisan performs the circuit composition by
following the qubit group mapping to concatenate the synthesized blocks to produce the

final optimized circuit.
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3.3.2  Physical Qubit Mapping

Given an input quantum circuit and the qubit connectivity graph, physical qubit mapping
is to find an initial qubit mapping and insert swap gates to satisfy all two-qubit interac-
tions and try to minimize the total number of swap gates and circuit depth in the final
hardware-compliant circuit. Physical qubit mapping problem is NP-Complete [157]. Several
approaches for solving this problem have been proposed [11, 175, 121, 48, 126, 40, 139, 110,
94, 160, 179, 187].

We design the physical qubit mapping as the first step of Artisan because we want to
have the additional swaps gates to be part of the input circuit for the remaining optimization
process, so that the optimization by quantum synthesis can reduce the CNOT gate count
in the final circuit. In addition, we also find that most quantum applications have certain
repeated CNOT patterns, and existing qubit mapping algorithms will perform better by
leveraging the structure of these patterns. If the synthesis process runs before physical qubit
mapping, the pattern will be destroyed, and the number of additional swap gates will increase
in some cases. Thus, performing physical qubit mapping before synthesis can benefit the
overall optimization.

We compare industrial compilers such as IBM Qiskit [48] and | ket) compilers [160]. Since
the t|ket) compiler produces shorter circuits in our experiments and is reported to produce
shorter circuits for several quantum applications compared with other techniques [47], we

adopt the t|ket) compiler for physical qubit mapping in our Artisan.

3.3.8  Clrcuit Partitioning

Artisan partitions a circuit into multiple small circuit blocks. Each block contains gates
only on a small group of qubits. Figure 3.1 shows an example of partitioning. Each circuit
block consists of 3 qubits (Figure 3.1(b)). Since the CNOT reduction would be higher
when there are more CNOTs in a block, the goal of partitioning is to find a block with

the number of qubits and biggest number of CNOTs. Thus, we propose our algorithm: we
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Table 3.1: Notations used in our algorithm.

Notation Definition

n The total number of qubits in a circuit

k The total number of qubits in a partitioned block
gi A gate operation. 7 is the index of the gate.

i A qubit. ¢ is the index of the qubit.

Qi A qubit group. i is the index of the group.

Eq, A set of executable gates on

G Gate dependency graph

B A list of partitioned blocks

M A list of qubit group mapping

use a greedy-based heuristic approach. This is an efficient approach; compared with other
partitioning algorithms such as dynamic programming that would be limited by circuit depth,
our heuristic algorithm is scalable for large-scale circuit partitioning. We summarize the
notations used in our algorithm in Table 3.1.

Before our heuristic algorithm, we define a few terms used in our algorithm.

Qubit group. A qubit group is a set of qubits in a circuit block. For a n-qubit circuit,
there are (Z) different combinations of qubit groups for a k-qubit block. For example,
the circuit shown in Figure 3.1(a) is a 5-qubit circuit. For partitioning the circuit into
3-qubit blocks, {qo,q1,9},{90,91,493}, .-, and {g2,q3,q4} are possible qubit groups for a
block. Figure 3.1(b) shows the circuit after partitioning. The qubit group of the 1st block is
{90, 41,44}, and the 2nd block is {q1, ¢2, g4}, and the 3rd block is {qo, q1,93}. We use Q; to
denote a qubit group in this paper, where 1 = 1,2, ..., (Z) The qubit group size k is limited
to a small number due to the limitation of quantum synthesis. In this paper, we focus our
analysis on the size of 3 and 4 qubits in a qubit group.

Valid qubit group. Since the input circuit for our partitioning algorithm is a physical
qubit mapped circuit, all two-qubit gates are applied on the neighbor qubits. We can define
valid qubit groups by considering device connectivity to reduce the search space in our algo-
rithm. We map the qubit group onto the device connectivity graph. If a qubit group is a

connected component, it is a valid qubit group; otherwise, it is an invalid group. Figure 3.3
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Invalid

Figure 3.3: Example of valid and invalid qubit groups.

shows an example of a valid qubit group. Considering a 3 x 3 grid connectivity, the qubit
group {qo, g3, g6} is a valid qubit group. However, the qubit group {¢2, ¢7, s} is an invalid
qubit group. When partitioning a circuit, we only need to consider valid qubit groups.

Gate dependency graph. We use a Directed Acyclic Graph (DAG) to represent the
gate dependency of a circuit. In a DAG, a node represents a gate, and an edge is the qubit
involved for the gate. A gate can be executed only when all the previous gates have been
executed. Figure 3.4 shows an example of gate dependency graph. The DAG in Figure 3.4(b)
is generated from the original circuit (Figure 3.4(a)). For example, the gate g5 depends on
g1 and go because qq is used for g1 and g5, and ¢ is used for g9 and g5. Thus, g5 can be
executed only after both g; and g9 are executed.

Executable gates on a qubit group. A single-qubit gate on ¢; can count as an
executable gate on a qubit group ); only when ¢; € @); and all previous gates on ¢; are
executable gates on ;. A two-qubit gate on (g;,¢;) can count as an executable gate on a
qubit group @; only when both ¢;, ¢; € Q; and all previous gates on g; and g; are executable
gates on ;. In Figure 3.4, for example, when we count the executable gates on the qubit
group {qo, q1, g2}, the gate gg is an executable gate because gy and ¢; are in the qubit group
and all the previous gates on gp and ¢ are also executable gates. However, g4 is not an
executable gate on this qubit group because g3 is not in the target qubit group. We use Eq),
to denote the largest set of executable gates on the qubit group ;. We can get each Ep),
by traversing the gate dependency graph. Figure 3.4(c) and Figure 3.4(d) show E {40,

q1.92}

and F {4, respectively.

q1,q3}
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Figure 3.4: An example of gate dependency graph and executable gates on a qubit group.

Algorithm 1 shows our partitioning procedure. First, we prepare the gate dependency
graph G for the target circuit. Next, we collect the set of executable gates, E¢),, for each qubit
group, and also compute the score for each E() . Since the objective is to find the biggest
circuit block, we select the E¢ =~ with the maximal score as the partitioned block, and save
the @, as the qubit group mapping for this block. Once a circuit block is partitioned, we
remove the block from the gate dependency graph G, and repeat the procedure to find the
next circuit block partition until the gate dependency graph G is empty, which means the
entire circuit is partitioned. Finally, a sequence of circuit blocks B and a list of qubit group
mapping M are the output of the circuit partitioning process.

The heuristic cost function indicates the number of executable gates for a qubit group.
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Algorithm 1 Circuit Partitioning
1: Convert the circuit into a gate dependency graph G.
2 B+ ¢
3 M+ ¢
4: while G is not empty do
for each valid qubit group @); do
Eq, + {Executable Gates on Q;}
Compute Score(Eg,)
end for
Select the Eg =~with the maximal score;
10: B.append(Eq,,)
11: M.append(Qm)
12: G+ G- Eg,
13: end while
14: Output the sequence of circuit blocks B and the list of qubit group mapping M

The general form of our heuristic cost function for a qubit group @); is shown as follows:
Score(Eg,) = NEgg (3.1)

where N Eg, is the number of executable CNOT gates on ;. Since the objective of parti-
tioning is to find a block for quantum synthesis to minimize the CNOT count, a block with
more CNOT gates can potentially achieve higher CNOT reduction. Thus, we use CNOT
count as the score function.

The time complexity of our heuristic algorithm for partitioning a circuit into k-qubit
blocks is O(nFg), where n is the number of qubits in the original circuit, ¢ is the total

number of gates, k is the number of qubits in a partitioned block.

3.3.4  Quantum Crircuit Synthesis

After the circuit is partitioned into multiple blocks, Artisan applies quantum synthesis for
each circuit block. We integrate the state-of-the-art synthesis tool proposed in [51] into our
Artisan framework. For each circuit block, Artisan computes the corresponding unitary ma-

trix, and this matrix is the input for the synthesis process. As the synthesized circuit should
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respect the hardware topology, the qubit group for each block and the device connectivity
are also the input parameters for the synthesis tool. With our block-based synthesis scheme,
the time-to-solution for a n-qubit circuit is reduced from O(exp(n)) to O(exp(k)).

After the synthesis, there is an undesired synthesis distance due to numerical approxi-
mation, leading the final unitary at a distance from the original unitary [136, 51, 182]. As a
result, the final unitary distance is in the range of 10710 to 1071%. In the NISQ era, when
running a quantum circuit on a real machine, the unitary executed is different from the
original intended unitary due to the presence of noise. Since gate errors are multiple orders
of magnitudes larger than synthesis distances, these synthesis distances are insignificant. In
Section 3.5.2 we will show that this distance only causes negligible impact on the overall

state fidelity.

3.3.5  Chrcuit Composition

Once all circuit blocks have been synthesized, Artisan composes the entire circuit by stitching
all circuit blocks. The list of qubit group mappings provide the qubit mapping information
to connect blocks correctly. In general, the number of CNOTs in the synthesized block is less
than in the original block. If the synthesized circuit block has an equal or greater number of
CNQOTs compared to the original block, Artisan will choose to use the original circuit block to
the circuit composition to avoid unnecessary synthesis distance due to floating point errors.
Once all blocks are put together, Artisan combines the adjacent single-qubit gates to further

reduce the gate count, and produces the final optimized circuit.

3.4 Experimental Setup

In this section, we describe a set of benchmarks used in our evaluation as well as the exper-

imental parameters.
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3.4.1 Benchmarks

Table 3.2: List of benchmarks.
Size Application Qubits Description
QAOA5 5 QAOA on MaxCut problem

TFIM5 5 Transverse-field Ising model
Small MULS5 5 Multiplier arithmetic function
ADDER4 4 Adder arithmetic function
QFT5 5 Quantum Fourier transform
HLF5 5 Hidden linear function
QAOA10 10 QAOA on MaxCut problem
TFIM10 10 Transverse-field Ising model
Medium MUL10 10 Multiplier arithmetic function
ADDERY 9 Adder arithmetic function
QFT9 9 Quantum Fourier transform
HLF9 9 Hidden linear function
MUL60 60 Multiplier arithmetic function
Large ADDERG63 63 Adder arithmetic function
QFT64 64 Quantum Fourier transform

To evaluate Artisan against real applications, we select multiple important quantum
applications as our benchmarks. Table 3.2 lists the applications and brief description in
our evaluation. We have three sets of applications according to the different sizes of the
circuits. The first set consists of small-size circuits on 4 and 5 qubits; the second set is
the medium-size of 9- and 10-qubit circuits; and the third set of benchmarks, large-size
circuits, contains circuits beyond 60 qubits. In our evaluation, we run the small-size circuits
on a 5-qubit quantum device, Athens, provided by IBM quantum experience platform to
demonstrate how much circuit fidelity is improved through our optimization on a real NISQ
machine. Next, we run our medium-size benchmarks by using Qiskit noisy simulators to show
the fidelity improvement under different levels of gate errors. Finally, we use the large-size
benchmarks to demonstrate the scalability of our Artisan technique.

Quantum Approximate Optimization Algorithm (QAOA) is a hybrid quantum-classical
variational algorithm and it is one of the most important quantum algorithms in the NISQ
era [65]. In our study, the QAOA application is a hardware-efficiency ansatz [129] for Max-

Cut problem. Transverse Field Ising Model (TFIM) is for problems that study the time
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Figure 3.5: Experimental platform used in our evaluation.

evolution of chemical systems [155, 85]. Multiplier (MUL) [67] and adder [67, 49] bench-
marks are important arithmetic functions in several quantum applications. Quantum Fourier
transform (QFT) [95] is a kernel function in many quantum algorithms such as phase estima-
tion algorithm [44], Shor’s algorithm [156], and the algorithm for hidden subgroup problem
[97]. Hidden Linear Function (HLF) is a quantum circuit solving a problem from a previous

study [33].

3.4.2  FExperimental Parameters

We evaluate our Artisan with 3-qubit and 4-qubit blocks on different sizes of circuits. All
Artisan processes and noisy simulations are carried out on a Ubuntu 16.04 system with Intel
Xeon Silver 4110 32-core CPU (2.1 GHz) and 128GB RAM.

Figure 3.5 summarizes our fidelity analysis. For small circuits, we show the experimental
results on IBM’s Athens device (Section 3.5.3). For medium circuits, we run the experiments
on noise simulations (Section 3.5.4). Finally, we use our analytical model to perform the
fidelity results for large circuits (Section 3.5.5). The ¢/ket) compiler with the highest opti-
mization level is the baseline in our evaluation. The #|ket) compiler is reported to effectively

produce shorter circuits for several applications compared with other compilers [160, 47].

3.5 Evaluation

In our evaluation, we first show the CNOT reduction in the Artisan-optimized circuits com-

pared to the baseline (t|ket)) optimization, and we compare the compilation time using
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Figure 3.6: The numbers of CNOTs are reduced in the Artisan-optimized circuits.
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Figure 3.7: Average CNOT count in a block.

3-qubit and 4-qubit blocks. We then discuss the impact of synthesis distance on the quan-
tum state. Next, we present the results running on a real quantum device, IBM’s 5-qubit
device (Athens), to prove that our technique is critical for the current devices. Then a sen-
sitivity analysis is performed to show how much circuit fidelity is improved under different

gate errors. We also demonstrate the scalability of Artisan by optimizing large circuits.
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3.5.1 CNOT Reduction

We use the f|ket) compiler to map 4- and 5-qubit circuits on the IBM’s Athens topology,
which is a linear connectivity, and map 9- and 10-qubit circuits on a 2D lattice of physical
qubits. As discussed in Section 3.3.2, we compare industrial compilers such as IBM Qiskit
[48] and t|ket) compilers [160]. Since the t|ket) compiler is shown to generate shorter circuits
for several quantum applications [47], we use the circuits optimized by | ket) compiler as our
baseline. The circuits optimized using our Artisan with 3-qubit blocks and 4-qubit blocks
are denoted as Artisan-3 and Artisan-4, respectively. Figure 3.6 shows the total number of
CNQOTs in the circuits optimized by the baseline and Artisan. Our Artisan optimization
reduces the total number of CNOTs. For MUL5 and HLF5, Artisan-3 does not reduce the
CNOT count because there is only a small number of CNOTSs in a block. Artisan-4 can
reduce the CNOT counts across all benchmarks. The average CNOT reduction of Artisan-4
is 29.9%. In general, Artisan-4 can achieve more CNOT reduction when compared with
Artisan-3 because a large block will have more CNOTs in a block, and this is easier for
the synthesis to find a circuit using less CNOTs than the original circuit block. Figure 3.7
shows the average CNOT count in a block. If a circuit is partitioned into 4-qubit blocks, the
average CNOT count per block is higher when compared with 3-qubit blocks. As a result,
Artisan-4 can achieve higher CNOT reduction. However, the time-to-solution of Artisan-4

is much longer than Artisan-3 (Figure 3.8).

3.5.2  Impact of Synthesis Distance

As discussed in Section 3.3.4, since there is a synthesis distance due to numerical approxi-
mation, the final state is not exactly the same as the ideal state of the original circuit. In
order to analyze the impact of synthesis distance, we use ideal simulation to obtain the final
states of the original circuit and synthesized circuit, and calculate the state infidelity [136].
Figure 3.9 shows the state infidelity. Since the unitary matrix distance of 4-qubit circuit

synthesis is fundamentally larger than 3-qubit circuit synthesis, Artisan-4 has slightly larger
20



500 Bl Artisan-3 Bl Artisan-4
400
% 300-]
Q
£
= 200—
100
A Y I
N D ¥ ey A < N N N Q A <
o O & & W r o V' & & W
F € ¥ oo O L Yy X
v o v
Figure 3.8: Compilation time.
105+ Bl Artisan-3 Bl Artisan-4
10-8_
,B‘ 10-10_
g 10-12_
£
.9 10-14_
8
n 10-16_
10-18_
10-20_
) ) ) » O ) Q Q) Q) ) Q) )
S & N Q! & N N N Q@ A <
° &N o& o 0?0\> /S\Q & o& S
v v

Figure 3.9: State infidelity due to the synthesis distance. Compared with the gate error on
NISQ devices, the state infidelity due to synthesis distance is negligible.

state infidelity when compared with Artisan-3. The state infidelity of each optimized circuit
is less than 1012, This is insignificant when compared with the gate error in the NISQ era.
The current gate infidelity on real devices is ranged from 10~ to 1076, Thus, the impact

of synthesis distance is negligible.
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3.5.3  Running on Real Hardware

To measure how much improvement our Artisan technique can achieve on the current avail-
able NISQ machines, we perform our experiments on quantum devices. Since our medium-
size and large-size circuits are too deep for the current quantum devices to generate meaning-
ful results, we choose small-size circuits for this evaluation. We run the small-size benchmarks
on IBM’s Athens device [92]. We use total variation distance, dpy, to compare measure-
ment samples of the real device with those of the ideal simulation. Total variation distance
is commonly used as a metric for QC experiments [10, 120, 8, 60]. Lower dpy means the
samples of the real device are closer to the ideal distribution. Figure 3.10 shows the results
on IBM’s Athens, a 5-qubit device; each data point is obtained from 8192 shots of the circuit
execution. We observe that Artisan achieves lower total variation distance for all bench-
marks compared with the baseline optimization, and the distance results are correlated to
the number of CNOT reduction. Even though the synthesis distance with 4-qubit blocks is
larger than with 3-qubit blocks, Artisan-4 can achieve lower d7y due to more CNOT reduc-
tion. Figure 3.11 shows the correlation between CNOT reduction rate and d7y, improvement
(Adpy ) compared with the baseline. The correlation coefficient is 78%. The results show
that our CNOT reductions are indicative of fidelity savings. The results suggest that our
Artisan optimization technique is important in the NISQ era, and is applicable to the current

quantum devices.

3.5.4 Running on Noise Simulation

To understand the performance of Artisan optimization for medium circuits, we run the
experiments on IBM Qiskit Aer noise simulation [4] because the medium circuits are too
deep to get meaningful results on the current available real devices. To validate the trends
shown by our simulations, we run small circuits on both real devices and simulations to see the
correlation between them. Figure 3.12 shows the results from noise simulation. Compared

with the results on IBM’s Athens (Figure 3.10), the dpy improvements are correlated in both
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Figure 3.10: Running optimized small circuits on IBM’s Athens, a 5-qubit device. (Lower
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Figure 3.11: Correlation between CNOT reduction rate and dpy improvement measured
on IBM’s Athens. Each data point is a benchmark from the small set. The correlation
coefficient is 78%. The results show that our CNOT reductions are indicative of fidelity
savings.
experiments. There is a 98% correlation between our real-device results and our simulation
results on small circuits (Figure 3.13). For medium circuits on simulation, we show the
correlation between CNO'T reduction rate and d7y, improvement compared with the baseline
in Figure 3.14. The correlation coefficient is 76%.

We perform sensitivity analysis by running noise simulations for medium circuits with
different gate errors. Figure 3.15 shows the noise simulation results. We simulate depolar-

ize_noise for two-qubit gate noises with the gate error probability from 0.1% to 2.5%. We

can observe that Artisan can reduce more d7y when the gate error is large.
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Figure 3.13: Correlation between dpy results on the real device and noise simulation. Each
data point is a benchmark from the small set. The correlation coefficient is 98%.
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Figure 3.14: Correlation between CNOT reduction rate and d7y, improvement measured on
noise simulation. Each data point is a benchmark from the medium set. The correlation
coefficient is 76%.

3.5.5 Scalability

To demonstrate the scalability of our Artisan technique, we optimize the large-scale (604
qubits) benchmarks using Artisan. We map the large-scale circuits on a 2D (8 x 8) lattice
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Figure 3.15: Realistic noise simulation results of dpy under different levels of gate error.
(Lower dpy is better.)
of physical qubits. Figure 3.16 shows the total number of CNOTs optimized by the baseline
compiler and Artisan, and Figure 3.18 shows the CNOT reduction rate. With large-size
circuits, Artisan-3 and Artisan-4 achieves 22.8% and 28.9% CNOT reduction on average.
Artisan-4 performs better than Artisan-3 in terms of CNOT reduction, but it takes longer
time to complete the optimization. Figure 3.17 shows the compilation time of large-scale
circuit optimization. Artisan-3 can complete the optimization within a few minutes, and
Artisan-4 can finish the optimization process within a few hours.

Since the scale is too large to perform noise simulation, we use an analytical model to
estimate the success rate of each circuit. The success rates in our evaluation are computed
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Figure 3.18: CNOT reduction rate of large-scale circuits.

by a worst-case analysis using gate success rates. Multiplying the gate success rates, we can
obtain the estimated success rate for the whole circuit. Figure 3.19 shows the results under
different gate error models. Since our Artisan-4 has the lowest CNOT count, it is projected
to achieve the highest success rates for all benchmarks. The success rate improvement is

greater when there is a larger gate error.

3.5.6 Discussion

The results show the general applicability of our approach. Having access to 3-qubit block
synthesis already enables good optimization results on large circuits. In general, larger block

size can achieve more CNOT reduction. Running synthesis with 5-qubit blocks is possible,
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Figure 3.19: Circuit success rate under different levels of gate errors. (Higher circuit success
rate is better.)
but the solving time is much longer.

Artisan allows composability with any mapper available for a given platform and we
have experimented with t|ket) compiler. Our preliminary sensitivity analysis of circuit qual-
ity to mapping quality indicates there is a direct correlation between Artisan efficacy and
mapping quality. The best quality mappings have highly interconnected components. In
our conjecture, the better mapper provides the higher opportunity of forming large blocks,
thus motivating improvements in both mapping and synthesis. Our study offers insights for

future compiler design.

3.6 Related Work

Several studies of circuit optimization have been carried out. Most of the existing techniques
focus on optimizing the qubit mapping and swap insertion to reduce circuit depth. One

common approach is to describe the problem in a mathematical form, such as integer linear
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programming, and then find the optimal solutions by using solvers [11, 175, 121, 126, 78].
This approach only works for small circuits since the time scaling is exponential. Another
approach is to find the optimal solutions by using dynamic programming [158, 94]. However,
since the solving time grows exponentially, this method only works for a handful of qubits.
Recent studies propose using heuristic search algorithms to find good solutions to avoid long
execution times [94, 110, 187, 5, 149, 174, 105, 21]. However, these approaches keep the
original CNOT count and only reduce the additional swap count. Our synthesis approach
can reduce both swap count and CNOT count used in the circuits.

Previous studies have applied synthesis technique to optimize some specific circuits such
as classical reversible circuits [14, 78, 173, 6] or Clifford+T circuits [138, 137]. In this work,
our approach is designed for general circuits. However, since we can easily change the core
synthesis tool, these synthesis approaches can be integrated in our compiler framework to
improve the optimization for these specific circuits.

Our approach relies on synthesis techniques that are able to produce extremely short
circuits. Otherwise, it is unlikely that we will be able to see an improvement when resynthe-
sizing sub-circuits. The KAK decomposition could be used for resynthesizing 2-qubit blocks
[168]. We have seen improvement when using larger block sizes, so we use the search-based
technique found in [51], which can handle circuits as large as 4 qubits. For scaling further,
we are considering the approach found in [182], which produces slightly longer circuits, but
offers a better scaling runtime when compared to the search-based approach.

Recent studies such as [27] propose the removal of the constraint of unitary operations
by adding ancilla qubits. Additionally, [39] uses ancillas and an approximation technique to
produce very short circuits. To achieve greater CNOT reduction, integrating ancillas and

approximate synthesis into our Artisan is a promising research direction.
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3.7 Conclusion

In the NISQ era, since two-qubit gates are much noisier than single-qubit gates, it is essential
to minimize their count. Synthesis is a powerful tool for circuit optimization to produce
shorter circuits to improve the overall circuit fidelity. However, synthesis is only applicable
for small circuits. In this work, we present an automated compilation framework, Artisan. It
partitions the circuit into blocks, and re-generates each optimized block by using synthesis,
and re-composes the circuit by stitching all the blocks together. Our approach to circuit
optimization offers a role for quantum synthesis algorithms in large-scale quantum computing
scenarios. We evaluate fidelity improvements using 3 metrics for 3 scaling regimes: small-size
circuits using fidelity on real devices, medium-size circuits using fidelity using simulations
with noise, and large-size circuits using CNOT reduction measured statically by our compiler.
The results show that our technique has practical value on current devices and is reliable
in the NISQ era. We also discuss using approximate synthesis to further trade for circuit
depth and pulse-level optimization. Our study of circuit optimization using synthesis offers

insights for future compiler design.
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CHAPTER 4
TILT: ACHIEVING HIGHER FIDELITY ON A TRAPPED-ION
LINEAR-TAPE QUANTUM COMPUTING ARCHITECTURE

Quantum computing (QC) aims to solve certain computational problems beyond the capa-
bilities of even the largest classical high-performance computers. By leveraging the quantum
mechanical principles of superposition and entanglement, QC algorithms have the potential
to revolutionize areas such as machine learning [23], quantum chemistry [143, 98], and cryp-
tography [156]. Recently, IBM, Rigetti, and Google demonstrated their QC devices up to
72 superconducting transmon qubits [91, 73, 147], while TonQ and Honeywell have recently
made significant steps with trapped-ion QC devices [144, 93]. Current QC machines in the
Noisy Intermediate-Scale Quantum (NISQ) era [145] are too small for large benchmarks and
unable to support quantum error correction (QEC) [18, 76]. We can, however, run on the
order of hundreds of quantum operations using on the order of hundreds of quantum bits
(qubits).

Trapped-ion technologies are among the most promising systems for scalable QC for
many reasons. While most current technologies have limited hardware qubit connectivity,
two-qubit gates on trapped-ion computers can be executed on arbitrary pairs of qubits [80].
In a trapped-ion quantum computer, the internal states of the ions form the qubit states
and quantum gates are implemented through laser-based operations [80, 178, 37, 114], where
acousto-optic modulators (AOMs) apply lasers with carefully modulated amplitudes and
frequencies in order to generate different quantum gates. In many trapped-ion technologies,
the ions themselves must be physically moved, for example, shuttled across the linear trap
storing all ions. Previous studies have shown that this transportation in a linear array can
be done with minimal energy gain and without the loss of qubit coherence [148, 88, 17, 84,
163, 100, 24].

To scale the QC device, we can add ions to the chain, without fear of frequency collision
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since all ions are identical. While adding ions is relatively simple, controlling all the ions
simultaneously is challenging. Recently, a linear-tape architecture was suggested by Monroe
[131], where the device had a fixed set of lasers (often much smaller than the total number of
ions in the trap) used to operate all qubits. While the lasers are fixed in place, the ions can be
shuttled across the tape to allow them to be operated on. Figure 4.1 illustrates this concept,
where the tape is a string of ions (each representing a qubit) arranged in a single linear trap
and the tape head is the set of control lasers used to manipulate the qubits. The location
of the tape head designates the execution zone, or the set of locations where qubits must be
located in order for gates to be executed. If a qubit is not located in the execution zone, before
applying a gate we must physically move the ions until they are aligned with the tape head.
Since the number of ions in the execution zone is limited at one time, the entire ion chain
will be moved back and forth during the execution of quantum circuits, similar to a Turing
machine [83]. While the linear-tape model is inefficient in classical computing, our evaluation
shows that a quantum version, with modest parallelism in the tape head, is competitive with
contemporary 2D quantum computing designs. The key is that the qubits under the tape
head form a completely connected graph and that this powerful communication structure
can slide across the entire tape. Shuttling a small chain of ions has been demonstrated in
[64], and larger tape-like demonstrations are planned [34].

By sharing laser controls, a trapped-ion linear-tape (TILT) architecture has easier cali-
bration and simplified optics, as well as reduced hardware costs. In a TILT system, gates
are implemented only on the qubits within the execution zone, and the entire chain shifts
back and forth to operate all qubits. Such a machine does not require the difficult shut-
tling primitives of a quantum charge-coupled device (QCCD) architecture [102], since full
chain shuttling is not nearly as difficult as split/merge operations or shuttling over junctions.
Moreover, since the ions in the center of a trap are more evenly spaced (which can be accen-
tuated by trap design), such an architecture has fewer issues with individual addressing and

laser pointing errors. Consequently, gate fidelities would improve in a TILT architecture,
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Figure 4.1: A trapped-ion linear-tape quantum computing architecture. Acousto-optic mod-
ulators (AOMs) target laser beams for quantum operations, which can be applied to ions in
the execution zone. In order to perform gate operations on the other qubits, the entire ion
chain is translated until the target qubit is moved into the execution zone.

and control optics would be required only for a much smaller region of the chain, resulting
in reduced control complexity and cost.

The construction of trapped-ion quantum computers is heavily influenced by commodity
technology, just as classical computing architectures have been. In particular, trapped-ion
systems exploit lasers and AOMs used for writing chip masks for commodity silicon chips.
The frequency of these commodity lasers determines the ions used (Ytterbium); but more
significantly, the size of the AOMs limits the size of the control head to 32 lasers.

In a TILT system, since the tape head is not covering the entire ion chain, full connectivity
is no longer supported among all qubits. For a two-qubit gate, if the distance between the two
involved qubits is less than or equal to the tape head size, this two-qubit gate is executable.
It may require the whole chain to be moved under the head, but no other gates are required.
However, if the distance between the pair of qubits is more than the tape head size, both
swap gates and tape movements are necessary, as in Figure 4.2(a).

A linear architecture makes communication via qubit swaps more efficient by channeling

movement in one path, forcing data to pass in opposite directions; and requiring fewer swap
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Figure 4.2: (a) A two-qubit gate is applied to @)1 and (9 (marked by blue). Since the
distance between ()1 and ()2 is longer than the execution zone, a swap between ()1 and ()3
(marked by green) is needed. After the swap, a tape movement brings )1 and @2 in the
execution zone for the two-qubit gate execution. (b) Suppose a two-qubit gate is applied
to {Q1, @2} (marked by red) and another two-qubit gate is applied to {@3, (4} (marked
by blue). Two regular swaps are needed to make the two-qubit gates executable. (c) An
opposing swap combines two regular swaps in opposite directions, and this swap makes both
two-qubit gates executable. Thus, creating opposing swaps can reduce the total number of
swaps.

gates involved in the program execution, achieving higher circuit fidelity. Utilizing this
architectural feature, we can frequently pair up regular swaps to create opposing swaps. As
Figure 4.2(c) shows, an opposing swap combines two swaps in opposite directions, and hence
each opposing swap is equivalent to two regular swaps. This effect, combined with modest
tape head sizes, can substantially reduce swaps as compared with 2D architectures.

Regarding the ion chain movement, our scheduling objective is to maximize the overall

quantum program success rate. Previous noise analysis studies showed that motional excita-
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tions during shuttling are strongest when the acceleration of an ion is the highest [181, 170].
As a result, the distance traveled, which is generally traversed at a nearly constant velocity,
is not particularly relevant to the heating. Instead, there is a chance of heating when the
ion begins or ends its motion. When the ion chain starts and stops moving, the movement
will trigger the possibility of an increase in thermal motion. This thermal motion can intro-
duce errors during the application of multiqubit gates, as discussed in Section 4.3.5. Thus,
minimizing the number of movements can improve the overall circuit success rate.

To support our analysis on TILT, we have developed Lin(@, a toolflow to compile from
high-level quantum programs to a TILT architecture that minimizes the number of swaps
and tape moves and hence improves the expected success rate. We implement a simulator for
TILT to evaluate application metrics by using a suite of NISQ applications. We demonstrate
that the TILT architecture outperforms QCCD architectures in terms of program success
rate in a range of NISQ benchmarks.

The main contributions of this work are summarized as follows.

e To evaluate the feasibility of TILT systems, we present, for the first time, a com-
prehensive design and evaluation of the TILT architecture targeting systems with 64

qubits.

e To evaluate the performance of TILT architectures, we develop our toolflow, LinQ),
that provides an optimizing compiler and simulator. We develop swap insertion and

shuttling strategies to improve the overall quantum program success rates.

e To precisely understand the impact of thermal heating, we simulate using a noise model

extracted from realistic experimental studies to estimate the application reliability.

e Our simulations show that TILT can achieve higher program success rates on a range
of NISQ benchmarks compared to QCCD systems (up to 4.35x and 1.95x on aver-
age). Our results suggest that TILT provides a viable path toward scalable quantum

computers.
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4.1 Background

In this section, we give a brief overview of quantum computation. We then present the

relevant background on trapped-ion systems.

4.1.1  Principles of Quantum Computation

Qubit. A qubit is a two-level quantum system usually defined by two computational or-
thonormal basis states |0) and |1). A quantum state can be expressed by any linear combi-
nation of [0) and |1): |[¢) = «|0) + 1), where o and  are complex amplitudes satisfying
ol 41812 = 1.

Quantum Gates. Quantum gates are unitary operations applied on qubits to map from
one quantum state to another. Gates are applied to one or multiple qubits simultaneously.
Arbitrary single-qubit gates and two-qubit controlled gates are known to be universal [61]. A
quantum circuit (application) consists of a sequence of quantum gates to evolve the quantum

state toward the solution state.

4.1.2  Trapped-Ion QC Systems

In a trapped-ion quantum computer, information is stored in the internal states of atomic
ions which are trapped in an oscillatory radio-frequency magnetic field. This field constrains
the positions of the ions, and almost all current proposals have the ions arranged in a linear
crystal, commonly referred to as the ion chain. The internal states of the ions can be
manipulated by shining lasers on individual ions in order to implement single-qubit gates,
and the motion of the chain is used as a bus in order to mediate entangling operations
between multiple qubits. The qubit can be defined by either the hyperfine states or Zeeman
states of the ion, each of which has benefits beyond the scope of this study [36].

Ion Chain and Qubit Characteristics. The ions in most modern ion traps are spaced

approximately 5 microns apart. We do not consider 77 or 75 times in this study, but for
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a qubit built off of the hyperfine states of Yb}Jl ions, the former is on the order of 10Mts
and the latter is generally on the order of seconds, but measurements of up to ten minutes
have been achieved [171]. The state of the qubits in this chain can be measured by shining
a laser on the beam, which causes ions in the |1) state to fluoresce. The ion crystal can then
be imaged, with ions in the |1) state appearing as bright spots, and ions in the |0) state
appearing as dark gaps [140].

Laser-Based Operation. In a trapped-ion quantum computer, gates are applied via laser
pulses aimed at the target ions. Different operations can be implemented by varying the
intensity, frequency, phase, or length of these pulses. For example, consider a single qubit
gate. A laser is aimed at the ion which causes its state to slowly rotate, in the Bloch sphere,
about the desired Pauli axis. The rotation speed can be increased by increasing the intensity
of the beam. By carefully monitoring the intensity of the laser and tracking the timing,
the desired rotation can be implemented. Two qubit gates are more complex; for trapped-
ion quantum computers, the canonical two-qubit gate is the Mglmer-Sgrensen gate, which
implements an X X (6) = exp(z’%XX) operation by using lasers individually addressed on the
desired pair of qubits, along with a global beam that hits all qubits in the chain. In order to
create long-range two-qubit entanglement, this gate entangles each qubit with the motional
state, applies state-dependent forces, and then unentangles the qubits from the motion. If
done perfectly, this process leads to ions whose internal states are entangled without any
residual entanglement between the internal states and the motion. In modern experiments,
raw single-qubit gates have error rates around 10_3, although by using composite pulses
these rates can be improved significantly [35, 176]. Error rates on two-qubit gates often
depend on the length of the chain; but in small experiments, numbers as low as 1073 have
been reported, although most experiments are still on the order of 102 [109, 13, 178].
Tape Shuttling. In the proposed TILT architecture, the physical ion chain takes the place
of the linear tape. By modulating the DC voltages of the electrodes in the trap, the ion

chain can be moved along the axis of the trap. As explained above, lasers are used to
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process the information in a trapped-ion quantum computer. The idea behind an TILT
architecture is that operations are applied only to ions near the middle of the trap, in
the execution zone, and the chain is shifted back and forth in order to make long-range
interactions occur. This strategy is counter to another architectural proposal, the quantum
charge-coupled device [102]. A QCCD architecture comprises many smaller trapping zones
within a single chip, and ions are shuttled around individually. Recently, Honeywell built
the first QCCD system with four qubits [144]. While such an architecture allows for more
parallelization and flexibility, it has high costs in terms of shuttling complexity since it
requires expensive split/merge and junction crossing maneuvers, which lead to more thermal
energy entering the system.

Thermal energy is stored in the motion of the chain, and it is also a significant factor
in TILT architectures. The Mglmer-Sgrensen gate mentioned in the preceding section is
designed to be insensitive to the motional energy of the chain; however, this is true only
for a perfectly applied gate. In reality, there is a small contribution to the infidelity of the
gate, which is caused by residual entanglement between the internal state of the ions and the
motional state, which was used to mediate the interaction. This error is due to the imperfect
closure of a loop in phase space (the space of the positions and momenta of the particle).
The error caused by this imperfect closure scales as exp(2n + 1), where n is the number of
motional quanta in the chain. As a result, as a chain heats up, it becomes more sensitive to

imperfections in the application of the gate.

4.2 TILT Architecture

TILT architectures have a linear chain of ions trapped within the oscillating potential which
shuttles as one large block. We call this linear chain a tape. Most shuttling studies focus on
split and merge operations or shuttling single qubits through junctions. A primary benefit

of the linear tape architecture is that these difficult maneuvers are unnecessary.
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4.2.1 Feasibility

Prior works [181, 170] show that shuttling distance of ions is irrelevant to the heating since
ions are shuttled at a nearly constant velocity. However, the start and stop of the ion shuttling
will add thermal heating to the ion chain. Based on previous noise analysis studies [181], we
derive a heating model in which every time the chain is shuttled its motional energy increases
by some fixed amount k. This quantity is affected by how free the chain is to oscillate in its
center of mass mode after shuttling. As a result, we scale this value by k& ~ /n when moving
to a larger chain, where n is the number of ions of the chain. Whenever a two-qubit gate is
enacted, its fidelity is dependent on the total motional energy of the chain. High motional
energy leads to larger gate errors, so shuttles have a negative impact on the overall success
rate of the future gates. As a result, compiling techniques minimizing the number of tape
moves are favored.

All components of this architecture have been developed to some extent, however ion
trap quantum computing experiments have yet to be attempted at the point where our
techniques are necessary. Chains as large as 79 ions have been demonstrated by ion(Q [93],
however they didn’t individually address all ions. Using a TILT architecture would make
this addressability concern much simpler. Shuttling techniques like the ones needed for our
work have already been demonstrated for small segments of crystals, and would be scaled
up to larger chains without a increase in complexity [144, 170, 81]. The benefit of the TILT
architecture is that it does not require any pieces that have not been demonstrated already
at the level of complexity necessary for the architecture, as opposed to QCCD architectures
which will need more complex junction shuttles and trap designs as they scale up from their

small demonstrations to larger quantum devices.

4.2.2  Gate Selection

There are multiple gate implementations for trapped-ion systems, including Frequency Mod-

ulated (FM), Phase Modulated (PM), and Amplitude Modulated (AM) gates [133, 178,
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Figure 4.3: Compare TILT with QCCD. g1, g2, g3, and g4 are two-qubit gates on four pairs of
qubits (marked by blue, green, orange, and red). (a) For QCCD, when a qubit communicates
with another qubit in the different trap, QCCD requires the following operations: i) Swap
the qubit to the end of the current trap. ii) Split from the current chain. iii) Shuttle to the
target trap. iv) Merge to the target chain. v) Interact with the target qubit. To execute
the gates gl, g2, g3, and g4, QCCD needs to repeat the above operations four times. (b)
For TILT, performing a tape movement would allow the operations of the desired two-qubit
gates.

26, 12]. The gate time for FM gates is proportional to the total number of ions in a
chain [109, 108]. However, the operation time of PM and AM gates is only proportional
to the distance between two involved ions [181, 167, 128]. Since TILT has a long chain with
a smaller region for operations, using FM gates would not take advantage of our systems
structure, leading to extra gate error. Therefore, PM or AM gates are proper gate imple-

mentations for TILT. In our study, we consider amplitude modulated (AM) gates for our

two-qubit gate implementation.

4.2.8  Compared with QCCD

Another proposed model to scale trapped-ion QC systems is the quantum charge coupled
device (QCCD), which requires complex junction shuttles and trap designs as they scale
up [102]. Additionally, QCCD requires ion chain split/merge operations during the process
of a computation [133] for communication with qubits in other traps.

Figure 4.3 shows the operations required for a short-distance (within the laser head size)
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communication pattern. QCCD requires a series of operations to perform all two-qubit in-
teractions. However, TILT only needs a single tape movement to achieve the operations. As
a result, TILT is expected to have higher success rates. Furthermore, if there are multiple
short-distance communications, a QCCD system would require multiple split/merge/shuttle
operations, but it is possible for TILT to achieve these operations with only one tape move-
ment through a well-designed tape move scheduling. In this case, TILT will outperform
QCCD architectures. For long-distance communication, QCCD requires almost the same
operations for short-distance communication if there is a shuttling pathway, but for TILT,
the system might require multiple swaps and tape shuttles. Thus, QCCD can perform better
than TILT in dealing with a long-distance communication.

In the current state of QC, most quantum applications heavily rely on short-distance
communication patterns, such as the Variational Quantum Eigensolver (VQE) [98], Quantum
Approximate Optimization Algorithm (QAOA) [65], Quantum Error Correction (QEC) like
the surface code [66], Quantum Generative Adversarial Networks (QGAN) [50, 118, 159, 86,
183], and the Ising model solver [16]. Therefore, TILT is a promising design to achieve higher

fidelity on these applications with a trapped-ion quantum computing architecture.

4.2.4 TILT Challenges

Under the device limitations of TILT, there are two major challenges to performing quantum
circuits. Since the qubits are not fully connected, two-qubit gates on pairs of qubits whose
distance is greater than the head size will need swap gates in order to make two qubits close
enough to become executable. Consequently, we need qubit mapping and swap insertion
techniques which minimize the number of swaps in order to achieve high quantum program
success rates. Second, since only a part of the ion chain can be moved into the execution
zone and since the tape movement will cause a heating error, minimizing the number of tape

moves is essential to success.

40



4.3 LinQ for TILT Architecture

To evaluate the TILT architecture, we develop our toolflow, LinQ), including the compiler and
simulator. LinQ allows us to compile a quantum program written in a high-level program-
ming language to TILT-architecture-level instructions. LinQ takes the device specification
as input, including the number of qubits and the tape head size, and returns a compiled
circuit, optimizing for program success rate. Since the TILT machine is not yet realized,
we use simulation to predict the performance of this novel architecture. We summarize the

notations used in this paper in Table 4.1.

Table 4.1: Notations used in this paper.

Notation Definition

n The number of ions of a chain.

g A two-qubit gate.

9-91,9-G2 A pair of qubits that g is applied to.

dyg The distance between ¢.q; and g.q2

M A mapping from logical to physical

My, q; A qubit mapping after swapping (g, q;)
G A set of two-qubit gates

D(g, My, q;) dg under the mapping My, 4,

r Background heating rate of the trap

T Gate time

k Amount of heating added during each shuttle
€ Gate error due to residual entanglement

4.3.1  Lin@Q Overview

Figure 4.4 shows an overview of our toolflow. LinQ contains three core compiler modules:
trapped-ion native gate decomposition, qubit mapping and swap insertion, and tape move-
ment scheduling. Since our target device size for TILT is more than 60 qubits, using one
procedure for optimizing qubit mapping, swap insertion, and tape movement scheduling
will have a long compilation time. Therefore, we separate the optimization problem into two
steps and address them independently. However, when we perform swap insertion, we should

take tape movement scheduling into consideration, because the swap patterns will affect the
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Figure 4.4: LinQ overview. Taking a quantum program and device specification as input,
LinQ generates the executable codes, including a sequence of scheduled gates and tape
movements, and then runs the simulation to output the success rate and run-time.

number of tape movements. In Section 4.5.2 we will show that this two-step optimization
can generate success rates similar to those of ideal trapped-ion systems.

The inputs for LinQ consist of a high-level quantum program and the device specification,
including the number of qubits in the tape and the tape head size. First, Lin(Q decomposes
the quantum program to trapped-ion native gates. Next, LinQ) maps the logical qubits
to physical qubits and resolves all long-distance two-qubit gates by inserting swaps gates.
Then, LinQ performs our tape movement scheduling algorithm. The output is the executable
circuit consisting of a sequence of scheduled gates and tape movements.

To evaluate the performance, such as success rates and the execution time, we pass the
sequence of scheduled gates and tape movements to our simulator, which uses noise models

extracted from realistic experimental studies.
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4.3.2  Natiwe Gate Decomposition

In order to generate executable code, gates from high-level quantum programming languages
must be decomposed into the device-dependent native gates. Lin(QQ decomposes the universal
gates, such as CNOTSs, CZs, and other operations into the TILT native gate set [125]. For

example, we decompose a CNOT ¢, g2 gate into a sequence of rotations and XX operations:

Ry(m/2) q1; XX(7/4) q1,q2; Ra(—7/2) q1; Ra(=7/2) qo; Ry(—7/2) q1.

4.3.8  Qubit Mapping and Swap Insertion

Unlike fully connected trapped-ion systems, TILTsystems cannot operate long-distance two-
qubit gates directly if the distance between the pair of qubits is longer than the tape head
size. These long-distance two-qubit gates become unexecutable gates and to resolve them,
we must insert swap gates. For a two-qubit gate g applied on ¢; and g2, we use dg4 to
denote the distance between g1 and ¢9. The swap insertion problem is to find a sequence of
intermediate qubits, for example, {(q1,¢;); (¢, 4;),- - (qx,q2)}, such that any pair (g;, q;)
in the sequence has distance smaller than the tape head size.

Several approaches of swap insertion have been proposed. One common approach is to
formulate the problems in a mathematical form, such as integer linear programming, and
then utilize software solvers to find the optimal solutions [11, 175, 121, 126, 180]. This
method is guaranteed to provide an optimal solution. However, since the time-to-solution
grows exponentially with the number of qubits and the circuit depth (or the number gates),
scaling this approach to large NISQ programs is infeasible. In our study, we focus on 60+
qubits applications. Hence, we need a practical solution for the swap insertion problem.
Baseline Approach. A straightforward idea is to allow swap with the tape head size
distance to ensure a minimal number of swaps required for a two-qubit gate. We firstly
establish our baseline implementation by using IBM Qiskit StochasticSwap [48], which is
commonly used for swap insertion and it is also used in the highest optimization level of

Qiskit circuit compilation pass.
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Figure 4.5: Considering two-qubit gates g; and go on a system with the tape head size of L.
Since dg, is L — 1, only one tape head position is allowed for g; to be executed. As for go,
there are three valid tape head positions because dg, is L — 3.

However, two problems arise. First, using the tape head size as the swap distance will
force the tape to move exactly once for every swap. If dg is less than the tape head size, the
tape movement scheduler will have multiple choices to schedule the tape position for gate g;
If dg is equal to the tape head size, the scheduler must move the tape to the exact position
for the two-qubit gate, and hence this will increase the number of tape movements in many
cases. Second, this swap insertion method does not consider opposing swaps. An opposing
swap (Figure 4.2(c)) combines two regular swaps in opposite directions. As a result, creating
opposing swaps frequently can reduce the total number of swaps. This reduced swap count
results in greater circuit success rates.

A good qubit mapping algorithm can also reduce the number of swap gates. Previous
studies have proposed two types of solutions for qubit mapping and swap insertion for 1D and
2D architectures. One is to formulate the problem as an equivalent mathematical problem
and then use a solver to find the optimal mapping to the problem [126, 40]. This approach
cannot scale to solve large problem for similar reasons to the swap insertion problem. The
other solution is to use a heuristic search to obtain a mapping [139, 110, 94]. Since our target
size is 64 qubits, we use a heuristic search to address this problem.

LinQ Approach. We adopt the existing heuristic algorithms for initial qubit mapping
(110, 94]. After we have an initial qubit mapping M, we improve the swap insertion. For
resolving an unexecutable two-qubit gate g on ¢; and g9, we insert swaps by applying our
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heuristic algorithm, shown in Algorithm 2. The idea is to create opposing swaps to reduce
the overall swap count. For each two-qubit gate applied on g; and g9, for all ¢; between
q1 and ¢o, if the distance between (g;,q1) or (¢;,q2) is less than the maximal swap length
(MaxSwapLen), then we put the swap candidate into a list S. Next, we compute the score
for each swap candidate and select the swap with the minimal score to update the mapping
and insert the swap to the circuit. If the tape head size is L, MaxSwapLen can be L — 1.
For a swap gate g, if dg is equal to L — 1, the tape must be moved to the exact position for
the gate execution, as shown in Figure 4.5. As a result, the circuit might require more tape
movements. To mitigate this problem, we restrict MaxSwapLen to a certain number less
than L — 1 to create the flexibility for our tape movement scheduling. As long as the swap
gate count is not increased significantly, by shorting the MaxSwapLen, we can increase
the available head positions to potentially operate more gates in one tape movement. The
best choice of the MaxSwapLen depends on the structure of the target application. An
ideal MaxSwapLen will limit the overall dg but will not increase the total number of swap
gates. We can repeatedly run the procedure with different parameters to select the best
MaxSwapLen.

The heuristic score function sums dg for each two-qubit gate g under a mapping M. If
a swap pair (g;, qj) leads to the minimal sum of all dg, this swap pair will be selected. The

swap score of the qubit pair (g;,¢;) is defined as follows:

Score(Mg; q;) = Z D(g, My;.q;) % aB9), (4.1)
geG

where G is the set of remaining two-qubit gates, Mq%qj is the qubit mapping after swapping
q; and q;, D(g, Mquq]‘) denotes dy under the mapping My, ¢, o is a parameter 0<a<)
used to prioritize two qubit gates, and A(g) is the circuit depth distance between the gate
g and the current resolved gate. We use the sum of dg to consider the impact for the future

swaps. The optimal swap can impact the swaps in the future to reduce the overall qubit
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Algorithm 2 Swap Insertion

1: S+ ¢

2: while ¢ is unexecutable do

3: C<+ ¢

4: for ¢; from g.q; to g.qo do

5: if dist(q;,9.q1) < MaxSwapLen then
6: C <« CU{(g,9.q1)}

7: end if

8: if dist(q;,9.q2) < MaxSwapLen then
9: C+ CU{(¢,9-92)}
10: end if
11: end for
12: for (¢;,q;) in C do
13: Compute Scores(My; 4;)
14: end for
15: Find the swap with minimal score

16: S.append(Swap(g;, q;))

17: M + MQi’C]j

18: end while

19: Insert the swap gate sequence S to the circuit

distance between the pair of qubits. Thus, we choose the swap candidates have the minimal
scores.

The computational complexity of our heuristic algorithm can be estimated by the worst
case, where the two qubits are separated in two ends and the swap insertion is performed
repeatedly until two qubits are close enough to make the two-qubit gate become executable.
The complexity is O(NG) for a two-qubit gate, where N is the total number of qubits in a

tape and G is the number of remaining two-qubit gates.

4.8.4 Tape Movement Scheduling

In TILT architectures, since the tape head is shared among all qubits, the tape will be moved
back and forth frequently to execute a quantum application. Such tape movement/shuttling
can introduce noise into the systems. Aware of issues like this, an effective tape movement
scheduler can increase circuit fidelity by mitigating shuttling noise. In this work, we model
the fidelity of the operations in order to improve the success rate. Our noise model considers
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Algorithm 3 Tape Movement Scheduling
1T+ ¢
2: E<+ ¢
3: R« G
4: while R is not empty do
for each tape head position p; do
F; < {ExecutableGates}
Compute Score(p;)
end for
Find the tape head position p with the maximal score;
10: T.append(p)
11: E.append(Fy)
12: R+ R-— Fp
13: end while
14: Output the tape movement scheduling 7" and gate execution sequence F

the impact of thermal heating due to shuttling [181]. Since every tape move introduces
thermal heating to the TILT system, this introduced heating leads to a lower gate fidelity.
Hence, The design of our scheduling algorithm is to perform as many operations as possible
before a tape movement is performed. Algorithm 3 shows the pseudocode of our scheduling
algorithm. We compute the scores for each tape head position and select the position with
the maximal score to schedule; we then repeat the procedure until all gates are scheduled
and executed.

The objective of the heuristic cost function is to indicate the number of executable gates
for a tape head position. As a result, the number of executable gates is the score for each
tape head position. The general form of our heuristic cost function for a tape head position
p is shown as follows:

Score(p) = ny, (4.2)

where ny, is the number of executable gates at the position p.
The time complexity of our heuristic scheduling algorithm is O((N — L)DL), where N is

the number of qubits in a trap, L is the tape head size, and D is the circuit depth.
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4.8.5 TILT Simulation

To understand the impact of shuttling noise on TILT architectures, we perform noisy circuit
simulation using realistic noise models. In our simulations we consider amplitude modulated

(AM) gates for our two-qubit gate implementation [167]. These gates have a gate time of
7(d) =38 x d+ 10 (4.3)

where d is the distance between the two ions, in units of ion spacings, and the time is
given in microseconds. This same model was studied in [133].

In an ion-trap quantum computer, single-qubit gate fidelities are independent of the
thermal energy in the trap. Additionally, a perfectly applied Mglmer-Sgrensen gate is inde-
pendent of the thermal energy of the chain. As the vibrations increase, however, the gate
becomes more sensitive to any imperfections in the laser pulses, which we quantify through
the following model of gate fidelities after m moves have occurred, inspired by the work done

in [181]:

Fp=1-T7+(1— (14 ¢>m+l (4.4)

where I is the background heating rate of the trap, 7 is the gate time defined in microseconds
as a function of number of intra-ion spacings between the involved qubits [133], k is the
average amount of heating added to the chain during each shuttle, as discussed in Section 4.2;
and € is the error in each two-qubit gate due to residual entanglement with the motion. A
gate can be thought of as a loop in phase space, where a perfect gate is a closed loop. An
imperfect gate, due to a bad clock, rounding error in the pulse compilation, or laser intensity
instability, can lead to this loop not perfectly closing. As the motional mode heats up, the
gates become more sensitive to this kind of noise, as explained in [181]. An error model very

similar to this is used in [133]. We do not use a linear approximation for the exponential in
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[181] to more accurately model higher motional mode excitations in our device.

In Honeywell’s 4-qubit (8-ion) device [144], they report the average heating contribution
of their shuttling operations as 2 quanta. This includes primitives such as split/merge and
swap, as well as the simpler linear shuttles that the TILT architecture requires. Since
split /merge operations and swap operations require complex and precise electrode voltages,
these operations have significantly higher contributions to the heating rate than ion chain
shuttling. As a result, we can fairly assume that the heating rate due to linear shuttles is
lower than this number.

To scale this up to our experiments, we note that the primary consideration for heating
is the softening of the common (center of mass) mode as the number of ions in the shuttled
chain increases. The stopping force is still caused by the electrodes affecting the end of the
chains, and is consequently constant [170]. However the mass of the chain increases, and as

a result the noise in the system scales like a simple harmonic oscillator, with the frequency

scaling by \/n/F ~ /n.

4.4 Experimental Setup

4.4.1 Benchmarks

Table 4.2: List of benchmarks.

Application Qubits 2Q Gates Communication
ADDER 64 545 Short-distance gates
BV 64 64 Long-distance gates
QAOA 64 1260 Nearest-neighbor gates
RCS 64 560 Nearest-neighbor gates
QFT 64 4032 Long-distance gates
SQRT 78 1028 Long-distance gates

To evaluate TILT architectures against real applications, we choose multiple important
quantum applications as our benchmarks (Table 4.2). The benchmarks are selected to have

different program characteristics in order to show TILT properties for arbitrary quantum
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circuits. According to communication patterns, there are three categories of applications.
One consists of the applications with long-distance two-qubit gates, which require swap gates
to become executable. The second category is for applications with short-distance two-qubit
gates and hence do not necessarily need swap gates on TILT. The last category is nearest-
neighbor two-qubit gates when the topology is in a 2D grid structure. This category will
have short-distance two-qubit communication pattern when mapping on a linear topology.
The adder benchmark is based on the Cucarro adder [49]. Adders are important ker-
nel functions in many quantum algorithms. Bernstein-Vazirani (BV) is a NISQ application
commonly used to benchmark devices [20, 178, 55]. Quantum Approximate Optimization
Algorithm (QAOA) [65] benchmark in our evaluation is a hardware-efficiency ansatz [129]
for MaxCut problem. QAOA is a hybrid quantum-classical variational algorithm, and it is
one of the most important quantum algorithms in the NISQ era. Random Circuit Sampling
(RCS) has been proposed by Google to show quantum supremacy [28, 122, 8]. Quantum
Fourier transform (QFT) [95] is an important function in many quantum algorithms (Shor’s
algorithm [156], phase estimation algorithm [44], and the algorithm for hidden subgroup
problem [97]). This application uses Grover’s search algorithm to find the square root num-
ber [95]. Grover’s search algorithm is for database search, and it can achieve significant

speedups compared with classical search algorithms [79, 95].

4.4.2  Simulation Parameters

We evaluate architectures with 60+ qubits and consider tape head sizes of 16 and 32. Using
the noise model shown in Section 4.3.5, we estimate the fidelity of each gate after m tape
moves.

All experiments are performed on a Ubuntu 16.04 system (Linux kernel 4.4-0-141-generic)

with Intel Xeon Silver 4110 32-core CPU at 2.1 GHz and 128 GB of physical memory.
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4.5 FEvaluation

In our evaluation, we first show the impact of swap insertion. We then compare TILT
systems to QCCD systems, and present the compilation and estimated execution times of

each application.

4.5.1 Lin@Q Swap Insertion Performance

In this section, we show the importance of swap insertion choices. We use only those ap-
plications with long-distance two-qubit gates (BV, QFT and SQRT) because no swap gates
are needed for the other set of applications. We demonstrate the swap impact from two
perspectives. First, we compare our Lin(QQ swap insertion heuristic algorithm with a baseline
method, which applies Qiskit StochasticSwap compilation tools to swap gate insertion for
each unexecutable two-qubit gate. Second, we apply our swap insertion heuristic algorithm
with a restricted swap distance to improve the tape movement scheduling. The results with
our algorithm show increased circuit success rates.

We demonstrate the results with laser head size of 16. Figure 4.6(a) shows the opposing
swap ratio, and Figure 4.6(b) shows swap counts with baseline and Lin(Q) swap insertion.
Our LinQ heuristic search reduces the total number of swaps and also increases the opposing
swap ratio. For BV applications, however, Lin() does not create any opposing swaps because
of the BV circuit structure [20, 178].

Figure 4.6(c) shows the number of tape moves (lower is better). Compared with the
baseline, Lin(Q) can synthesize circuits with fewer swaps and consequently fewer gates in
total. As a result, fewer tape moves are required for the circuit execution. The success
rate is related to the total number of gates and tape moves. Fewer gates and tape moves
results in a higher success rate. Thus, LinQ can also achieve higher success rates, as shown
in Figure 4.6(d) - 4.6(f).

Figure 4.7 demonstrates the effect of limiting swap length. Here we show the results of
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Figure 4.6: Comparing LinQ) swap insertion with the baseline swap insertion.

benchmarks on the devices with tape head size of 16. With LinQ swap insertion, while the
swap is restricted to a shorter distance, the swap gate count could be slightly increased; but
this restriction can potentially reduce the number of tape moves, leading to an improved
success rate. Figure 4.7(a) shows the results of BV. The success rates are almost the same
for the MaxSwapLen of 15 through 13, because there is no difference in the number of swaps

and tape moves. While the max swap length is limited to a lower number, the number of
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swap gates and moves are increased, and the success rate drops. Figure 4.7(b) shows the
number of swaps and tape moves for QFT under different swap length restrictions. When

the maximal swap length is 14, the number of tape moves is the lowest. Although the swap

count is increased compared with MaxSwapLen = 15, the overall success rate is increased.

15 14 13 12 11 10 9 8

Max Swap Length
(c) SQRT
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Therefore, we can get the highest success rate when the maximal swap length is shortened to
14. For SQRT, shown in Figure 4.7(c), when MaxSwapLen = 13, the swap count is slightly
increased, but the tape moves can be significantly reduced. Hence, this application reaches
the highest success rate at this configuration. For different applications, the best maximal

swap length varies. We can iterate the LinQ procedure to find the best choice.

4.5.2  Architecture Comparison

In this section, we compare the TILT architecture with head sizes of 16 and 32 with ideal
trapped-ion (Ideal TT) devices and the QCCD system presented in [133].

Ideal TI. An ideal trapped-ion device means that the device has enough laser controls for
each qubit. Consequently, two-qubit gates can be performed on an arbitrary pair of qubits.
As a result ion shuttling and swap gate insertion are unnecessary under our error model.
With comparing to this ideal case, we can learn how close we are to the optimal solution.
QCCD. A recent study on QCCD is presented in [133]. In our evaluation, we apply the
same noise model and topology evaluated in the study. We select the highest reported fidelity
with AM gates for the comparison.

Figure 4.8 shows the results from our simulation. The success rate of TILT is related to
the tape head size. For different tape head sizes, a larger tape head can cover a wider range
of execution zone, reducing the number of swaps as well as tape moves and achieving a higher
success rate. For ADDER and BV benchmarks, TILT has the same performance as QCCD.
The reason is that the circuits are primarily operating on a few qubits. For QCCD, only a
few shuttles have to be performed. Similarly for TILT, only a few tape moves are required to
perform the circuit execution. However, for QAOA and RCS applications, the success rates
of TILT are significantly higher than QCCD. As discussed in Section 4.2.3, frequent short-
distance two-qubit gates will cause QCCD to perform split/merge and shuttling operations
periodically if the involved qubits are not in the same trap, while TILT can possibly schedule

those operations in one tape move. Since QAOA and RCS repeat the operations on the pair
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Figure 4.8: Success rates on different device configurations (higher is better).

of short-distance qubits, TILT outperforms QCCD in these results. For the circuits composed
of short- and long-distance two-qubit gates (QFT and SQRT), TILT has lower success rate
on QFT. This is as expected because the long-distance operations require multiple swaps
and tape moves for TILT.

Our evaluation results suggest that TILT’s success rate is better than that of QCCD
for applications with a majority of the communication occurring within the width of a tape

head.

4.5.8  Compilation Time and Execution Time

Table 4.3 shows the compilation results. The column labels Zsyqp and tpmope are the com-
pilation times for swap insertion and tape move scheduling for the benchmarks using our

LinQ toolflow. The tgyqp is short for each application. As discussed in Section 4.3.3, the
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worst-case time complexity of searching for swap insertion is O(NG). As a result, this
heuristic search is scalable for larger applications. For tape move scheduling, as discussed
in Section 4.3.4, the worst-case scheduling time is O((N — L)DL). Since the circuit depth
is increased when more swap gates are inserted, the scheduling time for QFT and SQRT is
longer than for other applications. The number of swaps can be reduced by using a larger
tape head, leading to lower circuit depth and a reduced t,,0pe. The results and complexity

analysis suggest that Lin(Q) is applicable to larger circuits.

Table 4.3: Lin(Q) compilation results.

Application Head Size: 16 Head Size: 32

tswap(s)  tmove(s) FHmoves dist(um) tezec(s) | tswap(s) tmove(s) FHmoves dist(um) tegec(s)
ADDER 0.002 6.214 10 104 2.967 0.002 3.248 5 68 3.252
BV 0.004 1.575 4 49 0.856 0.003 0.899 2 33 0.987
QAOA 0.011 2.750 18 232 1.564 0.011 1.101 4 72 1.357
RCS 0.001 3.148 65 992 1.704 0.001 0.680 11 214 0.856
QFT 9.206 55.617 162 2002 24.820 6.135 31.206 69 1276 33.876
SQRT 1.344  129.901 168 1816 46.554 1.075 55.234 76 1068 40.817

tswap: compile time for swap insertion. t,,0ue: compile time for tape move scheduling. #moves:
total number of tape moves.
dist: total tape move distance. t..e.: program execution time.

To estimate the program execution time, we analyze the compiled circuit depth and tape
move distance. We model the gate time as shown in Equation 4.3, and the shuttling rate

(tm) as 1lum/us [37]. We obtain the program execution time as following,
d

where 4 is the maximum gate time for the d-th depth. From our simulation, the applications
can be finished within seconds. The results show that TILT machines are viable for run-

ning large applications, like our benchmarks, since trapped-ion qubits have long coherence

times [166].
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4.6 Trapped-Ion Scaling

Since ions are fundamentally identical and the same trapping parameters can handle a range
of ion counts, scaling qubit count is not as significant a barrier as in other architectures.
As we increase the number of ions, however, the heating cost of shuttling will also increase.
This will lead to lower gate reliability, so there is an effective limitation on the number of
ions in a single trap.

Various trapped-ion scaling techniques can be combined with TILT. In this section we
discuss some additional techniques and technologies which could be used in conjunction with
TILT to further scale trapped ion quantum computers.

Sympathetic Cooling. Gate reliability depends on the thermal energy in the chain. Sym-
pathetic cooling is a technique to mitigate thermal heating, compensating for the increased
heating rates expected in large-scale trapped-ion devices [132, 37]. A dual-species ion chain
is composed of two different types of ions, one for storing information and which can be
cooled by another laser-cooled ion during circuit execution without damaging the stored
information. TILT architectures are compatible with sympathetic cooling techniques, which
would reduce the heating due to shuttling and allow for longer circuits. With cooling ions,
a few modifications would be made for LinQ toolflow to consider the tape scheduling under
the head of cooling laser beams. However, the fundamental design goal is still the same,
minimizing the number of tape moves.

QCCD Architectures. The QCCD architecture is a well-known design for constructing a
large-scale quantum computer [102, 133]. QCCD systems have multiple small traps that are
interconnected by segments and junctions. Before shuttling an ion from one trap to another,
the ion must be split from the source chain. The split ion then is shuttled to the target trap
and merged into the destination chain.

The operations necessary for individual ion shuttling have high costs in terms of shuttling
complexity. Individual ion shuttling requires expensive split/merge and junction crossing

maneuvers, which lead to more thermal energy entering the system. QCCD architectures
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could be combined with TILT as a combined architecture where the TILT systems discussed
in this work would be a primitive for constructing the QCCD. Trap capacities could become
larger, which might be useful for applications in which the circuit naturally breaks up into
larger densely-communicating chunks.

Such an architecture could combine the strengths of each system, allowing for circuits
which have significant medium to long-range communication to live within a single trap, while
also allowing other sections of the circuit which might not require such distant communication
to occur within smaller higher-fidelity trapping zones. Heterogeneous systems like this, where
different traps serve different purposes, would be a logical evolution of trapped ion quantum
computers into a more modular framework similar to modern classical computers.
Photonic Interconnects. TILT can also be utilized in modular quantum computer ar-
chitectures such as the modular universal scalable ion-trap quantum computer (MUSIQC)
architecture proposed in [103, 130]. The element logic units (ELUs) in this architecture
consist of arrays of ions, and one or more ions in each ELU are coupled to photonic quantum
channels through photonic interconnects. With these interconnects, we can use TILT archi-
tectures as the fundamental building blocks of ELUs to achieve modular TILT architectures

and further scale QC devices, similar to the QCCD discussion above.

4.7 Related Work

Several studies of qubit mapping and swap insertion problems have been carried out for
superconducting systems. One common approach is to formulate the problems in mathe-
matical form, such as integer linear programming, and then utilize software solvers to find
the optimal solutions [11, 175, 121, 126, 180]. This method is guaranteed to provide an
optimal solution. However, since the time to solution grows exponentially with the number
of qubits and gates, so scaling this approach to large NISQ programs is infeasible. Another
approach is to apply dynamic programming to find the optimal solutions [158, 94]. However,

this method only works for circuits with 10 or fewer qubits since the time scaling is expo-
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nential. To avoid long execution times, several researchers have chosen to apply heuristic
search algorithms [94, 110, 187, 5, 149, 174, 105, 21]. Overall, most of the previous studies
focus on compilation techniques for superconducting systems. In our work, we develop a
scalable software toolflow to compile high-level quantum programs for TILT architecture, a
novel trapped-ion system.

Previous studies have evaluated the performance of real devices with less than 20 qubits.
In one case a fully connected 5-qubit trapped-ion system is compared with a 5-qubit supercon-
ducting transmon system [117]. In another study, several NISQ benchmarks are performed,
comparing the trapped-ion system with superconducting systems [134]. These studies show
that trapped-ion systems provide high program success rates because of the dense connec-
tivity and higher gate fidelities compared with superconducting systems. In our work, we
compare 64-qubit TILT systems to QCCD systems using our simulation tools and published
results.

Several studies have proposed different strategies to scale trapped-ion quantum comput-
ers. Sargaran et al. proposed the SAQIP to apply reconfigurable optical interconnects for
scalable trapped-ion systems [151]. Similarly, [103, 130] proposed the MUSIQC architecture
that uses photonic interconnects to link modular elementary logic units. This architecture
can scale to thousands of qubits and support fault-tolerant error correction. Lekitsch et
al. [107] proposed a blueprint for scalable trapped-ion systems that use microwave-based
quantum gates with on-chip control electronics to control an arbitrary number of qubits.
While these studies focus on very large systems that are unlikely to be built in the next
decade, TILT architectures provide a practical near-term implementation to scale trapped-
ion systems.

A recent study focuses on 50-100 qubit scale modular QCCD-based trapped-ion de-
vices [133]. They propose the use of simulation techniques to study the impact of trap
sizes, topology, and gate implementations. In our work, we provide simulation techniques to

study TILT architectures. Architectural simulations allow us to evaluate the performance of
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different approaches of scaling trapped-ion systems before building them.

4.8 Conclusion

Trapped-ion technologies are a promising implementation for building practical quantum
computers. Since all ions are identical, ions can be added to a long chain in order to scale the
QC device. The TILT architecture is able to avoid issues with addressability as the number
of ion addressed is held constant independent of chain length. Shuttling a small chain of ions
has been demonstrated in [64], and larger TILT demonstrations are planned [34]. In this
work, we show that TILT architectures offer a viable path toward QC devices approaching
604 qubits. We present our optimizing compiler and simulator for TILT architectures. With
a gate fidelity model derived from real experiments, our compiler performs qubit mapping,
swap insertion, and tape move scheduling for NISQ applications within a few minutes. The
results suggest that TILT can outperform QCCD in a range of NISQ applications. We
also discuss using TILT as a building block to extend other scalable trapped-ion quantum
computing proposals. Our evaluation of the TILT architecture offers insights for future

architecture design.
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CHAPTER 5
FULL-STATE QUANTUM CIRCUIT SIMULATION BY USING
DATA COMPRESSION

Classical simulation of quantum circuits is crucial for better understanding the operations
and behaviors of quantum computation. Such simulations allow researchers and developers to
evaluate the complexity of new quantum algorithms and validate quantum devices. The path
toward building Noisy Intermediate-Scale Quantum (NISQ) [145] machines such as IBM’s
50-qubit quantum computer and Google’s 72-qubit quantum computer [101] will require
intermediate-scale quantum circuit simulators to calibrate and verify the hardware.

Unfortunately, today’s practical full-simulation limit is 47 qubits (Table 5.1) [164]. The
reason is that the number of quantum state amplitudes required for the full simulation in-
creases exponentially with the number of qubits, making physical memory the limiting factor.
Given n quantum bits (qubits), we need 2" amplitudes to describe the quantum system [136].
In order to describe the amplitudes precisely, double-precision complex numbers are used to
represent the state of the quantum systems. As a result, the size of the quantum state in the
simulation is 2714 bytes. Although 49-qubit simulations will become possible in the near
future with the arrival of exascale supercomputers [63], a gap still remains between the size
of classical simulation and the size of NISQ machines.

Several simulation techniques related to Feynman paths [20] and tensor network con-

tractions [29, 123, 142] have been proposed to trade time for space complexity. Different

Table 5.1: Examples of supercomputers, their total memory capacity, and the maximum
number of qubits they can simulate for arbitrary circuits.

System Memory (PB) Max Qubits
Summit 2.8 47
Sierra 1.38 46
Sunway TaihuLight 1.31 46
Theta 0.8 45
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approaches have different benefits and disadvantages. For Feynman paths method, both
time and space complexity grow exponentially with the circuit depth, and thus this tech-
nique can simulate only shallow circuits. For tensor network simulation methods, since the
time complexity grows exponentially with the underlying graph treewidth, these simulation
techniques can only simulate the circuits with low treewidth. Some approaches calculate
only a single amplitude or a partial state vector in order to be less restrictive on compu-
tational resources [41, 42, 142, 29]. As for quantum software development, several types
of quantum applications require intermediate measurement [19, 74, 15, 31]. In addition,
recent studies focus on quantum software debugging by inserting assertions in the middle
of quantum programs [87]. Tensor network simulation techniques do not effectively support
intermediate measurement and full-state assertion checking for software debugging. At the
same time, NISQ) machines are evolving toward supporting deeper circuits with error mit-
igation techniques [30, 99, 62, 150], which may make full-state simulations of high-depth
circuits more important. When trying to verify quantum hardware and software by using a
full-state simulator, every qubit counts in maximum simulation size. Every qubit closer to
physical machine sizes means 2X more state space that can be evaluated, or, conversely, 2X
smaller gap in state space between the simulation and the physical hardware.

To simulate general circuits with higher qubit count and depth, we propose quantum cir-
cuit simulation techniques that can reduce the memory requirement of the full simulation by
compressing quantum state amplitudes at runtime. Specifically, we apply data compression
techniques to the quantum state vector during the simulation. Since we aim to simulate
intermediate-scale general quantum circuits, we have to achieve a data compression ratio
as high as possible, because the compression ratio is the key to increasing the number of
qubits in the simulation. Our approach uses lossless compression, lossy compression, and
adaptive error bounds to reduce the memory requirement of the simulation. In general,
lossy compression algorithms lead to significantly higher compression ratios than do lossless

compressors, while introducing errors to a certain extent. To minimize the error propagation
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and guarantee high-fidelity simulation results, we utilize both Zstandard lossless compressor
[46] and an error-bounded tailored lossy compressor in our simulation framework.

Intuitively, one might be concerned that lossy compression would introduce correlated
errors in our simulation output that would be very different from the kinds of errors that
physical machines would experience. We will see, however, that our lossy compression is
applied in an uncorrelated fashion. We shall also see that this has an added benefit of
dramatically speeding up compression time.

Using our techniques, we are able to trade computation time and fidelity for memory
space. We implement our techniques on Intel-QS, a full-state quantum circuit simulator
developed by Intel [161]. Intel-QS is an MPI-based distributed high-performance quantum
circuit simulator that can run on supercomputing systems. By orchestrating data com-
pression techniques and full-state high-performance simulation techniques, our approach is
capable of simulating intermediate-scale general quantum applications and hence obtain ef-
fective results of calibration, verification, and benchmarking for NISQ quantum machines.

Our approach integrates knowledge of quantum computation and data compression tech-
niques to reduce the memory requirement of quantum circuit simulations such that our
technique allows us to simulate a larger quantum system with the same memory capacity.
We provide one more option in the set of tools to scale quantum circuit simulation. The

main contributions of our work are as follows.

e We present a new technique to reduce memory requirements of full-state simulations of
general quantum circuits by using data compression. Reducing memory requirements

allows us to increase the number of qubits in our full-state simulations.

e We design a novel lossy compression method to optimize both compression ratios and
compression speed for quantum circuit simulations. This lossy compression technique
can be combined with several existing simulation techniques to further reduce the

memory footprint.
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e We implement our general quantum circuit simulation framework on the Theta super-

computer at Argonne National Laboratory (ANL).

e Our experimental results show that our approach reduces the memory requirement
of simulating the 61-qubit Grover’s search quantum circuit from 32 exabytes to 768
terabytes of memory. Based on the state-of-the-art simulation techniques, the results
suggest that our technique can increase the simulation size by 2 to 16 qubits for general

quantum applications with 0.976 simulation fidelity on average.

5.1 Background and Related Work

In this section, we provide a brief overview of the quantum computation and discuss re-
lated work on quantum circuit simulations. We then present the relevant background on

compression techniques.

5.1.1 Principles of Quantum Computation

A qubit is a two-level quantum system, and the state |¢)) can be expressed as

[v) = ap|0) +ay |1), (5.1)

where ag and aq are complex amplitudes and |ag|? + |a1]|? = 1. |0), and |1) are two compu-

tational orthonormal basis states. The quantum state can also be represented as follows.

1 0 ag
) = ag +aq = (5.2)
0 1 al

More generally, the state of an n-qubit quantum system can be represented by using 2"
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amplitudes, as follows.

[¥) = ag..00/0...00) + ag.. o1 ]0...01) + ... +ay._ 11 |1...11) (5.3)

The squared magnitudes have to sum up to 1, that is,

> lail* =1. (5.4)

)
In quantum computation, quantum gates are applied to the quantum system. All gates
are represented in matrix form. General single-qubit gates and two-qubit controlled gates

are known to be universal [61]. Applying a single-qubit gate U to the kth qubit can be

represented by a unitary transformation
A=1""F1loU eI, (5.5)
where [ is a 2 X 2 identity matrix and U is a 2 X 2 unitary matrix.

5.1.2  Quantum Circuit Stmulation

Previous studies have provided various types of simulators [146]. Generally, in order to sim-
ulate a quantum circuit with n qubits and depth d, there are several simulation approaches

[1, 20, 123]. Different simulation approaches have different purposes and benefits.

Schrodinger algorithm. This strategy maintains the full-state vector in memory and up-
dates the state vector in every time step [53, 161]. Since the space grows exponentially with
the number of qubits, the physical memory limits the simulation size. The time complexity
is polynomial with the number of gates (or circuit depth), and hence this approach is ca-
pable of simulating arbitrary depth of circuits. This simulation approach can simulate the
supremacy circuits of 45 qubits on the Cori II supercomputing system using 0.5 petabytes
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[82], and Li et al. further optimize the simulator specifically for the 49-qubit supremacy

circuits [111].

Feynman paths algorithm. This approach calculates the amplitude a, for any n-bit
string x € {0,1}" by following all the paths from a final state to the initial state. For the
Feynman paths algorithm, this approach requires O(Qd”) time to perform the simulation

[142], and hence this simulation technique is suitable only for low-depth quantum circuits.

Tensor network contractions. This approach uses tensor networks to represent quantum
circuits [123, 22, 127]. The time and space cost for contracting such tensor networks is expo-
nential with the treewidth of the underlying graphs. Therefore, this approach is impractical
to simulate large quantum circuits. Several studies have proposed to use tensor network
simulation technique to simulate low-depth supremacy circuits [29, 142, 41, 169]. To trade
the simulation fidelity for computational resources, the approximate simulation is proposed
(122, 29]. The previous studies of approximate simulations target the overall circuit fidelity at
0.005 [122, 169], but if we want to use the simulation results to help calibrate and validate the
real machines, we might need higher circuit fidelity. As for quantum software development,
several types of quantum applications require intermediate measurement [19, 74, 15, 31].
In addition, recent studies propose to insert assertions in quantum programs for software
debugging by checking the full-state distribution [87]. Tensor network simulation techniques

do not effectively support intermediate measurement and full-state assertion checking.

Other strategies for simulating quantum circuits also exist. The Gottesman-Knill theo-
rem [75] states that circuits consisting of only Clifford gates can be efficiently simulated in
polynomial time, hence there are simulation techniques for the circuits with a restricted gate
library [72, 75, 2, 32]. In [188], the decision diagram is used to simulate circuits that consist

of Clifford+T gates. This approach exploits redundancies in a quantum state to gain more
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compact representations. Approximate simulation techniques also have been proposed for

circuits using only restricted gates [186, 189, 32].

5.1.83 Data Compression Techniques

With the vast volumes of data being produced by extreme-scale scientific research and ap-
plications, various data compression techniques have been developed for years. Basically,
scientific researchers mainly adopt two types of compressors: lossless compressors or error-
bounded lossy compressors. Lossless compressors usually adopt both variable-length encod-
ing algorithms (such as Huffman encoding [89] and arithmetic encoding [177]) and dictionary
coders such as LZ77/78 [184]. In most cases, however, lossless compressors such as Gzip [56],
Zstd [46], and Blosc [25] cannot effectively compress scientific data because the ending man-
tissa bits of floating-point values are random such that it is hard to find exactly the same
patterns in the data stream. Some studies [57] show that lossless compressors always suf-
fer from low compression ratios (around 2:1 in most cases), which is far less than enough
for today’s extreme-scale high-performance computing (HPC) applications. Accordingly,
error-bounded lossy compression has been widely treated as the best solution to such a big
scientific data issue, because it not only can significantly reduce the data size but also can
control the data distortion according to the user’s requirements.

Error-bounded lossy compressors may have distinct designs and implementations, so
selecting the most appropriate compression technique is critical to our research. All existing
error-bounded lossy compressors can be categorized into two models: data-prediction based

and domain-transform based, which are described below.

e Data-prediction-based compression model. This model tries to predict each data point
as accurately as possible based on its neighborhood in spatial or temporal dimension
and then shrinks the data size by some coding algorithm such as data quantization [165]
and bit-plane truncation. A typical example compressor is SZ [112], which involves four

compression steps: (1) data prediction, (2) linear-scaling quantization, (3) entropy-
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encoding, and (4) lossless compression. The errors are introduced and controlled at

step (2). Other examples include ISABELA [106] and FPZIP [116].

e Domain-transform-based compression model. This model needs to transform all the
original data values to another nonorthogonal coefficient domain for decorrelation and
then shrink the data size by applying some optimized coding algorithms such as em-
bedded coding [115]. A typical example compressor is ZFP [115], which performs the
classic texture compression by leveraging three techniques in each 49 block (where d is
the number of dimensions): (1) exponent alignment, (2) (non)orthogonal block trans-
form, and (3) embedded coding. The compression errors (or distortion of data) are
introduced and controlled only at step (3). The other two techniques are VAPOR [45]
and Sasaki et al.’s compressor [152], which both adopt the Wavelet transform in the

domain transform step.

All the existing state-of-the-art error-bounded lossy compressors are designed or assessed
mainly for visualization, so they are not optimized for the requirement of data fidelity and
compression quality in the context of quantum computing simulation. In this sense, we first
characterize the effectiveness of the existing state-of-the-art lossy compressors on quantum
circuit simulation results and then exploit a fairly efficient compression method beyond the
existing lossy compressors. In our study, we investigate two types of error controls, pointwise
absolute error bound and pointwise relative error bound, because they have been supported

by the existing state-of-the-art lossy compressors well.

e Absolute Error Bound (denoted by e). With this type of error control, the compression
errors (defined as the difference between the original data value and its corresponding
decompressed value) of all data points must be strictly limited in the required bound;
in other words, d; must be in [d; — e, d; + €], where d; and dg refer to an original data

value and the corresponding decompressed value, respectively.

e Relative Error Bound (denoted by €). With this type of error control, the data distor-
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Figure 5.1: Example of two-qubit quantum state with single-qubit gate operations
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tion must respect the following inequality for each data point: |d; —d}|<ed;. Obviously,

the smaller the original value is, the smaller the compression error it will get. The rel-

ative error bound is particularly useful to applications requiring multiple error controls

depending on the data values.

5.2 Simulation Design
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We aim to simulate general quantum circuits with high fidelity. We integrate our com-
pression techniques into the quantum circuit simulation such that the simulation scale can
be increased with the same memory capacity. Our technique allows the Schrodinger-style

simulation to trade the computation time and simulation accuracy for memory space by

Figure 5.2: Simulation overview
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applying lossy compression techniques to state vectors. The lower compression error bound
gives us the higher simulation fidelity, but the higher compression error bound will give us a
higher compression ratio so that we can simulate the quantum circuits with larger numbers

of qubits.

5.2.1 Qverview of Our Stmulation Flow

To demonstrate the practicality of our design, we integrate our compression techniques into
Intel-QS [161], a distributed quantum circuit simulator on a classical computer.

As mentioned in Section 5.1, applying a single-qubit gate to the kth qubit can be repre-
sented by a unitary transformation A = [ ®n—k—1 o @ I®F In the simulation, however, we
do not need to build the entire unitary matrix A to perform the gate operation. Figure 5.1
shows an example of applying a single-qubit gate to a two-qubit system. Applying a gate
U to the first qubit corresponds to applying the 2 x 2 unitary matrix to every pair of am-
plitudes, whose subscript indices have 0 and 1 in the first bit and all remaining bits are the
same. In the same way, performing a single-qubit gate to the second qubit is to apply the
unitary to every pair of amplitudes whose subscript indices differ in the second bit. More
extensively, applying a single-qubit gate to the k-th qubit of an n-qubit quantum system is
to apply the unitary to every pair of amplitudes whose subscript indices have 0 and 1 in the

k-th bit, while all other bits remain the same.

%~

Qe 50 ... % _ ULl W12 | | Q. x0p%...% (5.6)

~

Qe 5. % U21 U2 | | A selpx...x

*

As for a generalized two-qubit controlled gate, the unitary is applied to a target qubit ¢

if the control qubit ¢ is set to |1); otherwise tth is unmodified.

/
a*lc*ot** o uilp u12 a’*lc*Ot** (5 7)

/
Cilp.. k1. .x U21 U2 | [ Gxl,.. xlpk...%
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Figure 5.2 shows an overview of our simulation design. The Message Passing Interface
(MPI) [77] is used to execute the simulation in parallel.

Assuming we simulate n-qubit systems and have r ranks in total, the state vector is
divided equally on r ranks. To reduce the memory requirement, we further divide the
partial state vector into nj blocks on each rank. Each block is stored in compressed format
on the memory. To complete a gate operation, we need to apply matrix multiplication to the
pair of amplitudes whose subindices are 0 and 1 at the target qubit position, so at most two
blocks are decompressed, Vectory and Vectory, and then update the state vectors. After
all the amplitudes in Vector; and Vectory are updated, we compress the state vectors and
move to the next two blocks. Once all the blocks have been updated, a gate operation is
completed.

In this way, the total number of bytes required for the simulation of a rank is as follows:

n+4

nbBytes = Z sizeof(C'B;) + 2(

?

), (5.8)

T X ny

where C'B; is the ith compressed block.

5.2.2 MCDRAM Memory Configuration

Multichannel DRAM (MCDRAM) is a high-bandwidth, low-capacity memory, packaged with
the Intel Xeon Phi processor [162]. Because several repeated compression and decompression
operations are involved in the simulation, we can achieve the performance improvement
by utilizing MCDRAM. Every time the block is decompressed, we decompress the state
vectors to MCDRAM. To allocate memory in MCDRAM, we use mkl_malloc function to
acquire memory space. This memory allocation strategy directly improves the performance
of compression, gate operation, and decompression. To achieve this, we set the machine to

equal mode, 50% cache and 50% flat.
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5.2.3 Integration Details

We build our compressor as a C library and add it into the Intel-QS building process?.

In the initialization of the simulation process, we create the state vectors in blocks, and
compress them as compressed blocks. During the simulation, if the process needs to update
the state vector, it calls our compressor library to decompress the block to the pre-allocated
MCDRAM. After the state vector update, the block is compressed, and the process moves
to the next block.

Since we allow decompression of only two blocks for each rank at the same time, we must
select the corresponding blocks to be decompressed. For n-qubit systems, assuming we have
r ranks and each block contains b amplitudes, the amplitude index string can be divided
into three segments (Figure 5.3). When we execute a single-qubit gate computation on the
target qubit position ¢, we find the corresponding blocks according to the segment ¢ belongs

to.

Index string | | | |

n-1 n - log,r log,b 0

Figure 5.3: Amplitude index segments

e ¢ < logob : Both amplitudes are in the same block.

e n—logor < q <logsb : Both amplitudes are in the same rank but with different blocks.

We can use the number ¢ to find the corresponding blocks in the rank.

e ¢ > n — logor : The pair of amplitudes are in the different ranks. The blocks have to

be exchanged between different ranks.

Two-qubit gate operations are similar to single-qubit gate operations, but we modify the
amplitudes only when the control qubit is set to |1). According to the position of the control

qubit ¢, we also have three cases to determine whether the amplitudes should be modified:

1. More integration details and the source code can be found at
https://github.com /ryanxw/compressed _qcsim.
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e c < logab : If cth bit is 0, the amplitude is left unmodified.
o n—logar < c <logob : If cth bit is 0, the whole block is left unmodified.

e ¢ >n —logor : If cth bit is 0, the whole rank is left unmodified.

5.2.4 Compressed Block Cache

For most of the quantum circuits, the amplitudes may share the same value [188]. By exploit-
ing redundancies in the quantum state, we can reduce the computation time significantly by

constructing a compressed block cache.

opP CB, CB, CB’; CB’;

Figure 5.4: Compressed block cache line

Figure 5.4 shows the contents of a compressed block cache line. The first element (OP) is
the gate operation and the target qubit position. The second and third elements (C'By, C'B3)
are the compressed blocks before the gate operation. The rest of the elements (C' B, C’Bé)
are the compressed blocks after the gate operation. Each rank maintains a memory space for
the compressed block cache with 64 cache lines. When a gate operation is executed, our com-
putation procedure first checks whether the pattern (OP, C' By, C'Bsg) is in the cache. If there
is a cache hit, then the computation is done by directly returning the blocks (OB, CBé),
and thus the performance is improved by reducing the compression, computation, and de-
compression time.

The cache replacement policy is least recently used. If there is no redundancy in the
quantum state, the cache hit rate will be 0, and this will introduce the cache miss penalty
in our simulation. Thus, our simulator will disable the compressed block cache if the cache

hit rate is always zero.
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Figure 5.5: Normalized execution time for running 35-qubit random circuit simulations.

5.2.5  Simulation Checkpoint

In general, most supercomputing systems have a 24-hour wall-time limit. This runtime
constraint puts a circuit depth limit on the simulation. However, one can save the compressed
blocks before terminating the job and then resume the task by loading the compressed blocks

in the next job submission.

5.2.6  MPI Configuration

To understand the performance under different MPI rank configuration, we run the 35-qubit
random circuit simulation with various ranks per node (Figure 5.5). On the KNL nodes,
each node has 64 cores and 256 threads. We found that the setting of 128 ranks per node

gives the best performance.

5.2.7 Variable Error Bound Compression

To keep the simulation accuracy, we use the lossless compression Zstd[46] in the beginning
of the simulation when the compression ratio is still high enough to fit all compressed blocks
in the memory space. During the simulation, the quantum state becomes more and more
complicated, and hence the lossless compression ratio is lower. When the compression ratio is

too low to fit all compressed blocks in the memory, our simulation will use lossy compression

74



to compress the state vectors. To control the error, we use a pointwise relative error bound
to compress the state vector. This compression mode guarantees that the decompressed data
point |D'| must be in the range of (|D(1— )], |D|), where D is the original data and § is the
error bound. In this work, we have five different levels of error bounds: 1E-5, 1E-4, 1E-3,
1E-2, and 1E-1. Whenever the compression ratio is not enough, the error bound is relaxed
to the next level (larger error). We give a detailed discussion about our lossy compression

technique in the next section.

5.2.8 Lower Bounds on Simulation Accuracy

Since lossy compression is used in our simulations, information is lost with every lossy com-
pression, causing a decrease in the simulation’s overall accuracy. The accuracy of our sim-
ulation can be quantified by the state fidelity, a measure of the similarity of two quantum
states [136].

The fidelity takes values between 0 and 1, with higher fidelity indicating greater similarity
between the two states. A fidelity of 1 would indicate that the two quantum states are the
same. The pure state fidelity between the ideal output state, ¥;4.,1, and the output state

from our simulation, 1, can be described by the following simplified equation [136].

F(ideal, sim) = [(Videal|Vsim)| (5.9)

Since the errors are bounded in our simulation, the fidelity can be estimated by propa-
gating the maximum error bounds at each gate to calculate the maximum decrease in fidelity
(from the ideal fidelity of 1) that comes from each lossy compression and then finding their
combined impact on the overall maximum decrease in fidelity. Suppose that a gate has a
percentage error of 9. Then if a complex amplitude a; in the ideal state vector is represented
as a + bi, the corresponding amplitude after our lossy compression in the simulation can be

represented by a’ + b'i, where |a’| > |a(1 — d)| and |b/| > |b(1 — 6)|. Thus, we see that the
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state fidelity can be calculated as follows:

2n—1

F(ideal, sim) = |(VigeqrlCsim)| = Y af(1—8) =1—4. (5.10)
1=0

So we see that the minimum fidelity drops by a factor of (1 — §) after applying a lossy
compression with a maximum percentage error bound of . Suppose that for the ith gate,
the error bound is d; on the lossy compression. Then the lower bound on the fidelity after
applying this compression will drop to (1—9;) times the lower bound on the fidelity calculated
before lossy compression on this gate. Combining the contributions of all the gates in the

simulation allows us to calculate the lower bound on the simulation fidelity as

F(ideal, sim) > [ ] (1 - ). (5.11)

1
If all the §; were 0, the simulation fidelity would be 1, which makes sense because our
simulation would then be identical to the simulation without lossy compression against
which we are calculating the fidelity. As mentioned before, in our simulation with lossy
compression, the error bounds §; can be set to 0 (lossless), 1E-5, 1E-4, 1E-3, 1E-2, and 1E-1.
Figure 5.6 shows how fidelities change with the number of gates when different error levels

are applied.

5.3 Adaptive Compression Optimized for Quantum Circuit

Simulation

In this section, we propose a novel error-bounded compression method that can significantly
control memory footprint for full-state quantum circuit simulations that were unreachable

before.
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Figure 5.6: Minimum bounds for fidelity with an increasing number of gates at different
error levels

5.3.1 Assessment of Existing Error-Bounded Lossy Compressors

First, we explore the best solution from among the existing compressors for the quantum
circuit simulations. We choose SZ [58, 185, FPZIP [116], and ZFP [115] in our exploration
because they have been confirmed as the best error-bounded compressors on many scientific
datasets [58, 185, 119].

We perform the assessment using two well-known quantum circuits: a quantum approx-
imate optimization algorithm (QAOA) [65] and the random circuit proposed by Google to
show quantum supremacy [28]. In this analysis, we run 36 qubits for both circuits and denote
them as qaoa_36 and sup_36, respectively.

As discussed in Section 5.1.3, there are two types of error bounds, both of which have
been widely used by scientific applications, so we evaluate the compression ratios for quantum
circuit simulation data based on both types of errors. Since each rank involves hundreds or
thousands of data blocks each having different value ranges, we perform the compression
based on the absolute error bound in the regard of value range in our evaluation, without
loss of generality. That is, we set the absolute error bound to a fixed percentage of the value
range in each block. For instance, 1E-2 means 1% of the value range in the following figures.

Figure 5.7 presents the compression ratios of SZ and ZFP based on different absolute error

bounds. FPZIP is missing in this figure because it does not support an absolute error bound.
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We can see that SZ always leads to one or two orders of magnitude higher compression ratios
than ZFP does at every error bound. For instance, on qaoa_36, SZ can lead the compression
ratios up to about 100:1, while ZFP’s compression ratios are always less than 10:1. For the
dataset sup_36, the compression ratios of SZ and ZFP are about 28~126 and 4.25~12.6,

respectively.
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Figure 5.7: Compression ratio of SZ vs. ZFP (absolute error)

For the pointwise relative error bound, for ZFP, we transform the original data to the
logarithm domain and then compress the transformed data with absolute error bounds, for
fairness of the comparison. Such a log-preprocessing-based compression has been validated
as the best way to do the pointwise relative-error-bounded compression [113]. As for FPZIP,
it provides a so-called precision number (=4~64) to control the pointwise relative error
bound. The larger the precision number is, the lower the pointwise relative error bound
obtained. We set the precisions to 16, 18, 22, 24, and 28 for FPZIP in our experiments
because they correspond to the pointwise relative error bounds of 1E-1, 1E-2, 1E-3, 1E-4,
and 1E-5 approximately. Figure 5.8 clearly shows that SZ always leads to much higher
compression ratios than do the other two compressors with the same pointwise relative error
bounds.

Based on our analysis, we conclude that SZ is superior to the other two compressors. The
key reason is as follows. For ZFP, it substantially replies on the high smoothness of data,

especially when the error bounds are set to a relatively low value. However, the quantum
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Figure 5.8: Compression ratio of SZ,FPZIP,ZFP (relative error)

simulation data are not smooth at all, as illustrated in Figure 5.9, such that the domain-
transform in ZFP would totally lose its effectiveness, leading to poor compression ratios. The
key difference between FPZIP and SZ is that the former adopts a totally different encoding
method, unlike SZ adopting linear-scaling quantization + Huffman encoding + Zstd. In
what follows, we treat SZ as the baseline and propose a new lossy compression method that

is more effective on the quantum circuit simulation data.
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Figure 5.9: Illustration of Value changes of quantum circuit simulation data: the data exhibit
a high spikiness such that existing lossy compressors cannot work effectively.

5.3.2  Optimizing the Compression Strategy

In our work, we adopt a hybrid, adaptive compression pipeline to control the memory foot-
print while keeping the high fidelity of the simulation results and relatively low time overhead.

Specifically, we observe that at the early stage of the simulation, a large majority of the data
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are zero. In this situation, the lossless compressor Zstd can also get a satisfactory compres-
sion ratio, without any loss of data fidelity. Although SZ leads to much higher compression
ratios in this situation, it may introduce data distortion, causing degraded fidelity unexpect-
edly. As the simulation goes on, however, the simulation data will become more and more
complicated, such that Zstd will suffer from low compression ratios. In this situation, the
error-bounded lossy compressor is helpful in controlling the memory footprint while keeping
a high fidelity of simulation results. Thus, we adopt both Zstd and error-bounded lossy
compression during each entire simulation. More details are in Section 5.2.7.

Developing a fast, effective error-bounded lossy compressor is critical to the overall sim-
ulation results (including fidelity and simulation time). In particular, we need to use a
pointwise relative error bound to do the compression, as discussed in Section 5.2. To this
end, we explored a battery of novel compression strategies to optimize both the compression

ratios and compression speed for quantum circuit simulations, as described below.

Solution A (SZ 2.1): This solution is the state-of-the-art error-bounded lossy compressor
- SZ [58, 165, 185]. In the context of quantum circuit simulations, the data can be treated
only as a 1D array. In SZ 2.0, the pointwise relative-error-bounded compression involves the
following steps: (1) logarithm data transform; (2) absolute-error-bounded compression on
log-transformed data (Lorenzo prediction [90] 4+ quantization [165]); (3) Huffman encoding;
and (4) Zstd lossless compression. Since log-transform is expensive, the SZ development team
developed SZ 2.1 leveraging a table lookup method to accelerate the compression significantly
[185], without degrading the compression ratios. However, the compression/decompression
speed still cannot meet the expected level for quantum circuit simulations (to be shown

later), which motivates us to further explore a new, faster compression method instead.

Solution B (SZ 2.1 with complex type supported): Quantum state amplitudes are

stored in the form of complex data type, in which the real numbers and imaginary num-
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bers are stored alternatively, such that the prediction accuracy would be degraded to a
certain extent, leading to limited compression ratios. Accordingly, Solution B improves the
prediction accuracy by performing the prediction on the real numbers and imaginary num-
bers, respectively. In addition, we set the maximum number of quantization bins to 16,384
(unlike the default setting of 65,536 in SZ 2.1), which can significantly improve the compres-

sion/decompression rate (to be shown later).

Solution C (XOR leading-zero data reduction + bit-plane truncation + Zstd):
Solution B can improve the compression ratios in some cases, but its compression speed is
still lower than expected such that the total simulation would slow significantly compared
with the original compression-free execution. To reduce the compression/decompression
time significantly, we developed Solution C, a simple yet efficient compression pipeline that
is particularly suitable for quantum circuit simulation. This method involves three key steps.
For each data point, it first leverages XOR leading-zero data reduction method [38, 58], which
uses a two-bit code to record the number of exactly the same bytes between the current value
and its preceding value. Then the algorithm truncates the insignificant bit-planes based
on the required relative error bound €. Specifically, the significant number of bits can be

calculated as follows.

Sig_Bit_Count = Bit_Count(Sign&Exp) — EX P(e), (5.12)

where EX P(e) refers to the exponent of the relative error bound € (e.g., EX P(0.01)=-T7)
and Bit_count(Sign& Exp) is the total number of bits used to represent sign and exponent
in the IEEE 754 format (e.g., it is equal to 12 for double precision). We then adopt Zstd

lossless compression to shrink the data significantly.

Solution D (Reshuffle + Solution C): Since the simulation data are stored in the complex
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data type (i.e., real number and imaginary number alternatively), one plausible idea is to
reorganize the data into real numbers and imaginary numbers separately before compressing
the data. Such a reshuffle step may help improve compression ratio especially when the real
numbers and imaginary numbers are located in different non-overlapped value ranges. The
reason is that in Solution C, the last step Zstd involves a dictionary-matching stage (LZ77
[184]) leveraging potential repeated patterns in the data streams and the reshuffling step that
separates the real numbers and imaginary numbers may improve the pattern matching to a
certain extent. Accordingly, we developed Solution D, which might have higher compression
ratios with a slightly lower compression/decompression rate.

We evaluate all the four solutions by doing the compression and decompression with the
two simulation datasets qaoa_36 and sup_36. Figure 5.10 presents the compression ratios of
the four solutions. We can see that the classic compressor SZ 2.1, either supporting complex
type (Solution B) or not (Solution A), suffers from about 30%~50% lower compression ratios
than do Solutions C and D. The likely reason is that the simulation data exhibit spiky changes
(as illustrated in Figure 5.9) such that the SZ compressor always suffers from low prediction
accuracy. Besides, we note that the solution C may lead to slightly higher compression ratios
than does the solution D in some cases, which also makes sense as explained as follows. Note
that the only difference between these two solutions is the extra reshuffle step in the solution
D. This step might affect the compression ratio only because of the LZ77 stage in the last step
Zstd of the two solutions, as analyzed previously. With this in mind, the compression ratio
actually may not change significantly in between since the pattern matching efficiency for
the two solutions could be very similar. On the one hand, Zstd improved LZ77 by adopting a
pretty large window size. On the other, the real numbers and imaginary numbers are of the
similar value ranges (as shown in Figure 5.9), such that the reshuffling step may not induce
more regular data. In this sense, the solution C and D can be deemed having comparative
compression ratios on the QC simulation datasets.

We present the compression and decompression rate in Figure 5.11 (single-core perfor-
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Figure 5.10: Compression ratio of 4 solutions (relative error)

mance). This figure clearly shows that Solutions B, C, and D have much higher compression
rates and decompression rates than the classic SZ 2.1 (Solution A) does. The key reason
Solution B is faster than Solution A is that it predicts the data in terms of the complex data
type, which may get higher prediction accuracy, thus leading to faster encoding thereafter.
Moreover, we set a lower maximum number of quantization bins in Solution B such that
it keeps a relatively high compression rate in the case with low relative error bounds such
as 1E-5. The reason the Solutions C and D run much faster than Solutions A and B do
is that they totally remove the three costly steps—prediction, quantization, and Huffman
encoding—in the compression. We can also observe that Solution C is slightly faster than
Solution D because of the extra reshuffle step in Solution D.

We present in Figure 5.12 the distribution of the maximum compression error (pointwise
relative errors) per data block for all four compression solutions on qaoa_36 and sup_36, re-
spectively. Similar to the previous evaluations, the experimental dataset comes from one rank
involving hundreds of data blocks (each with 1,048 576 complex-type data points, bringing
a total of 16 MB per block).

From Figure 5.12 we observe that all four solutions respect the compression errors well
in terms of different pointwise relative error bounds (1E-1~1E-5). We note that the error
distribution curves of Solutions C and D overlap, which is explained as follows. In fact, they

both avoid the data prediction and quantization step such that the compression errors have
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nothing to do with the order of the data points. The only difference between them is the
extra reshuffle step in Solution D. Thus they have exactly the same compression errors in
each block.

Moreover, we note that Solutions C and D exhibit much lower compression errors than
do Solutions A and B in general. The reason is as follows. As illustrated in Figure 5.13
(a), Solutions A and B both adopt the data prediction and linear-scaling quantization [165].
Specifically, they predict each data point and then approximate its value by the error-bound-
quantized distance [165] between the true raw value and the predicted value. Note that the
compression errors are determined by the difference between the decompressed values and
the true values (as shown in Figure 5.13 (a)). Hence, if the error bound is relatively small,
the quantization bin size would be small too, then the true values would be located at a
rather random postion in a quantization bin because of the likely large distance between
the predicted value and true value, thus leading to a uniform distribution. By comparison,
Solutions C and D calculate the significant bit-planes based on user-required pointwise rela-
tive errors, and each bit-plane spans a certain value range. As illustrated in Figure 5.13 (b)
(with a single-precision value 3.9921875 as an example), truncating different bit planes will
lead to discrete decompressed values and relative errors. Suppose the relative error bound
is set to 0.01, then we need to keep 15 leading bits and the decompressed value would be
3.96875 with a relative error of 0.005871, which is actually lower than the error bound 0.01.
That is, the compression errors of the solutions C and D are generally somewhat lower than
the desired error bound.

Such overpreservation of error can be observed more clearly by plotting the distribution of
normalized compression errors compared with the error bounds for Solution C, as presented
in Figure 5.14. We plot the cumulative distribution function (CDF) of the normalized
pointwise relative errors compared with the corresponding error bounds for one random
block of data, because too many data points are involved in the whole simulation and other

blocks actually exhibit similar error distributions. In the figure we can observe that (1)
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all compression errors are indeed confined within the required relative error bound; (2) the
compression errors follow a uniform distribution; and (3) most of the compression errors are
actually much lower than the required error bound, bringing an extra benefit to the control
of data distortion in the simulation.

Moreover, the solution C leads to non-correlated compression errors (point-wise relative
errors) for the quantum circuit simulation datasets. The reason is that the relative errors
are determined by the high-order bit-values in the truncated insignificant bit-planes. Since
the quantum circuit simulation data exhibit a rather high randomness (as presented in
Figure 5.9), the truncation errors are supposed to be fairly random as well. We confirm
this point by calculating the lag-1 autocorrelation coefficients of the compression errors.
The autocorrelation value is always in [-1,1]; the closer to zero, the higher level of non-
autocorrelation is. Our evaluation shows that the autocorrelation value often ranges in
[-1E-4,1E-4] if a large majority of original raw data are non-zeros in the dataset, testifying
the high non-correlation feature of the solution C.

Based on this analysis, we can conclude that Solution C is a fairly good tradeoff, which
can obtain a high compression ratio, low compression time and decompression time, and
low compression errors with non-correlation feature. Accordingly, Solution C is our final

error-bounded lossy compressor to be used in our experiments.

5.4 FEvaluation

5.4.1 FExperimental Setup

For multinode evaluation, we performed our simulation on the Theta supercomputer at Ar-
gonne National Laboratory. Theta consists of 4,392 nodes, each node containing a 64-core
Intel®Xeon Phirv processor 7230 with 16 gigabytes of high-bandwidth in-package mem-
ory (MCDRAM) and 192 GB of DDR4 RAM [141]. The bandwidth of the MCDRAM is

400GB/s, and the average latency is 154 ns [9]. On Theta, there are wall-time limits for each
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jobs with different numbers of nodes. The wall-time limits are 3, 6, and 24 hours for jobs of
128 nodes, 256 nodes, and 1,024 nodes, respectively. For jobs running exceeding wall-time
limits, we use our checkpoint design, described in Section 5.2.5, to complete the simulation.

For single-node experiments, we run our simulation on a single 64-core Intel®Xeon Phir
processor 7210 (KNL) in the Joint Laboratory for System Evaluation (JLSE) at Argonne.
There is no wall-time limit on the system.

In this evaluation, we set 128 ranks per node. As described in Section 5.2, the state vector
on each rank is divided into multiple blocks, each containing 1,048,576 amplitudes, which
means each block is 16 MB. Since each rank decompresses at most 2 blocks on MCDRAM at
the same time, we need to allocate 128 x 2 x 16 M B = 4G B of memory on MCDRAM. Thus,
we configure the memory mode by using --attrs mcdram=equal to operate 50% MCDRAM

as flat memory and the other 50% as cache [96].

5.4.2  Scalability

We evaluate the scaling behavior by using a basic program that applies a Hadamard gate on
each qubit. Figure 5.15 shows the normalized execution time for running different sizes of
simulations on a single node. The scaling of our simulation technique for 51-qubit quantum
circuit running on different numbers of nodes is depicted in Figure 5.16. For simulations of
real applications that requires more time in compression, decompression, and computation,

the scaling is expected to be better.

5.4.3 Benchmarks

To show the results against real applications, we choose multiple important quantum applica-
tions as our benchmarks. The benchmarks are selected to have different program character-
istics in order to show that our simulation could work with arbitrary quantum circuits. Our
approach performs well for both shallow-circuit and deep-circuit applications. The initial

state is [0)®". The programs we use for our benchmarking include the following.
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e Grover: Grover’s search algorithm is for database search, and it leads to significant
speedups compared with classical search algorithms [79, 95]. Our benchmark uses
Grover’s search algorithm to find the square root number [95], and thus the oracle

consists of X and Toffoli gates.

e Random circuit sampling: The circuit is proposed by Google to show the quantum
supremacy, and we follow the rules to construct the random circuits [28]. Since our
approach is not optimized for the circuits, we do not plan to run the random circuits

with many layers. Thus, the circuit depth is 11 in our experiments.

e QAOA: The quantum approximate optimization algorithm is a hybrid quantum-classical

variational algorithm. Our benchmark uses QAOA to solve MAXCUT on a random

4 regular graph problem [65]. QAOA is an important circuit because it is one of the

most promising quantum algorithms in the NISQ era [145].

e QFT: This is the quantum circuit for quantum Fourier transform [95], which is an
important function in many quantum algorithms (Shor’s algorithm [156], phase esti-
mation algorithm [44], and the algorithm for hidden subgroup problem [97]), and this

is a deep circuit. We randomly apply X gate to the initial state as the input for the

QFT in our experiments.

Table 5.2: Experimental results.

The first row shows the memory requirements of the

simulations without our techniques. The ratios of our system memory sizes to the required
memory sizes are presented in the fourth row. The fifth row provides the simulation time
and the breakdown. The minimum compression ratio during the simulation is shown in the

last row.

‘ Benchmark ‘ Grover ‘ Random Circuit Sampling ‘ QAOA ‘ QFT ‘
Number of Qubits 61 59 47 5x9 6x7 6 x6 Tx5 45 43 42 36
(Memory Requirement) (32 EB) (8 EB) (2 PB) (512 TB) (64 TB) (1 TB) (512 GB) | (512TB) (128 TB) (64 TB) (1 TB)
Number of Gates 314 310 305 227 261 165 208 394 344 336 3258
Number of Nodes 4096 4096 128 1024 128 1 1 1024 256 128 1
Total System Memory 768 TB 768 TB 24 TB 192 TB 24 TB 192 GB 192 GB 192TB 48 TB 24 TB 192 GB
(Sys Mem / Req.) (0.002%) (0.009%) (1.17%) (37.5%) (37.5%)  (18.75%) (37.5%) (37.5%) (37.5%) (37.5%) | (18.75%)
Total Time (Hour) 8.14 3.48 0.49 4.87 8.64 7.96 6.23 13.34 5.83 8.65 78.98
Compression Time 1.87% 4.59% 2.04% 55.79% 40.26% 59.10% 58.57% 50.66% 44.97% 41.02% 57.86%
Decompression Time 1.87% 3.73% 4.08% 31.47% 22.19% 33.78% 30.59% 26.46% 27.64% 25.52% 37.68%
Communication Time 32.7% 20.98% 36.73% 0.12% 0.57% 0.02% 0.03% 3.03% 0.22% 0.23% 2.56%
Computation Time 63.47% 70.70% 57.15% 12.60% 36.97% 7.08% 10.8% 19.84% 27.16% 33.22% 1.9%
Time per Gate (Sec) 93.34 40.49 5.78 64.69 119.22 173.65 107.86 121.91 61.02 92.64 87.27
Simulation Fidelity 0.996 0.996 1 0.987 0.993 0.933 0.985 0.895 0.999 0.999 0.962
Compression Ratio 7.39 x 107 8.26 x 107 1.06 x 107 6.03 9.40 8.16 10.05 5.38 4.85 9.25 21.34
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5.4.4  FExperimental Results

We present our main results in Table 5.2. We run benchmarks with the total system memory
capacities much less than the theoretical memory requirements to manifest the strength of
our approach.

Our first benchmark application is Grover’s search algorithm with 47, 59 and 61 qubits.
Previously, 61-qubit simulations of general quantum applications were thought to be im-
possible because of infeasible memory requirements. Using our methods, the state vectors
can be compressed with high compression ratios because the amplitude values of the state
vectors of this application are similar and regular, and hence our approach can use only
768 TB to successfully perform the simulation of 61-qubit Grover’s search algorithm, which
theoretically requires 32 EB to execute the full-state simulation. We also use our technique
to complete the 47-qubit Grover’s search algorithm simulation using 24 TB instead of 2
PB, the memory requirement without our technique. Next, we present the simulation of
Google’s quantum supremacy random circuits. Since our method exploits non-uniformity
and structure in quantum computations, it does not work as well on random circuits. If we
run many layers of the circuits, we have to drop the simulation fidelity to meet the available
memory capacity. Thus, we present the simulation results of depth of 11 random circuits.
Although our simulation technique is not designed specifically for the supremacy circuits,
our approach can simulate the circuit with 42 qubits by using 48 TB, and simulate the
circuit with 45 qubits by using 192 TB. The next benchmark is QAOA. Since QAOA is an
important quantum application, it is critical to the simulation of QAOA circuits with lim-
ited memory capacity. In fact, we can get higher compression ratios and still get successful
results because QAOA is robust to low-fidelity. Finally, the results with QFT circuits show
that our techniques are effective for simulating high-depth circuits and compress the state
vectors with more than 21X compression ratios, with a fidelity of 0.962.

For the quantum applications we choose, we show that our technique can simulate the
circuits with high fidelity. Among the selected benchmarks, random circuits use more en-
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tanglement than others. Since our techniques compress the state vector, more entanglement
leads to less compressible vectors. Thus, our technique does better when there is less entan-

glement.

5.4.5  Discussion

We successfully increase the maximum simulation size from 45 qubits to 61 qubits for the
Grover’s search circuit simulation on the Argonne Theta supercomputer using less than
0.8 PB. As for simulations of the other quantum applications, we have compression ratios
from 4.85X to 21.34X. The results provide evidence that we are able to simulate those
applications with 47 to 49 qubits on Theta. In other words, for simulations of general
circuits, our approach can increase the simulation size by 2 to 16 qubits. In this work,
we seek to achieve high-fidelity simulation results for general circuits. For different purposes
that do not require high-simulation fidelity, the compression ratios and simulation size would
be further increased.

We use the compression ratios to estimate our approach on the Summit supercomputer
[172] at Oak Ridge National Laboratory (ORNL). The expected maximum simulation size
for general circuits is 63 qubits. In 2021, we will have the exascale supercomputing system
Aurora [63] at Argonne. The estimated maximum simulation size will be increased from
48 qubits to 64 qubits. Our compression techniques can combine with other simulation
techniques [42, 82, 111, 186, 189] to scale quantum circuit simulation.

We trade time and slight fidelity for memory space. This trade-off makes the classical
simulation of several quantum circuits possible, while the simulation time grows linearly with

the number of gates. The time complexity is polynomial with circuit depth.
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5.5 Conclusion

In summary, we have described our simulation techniques to reduce the memory requirement
of full-state quantum circuit simulations by using data compression techniques. Our method
provides a new option in the set of simulation tools to scale quantum circuit simulations. We
propose a novel lossy compression technique to optimize compression ratios and compression
speed for quantum circuit simulations. Using our approach, the memory requirement of sim-
ulating the 61-qubit Grover’s search algorithm is reduced from 32 exabytes to 768 terabytes
of memory on the Argonne Theta supercomputer using 4,096 nodes. We also present exper-
imental results of random circuits, QAOA, and QFT simulations to show that our technique
can achieve general circuit simulations. The compression ratio results further suggest that
our technique can increase the simulation size by 2 to 16 qubits for general quantum appli-
cations. Our simulator provides a platform for quantum software debugging and quantum

hardware validation.
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Figure 5.11: Compress/decompression rates (relative error)
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CHAPTER 6
FUTURE WORK

In this chapter, I discuss some future directions to extend this line of research.

6.1 Quantum Circuit Optimization using Synthesis

Even though Artisan already achieves successful results in optimizing different sizes of cir-

cuits, we discuss a few directions that would improve the development of quantum computing.

6.1.1 Approximate Synthesis

The objective of optimization using synthesis is to reduce the CNOT count. In some cases,
it may be desirable to make approximations to reduce the number of CNOTSs at the expense
of how closely the final circuit approximates the desired unitary. An intuitive way to achieve
this is to relax a synthesis threshold. The synthesis tool that we used is capable of doing
this, but even when loosening the threshold as far as 10™4, we found no reduction. The
limiting factor on approximation in this case is that the heuristic, process infidelity, is not
flexible in a way needed to find good approximations. In order to effectively trade accuracy
for CNOT count, a threshold-controllable synthesis tool is necessary. Integrating a different
synthesis tool or heuristic that is designed for approximate synthesis may further improve

the optimization.

6.1.2 Pulse-Level Optimization

Since the device-level control of a quantum computer is operated via analog pulses, recent
pulse optimization studies aim to generate shorter pulses [69, 154, 70, 71, 43]. Pulse opti-
mization can also be integrated into our Artisan technique. The current synthesis output
is a sequence of quantum gates. To integrate pulse optimization into this work, we can

synthesize the block into a sequence of pulses.
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6.1.3 Artisan in Parallel

In this work, we perform the quantum synthesis in serial. However, since we partition a
circuit into a sequence of circuit blocks, each block is independent for the synthesis process.
As a result, the synthesis of blocks can be executed in parallel. Running the entire Artisan

on a supercomputing system can reduce the overall compilation time significantly.

6.2 TILT Architecture Scaling

Since ions are fundamentally identical and the same trapping parameters can handle a range
of ion counts, scaling qubit count is not as significant a barrier as in other architectures.
As we increase the number of ions, however, the heating cost of shuttling will also increase.
This will lead to lower gate reliability, so there is an effective limitation on the number of
ions in a single trap.

Various trapped-ion scaling techniques can be combined with TILT. In this section we
discuss some additional techniques and technologies which could be used in conjunction with

TILT to further scale trapped ion quantum computers.

6.2.1 Sympathetic Cooling

Gate reliability depends on the thermal energy in the chain. Sympathetic cooling is a
technique to mitigate thermal heating, compensating for the increased heating rates expected
in large-scale trapped-ion devices [132, 37]. A dual-species ion chain is composed of two
different types of ions, one for storing information and which can be cooled by another
laser-cooled ion during circuit execution without damaging the stored information. TILT
architectures are compatible with sympathetic cooling techniques, which would reduce the
heating due to shuttling and allow for longer circuits. With cooling ions, a few modifications
would be made for LinQ toolflow to consider the tape scheduling under the head of cooling

laser beams. However, the fundamental design goal is still the same, minimizing the number
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of tape moves.

6.2.2 QCCD Architectures

The QCCD architecture is a well-known design for constructing a large-scale quantum com-
puter [102, 133]. QCCD systems have multiple small traps that are interconnected by seg-
ments and junctions. Before shuttling an ion from one trap to another, the ion must be split
from the source chain. The split ion then is shuttled to the target trap and merged into the
destination chain.

The operations necessary for individual ion shuttling have high costs in terms of shuttling
complexity. Individual ion shuttling requires expensive split/merge and junction crossing
maneuvers, which lead to more thermal energy entering the system. QCCD architectures
could be combined with TILT as a combined architecture where the TILT systems discussed
in this work would be a primitive for constructing the QCCD. Trap capacities could become
larger, which might be useful for applications in which the circuit naturally breaks up into
larger densely-communicating chunks.

Such an architecture could combine the strengths of each system, allowing for circuits
which have significant medium to long-range communication to live within a single trap, while
also allowing other sections of the circuit which might not require such distant communication
to occur within smaller higher-fidelity trapping zones. Heterogeneous systems like this, where
different traps serve different purposes, would be a logical evolution of trapped ion quantum

computers into a more modular framework similar to modern classical computers.

6.2.3 Photonic Interconnects

TILT can also be utilized in modular quantum computer architectures such as the modular
universal scalable ion-trap quantum computer (MUSIQC) architecture proposed in [103, 130].
The element logic units (ELUs) in this architecture consist of arrays of ions, and one or more

ions in each ELU are coupled to photonic quantum channels through photonic interconnects.
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With these interconnects, we can use TILT architectures as the fundamental building blocks
of ELUs to achieve modular TILT architectures and further scale QC devices, similar to
the QCCD discussion above.Since ions are fundamentally identical and the same trapping
parameters can handle a range of ion counts, scaling qubit count is not as significant a barrier
as in other architectures. As we increase the number of ions, however, the heating cost of
shuttling will also increase. This will lead to lower gate reliability, so there is an effective
limitation on the number of ions in a single trap.

Various trapped-ion scaling techniques can be combined with TILT. In this section we
discussed some additional techniques and technologies which could be used in conjunction

with TILT to further scale trapped ion quantum computers.

6.3 Quantum Circuit Simulation by using Lossy Compression

Our approach performs full-state simulation of general quantum circuits using data com-
pression techniques. This method allows the Schrodinger-style simulation to trade time
and simulation fidelity for memory space to increase the simulation size. Our compression

techniques can combine with other simulation techniques [42, 82, 111, 186, 189].

6.3.1 Noise Simulation

By using our lossy compression, we can compress state vectors and reduce memory footprints
significantly compared with the existing techniques [161, 82]. The compression errors are
not correlated to the data, and hence the errors might be used to further simulate noise on
real devices. The modern noise simulations add errors to perfect simulations. However, we
could further adapt our lossy compression errors to noise models and then build a simulation
which models noise naturally. In addition, we plan to implement our simulator on GPU-

based supercomputing systems to reduce the compression and decompression time.
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CHAPTER 7
CONCLUSION

People are interested in quantum computing because quantum computing shows the ca-
pability of solving the problems that used to be intractable in classical computing. By
leveraging the quantum mechanical principles of superposition, interference, and entangle-
ment, quantum algorithms have the potential to revolutionize areas such as machine learning,
chemistry, optimization, and cryptography. However, However, in reality, quantum systems
are extremely sensitive to environmental effects. Qubits and gates are not perfect. There
is a gap between quantum software and currently available hardware. In the current NISQ
era, the machine is large enough to support interesting experiments, but too small for known
algorithms with exponential speedup, and too small for error correction code. My research
focuses on using compiler techniques and architecture design to improve the circuit fidelity
of quantum computing, and hence reducing the gap.

In the first part of this thesis, I present our scalable optimization by using synthesis,
which is an automated compilation framework, Artisan. It partitions the circuit into blocks,
and re-generates each optimized block by using synthesis, and re-composes the circuit by
stitching all the blocks together. This approach to circuit optimization offers a role for
quantum synthesis algorithms in large-scale quantum computing scenarios. It can reduce
the gate count, and improve circuit fidelity. I also demonstrated the fidelity improvement
against real devices and simulators.

In the second part of this thesis, I discuss the architecture specific optimization for scal-
able TILT architecture. I show that TILT architectures offer a viable path toward QC devices
approaching 60+ qubits. I present our optimizing compiler and simulator for TILT archi-
tectures. With a gate fidelity model derived from real experiments, our compiler performs
qubit mapping, swap insertion, and tape move scheduling for NISQ applications within a
few minutes. The results suggest that TILT can outperform QCCD in a range of NISQ

applications.
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In the last part, [ show our work on scaling full statevector simulation by using data com-
pression. Our method provides a new option in the set of simulation tools to scale quantum
circuit simulations. I propose a novel lossy compression technique to optimize compression
ratios and compression speed for quantum circuit simulations. Using this approach, the
memory requirement of simulating the 61-qubit Grover’s search algorithm is reduced from
32 exabytes to 768 terabytes of memory on the Argonne Theta supercomputer using 4,096
nodes. The results show that our method can increase the simulation size.

Hopefully this thesis inspires more creative ideas, and help researchers to build up the
community and involve more people to join our journey to achieve practical and scalable

quantum computing.
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