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ABSTRACT

As numerous new data-intensive applications and storage hardware emerge, maintaining perfor-
mance sustainability and robustness of data and storage systems is becoming more intricate and
challenging. Users want numerous demands (e.g., real-time latency, continuously high throughput,
workload elasticity) to be met. Service providers are facing a hard task of delivering acceptable
service-level objectives (SLOs) such as low and highly stable latencies. Both parties essentially
wish for the same goal, but the gap in between continues to widen tragically and become more
complex. Customers keep introducing more data paradigms (e.g., big data, machine learning, IoT)
and bombing providers with application-specific requirements that are more than non-trivial to ful-
fill, which brings a growing threat to designing generic systems that can persistently deliver rapid
performance.

This dissertation aims at building fast and stable next-generation data and storage systems.
Specifically, we architect these systems generically to achieve rapid responses of low latency even
in the most turmoil scenarios. As systems grow in complexity, this dissertation tackles this signif-
icant problem from four different angles:

1. Data approach: We should have a thorough and large-scale understanding of real-world
issues with increasing complicacy to help us pinpoint the potential crux and solutions. Here, we
present TAILATSTORE, which mines performance logs tracking half a million disks and thou-
sands of SSDs, and to the best of our knowledge is the most extensive study of storage device-level
performance variability. TATLATSTORE reveals that storage performance instability is not uncom-
mon, and the primary causes of slowdowns are the internal characteristics and idiosyncrasies of
modern disk and SSD drives, motivating the design of tail-tolerant mechanisms.

2. Hardware-level approach: While other approaches attempt to reduce performance vari-
ability at the application level with approaches like speculation, we see a different point of view,
whereas cutting performance variability “at the source” is more effective. Specifically, in TINY-
TAILFLASH, we re-architect SSDs that collaborate with the host and circumvent almost all noises

xii



induced by background operations. Furthermore, to further highlight the importance of hardware-
level approach and facilitate its development, we present FAILSLOWATSCALE - a study on hard-
ware with performance degradation, and FEMU - a software flash emulator for fostering future
SSD research.

3. OS-level approach: At the heart of the system stack is the OS; hence, the question is
how the OS should evolve today to provide stable performance for the deep stack. In tackling this
problem, our insight is that the OS is not just the OS for personal computers, but rather the OS for
the “datacenter”. In this context, we present MITTOS — an OS that is SLO-aware and capable of
predicting every I/O latency and failing over slow I/Os to peer OSs. MITTOS’s no-wait approach
helps reduce I/O completion time up to 35% compared to wait-then-speculate approaches.

Additionally, as another effort on “OS for datacenter”, we present LeaplO, which promotes ad-
dress transparency across components in the cloud storage stack to smooth the offload of complex
storage services to today’s I/O accelerators. LeaplO employs a set of OS/software techniques on
top of hardware capabilities to provide a uniform address space across x86 cores and I/O acceler-
ators, allowing the host to portably leverage the accelerators.

4. ML-for-system approach: Current systems are growing too complex for human designers
to come up with a heuristic-based policy for optimal system control. So many different storage
models exist, which are very heterogeneous with performance unpredictability. Applications can-
not reason about how they work, and predicting systems’ performance is a black art. This situation
raises the question of whether machine learning can help. To answer this, we present LINNOS,
which uses neural networks to predict the performance of every request and every I/O, making
unforeseeable systems performance highly predictable. LINNOS supports black-box devices and
real production traces without requiring any extra input from users, while outperforming industrial
mechanisms and other approaches. Compared to hedging and heuristic-based methods, LINNOS
improves the average I/O latencies by 9.6-79.6% with 87-97% inference accuracy and 4-6us in-

ference overhead for each I/0, demonstrating that it is possible to incorporate machine learning

Xiii



inside operating systems for real-time decision-making.
Lastly, this dissertation raises discussions on future research to build fast and stable data and
storage systems and help storage applications achieve performance predictability in milli/micro-

second era.
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CHAPTER 1

INTRODUCTION

Storage has grown enormously with a long journey from tapes to disks, SSDs, and persistent
memory. The market projects to ship zettabytes of disk drives this year [5]. The solid-state drive
(SSD) market is currently valued at $20-34 billion according to multiple sources [44, 51-53]
and forecasted to reach $47-80.34 billion by 2025. Similarly, the non-volatile memory market is
expected to reach $82 billion by 2022 [40, 41]. The storage market continues to expand with the
explosion of big data, which is doubling every two years and reaching 175 zettabytes by 2025 [5].

Furthermore, we are not only addicted to data, but also more of it in real time. In a world of
continuous collection and analysis of big data, storage performance is critical for many applica-
tions. Modern applications particularly demand low and predictable response times. In Google, an
extra 500ms in search-result generation can drop traffic by 20% [189]. In Amazon, every 100ms
of latency costs 1% in sales [188]. In trading systems, a broker could lose as much as $4 million
per millisecond if its platform is Sms behind the competition [228]. In the future, the pressure
for low latency is even predicted to reach the sub-ms level as faster devices will be a commod-
ity [72, 97, 174, 230]. As a result, today’s SLOs include latency percentiles [69, 99, 212], e.g.,
“<100ms at the 99th—percentile (or ’p99’ for short),” implying that 99% of the requests must finish
in less than 100ms.

However, achieving such strict SLOs is challenging due to the “tail latency problem.” The
primary nemesis is resource contention; for example, a supposedly fast operation can be slowed
down by 10-100x if it is contending with other large operations or heavy background activities.
The literature has shown how resource contention happens in many resource management layers
and induces long tail latencies: for example, in SSDs due to garbage collection (GC) [130, 140,
161, 270], in disks due to disk seeks [134, 229, 272] or cleaning overhead [110]. Beyond that, we
also see an increasing sign of hardware that is still running and functional but in a degraded mode,

slower than its expected performance. For example, disk throughput can drop by three orders of
1



magnitude to 100 KB/s due to vibration; SSD operations can stall for seconds due to firmware
bugs; memory cards can degrade to 25% of normal speed due to loose NVDIMM connection. All
the issues above directly affect storage services and cause performance instability that leads to
violations of SLOs, degrading user experience and impacting revenues negatively [77, 242].

Despite a growing number of studies that point out the performance instability in large-scale
systems [64, 99, 100, 183, 244] and a vast amount of proposed solutions [90, 150, 177, 178, 280,
284], the instability issue still widely lingers [72], largely due to the growing internal complexity
of the devices. Modern devices behave like an “operating system,” managing all of its internal
resources with background operations. While important, these are the kinds of operations that
pose a threat to latency predictability [81, 129, 133, 140, 199, 206, 270, 280], which is still a fresh
problem faced by many storage industries in recent years [8, 142, 203, 219].

This prevalent and notorious performance instability presents a significant challenge: How
should we build fast and stable next-generation data and storage systems? Specifically, how should
these systems be architected to generically achieve rapid responses of low latency even in the
most turmoil scenarios? To answer this challenging question, we first take a data approach and
analyze the performance variance in industrial data and storage systems to understand its landscape
(Section 1.1), then develop multiple solutions at different levels, including hardware-level (Section
1.2.1), OS-level (Section 1.2.2), and ML-for-system (Section 1.2.3) approaches. We discuss these

parts in the next two sections.

1.1 Analysis of Storage Performance Instability

It is important to have a thorough and scaled understanding of real-world issues with increasing
complicacy to help us pinpoint the potential crux and solutions. Here, we focus on studying the
prevalence and root causes of performance instability in storage devices.

A growing body of literature studies the general problem of performance instability in large-
scale systems, specifically calling out the impact of stragglers on tail latencies [64, 99, 100, 183,

2



244, 253, 264, 269, 277]. Stragglers often arise from contention for shared local resources (e.g.,
CPU, memory) and global resources (e.g., network switches, back-end storage), background dae-
mons, scheduling, power limits and energy management, and many others. These studies are
mostly performed at server, network, or remote (cloud) storage levels.

To date, we find no systematic, large-scale studies of performance instability in storage devices
such as disks and SSDs. Yet, mounting anecdotal evidence of disk and SSD performance instability
in the field continue to appear in various forums. Such ad-hoc information is unable to answer
quantitatively key questions about drive performance instability, questions such as: How much
slowdown do drives exhibit? How widespread is it? What are the potential root causes?

To answer these questions, we have performed the largest empirical analysis of storage per-
formance instability [130]. Collecting hourly performance logs from customer deployments of
458,482 disks and 4,069 SSDs spanning on average 87-day periods, we have amassed a dataset
that covers 857 million hours of disk and 7 million hours of SSD field performance data. Uniquely,
our data includes drive-RAID relationships, which allows us to compare the performance of each
drive to that of peer drives in the same RAID group.

We find that storage performance instability is not uncommon: 0.2% of the time, a disk is
more than 2x slower than its peer drives in the same RAID group (and 0.6% for SSD). Slowdown
is widespread in the drive population; our study shows 26% of disks and 29% of SSDs have
experienced at least one slowdown occurrence. Consequently, stable latencies at 99.9th percentile
are hard to achieve in today’s storage drives. Slowdowns can also be extreme (i.e., long tails); we
observe several slowdown incidents as large as 2-4 orders of magnitude.

As a consequence, disk and SSD-based RAIDs experience at least one slow drive (i.e., stor-
age tail) 1.5% and 2.2% of the time. We observe that storage tails can adversely impact RAID
performance, causing a throughput degradation, especially for full-stripe workloads that require to
access all drives in the RAID.

To understand the root causes, we correlate slowdowns with other metrics (workload I/O rate



and size, drive event, age, and model). Surprisingly, we find that drive slowdowns should not be
blamed on unbalanced workloads (e.g., a drive is busier than others). Overall, the primary cause
of slowdowns are the internal characteristics and idiosyncrasies of modern disk and SSD drives.
All of the observations above point out that storage systems are now faced with more responsi-
bilities. Not only must they handle well-known faults such as latent sector errors and corruptions,
now they must mask storage tail latencies as well. Therefore, there is an opportunity to create “tail

tolerant” systems that can mask storage tail latencies online in deployment.

1.2 Building Fast and Stable Storage Systems

Our analysis highlights the severity of performance instability in our storage and the urgency of
handling it. Considering the complicacy of modern storage stacks, we take multiple approaches
from different angles. In this section, we first introduce how we cut performance variability “at the
source” with hardware-level approach (Section 1.2.1), then describe how we advocate the principle
of transparency and support millisecond tail tolerance for data-parallel applications using OS-level
approach (Section 1.2.2), and eventually elaborate how this principle can be further extended to

adapt to the exploding complexity of the systems using ML-for-system approach (Section 1.2.3).

1.2.1 Tiny-Tail Flash Devices

We start developing our solutions from hardware, where performance variance originates. Here
we focus on flash storage devices, which has become the mainstream destination for storage users.
From the users’ side, they demand fast and stable latencies [101, 123]. However, SSDs do not
always deliver the performance that users expect [39]. Some even suggest that flash storage “may
not save the world” (due to the tail latency problem) [27].

The core problem of flash performance instability is the well-known and “notorious” garbage
collection (GC) process. A GC operation causes long delays as the SSD cannot serve (blocks)

incoming I/Os. Due to an ongoing GC, read latency variance can increase by 100x [27, 99]. In
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the last decade, there is a large body of work that reduces the number of GC operations with a
variety of novel techniques [128, 159, 161, 162, 178, 202, 268]. However, we find almost no work
in literature that attempts to eliminate the blocking nature of GC operations and deliver steady SSD
performance in long runs.

We address this urgent issue with “tiny-tail” flash drive (TINYTAILFLASH [270]), a GC-
tolerant SSD that can deliver and guarantee stable performance. TINYTAILFLASH is a “tiny-tail”
flash drive (SSD) that eliminates GC-induced tail latencies by circumventing GC-blocked I/Os
with four novel strategies: plane-blocking GC, rotating GC, GC-tolerant read, and GC-tolerant
flush. It is built on three SSD internal advancements: powerful controllers, parity-based RAIN,
and capacitor-backed RAM, but is dependent on the use of intra-plane copyback operations. TINY-
TAILFLASH comes significantly close to a “no-GC” scenario. Specifically, between 99-99.99th
percentiles, TINYTAILFLASH is only 1.0 to 2.6x slower than the no-GC case, while a base ap-
proach suffers from 5-138 x GC-induced slowdowns. We also show that TINYTAILFLASH is more
stable than state-of-the-art approaches that reduce GC impacts such as preemptive GC [32, 179].
In summary, by leveraging modern SSD internal technologies in a unique way, we have success-
fully built novel features that provide a robust solution to the critical problem of GC-induced tail

latencies.

1.2.2 Millisecond Tail Tolerance with Fast Rejecting SLO-Aware OS Interface

Our hardware-level solution is effective, but it requires specialized hardware and is ignorant about
the upper-layer software. Meanwhile, in modern storage servers the stack is deep, not only just the
hardware side, but also the many layers of software. In this context, to accommodate various hard-
ware settings, many storage applications choose to cut tail latency in software, with “wait-then-
speculate” as the most popular way. For example, some companies apply “hedged requests” [99],
5th_

where a duplicate request is sent after the first request is outstanding for more than, say, the 9

percentile expected latency. Such methods have proven to be highly effective coarse-grained jobs



(tens to hundreds of seconds) [100], where there is sufficient time to wait, observe, and launch ex-
tra speculative tasks if necessary. However, for real-time applications that generate large numbers
of small requests, each expected to finish in milliseconds, techniques that “wait-then-speculate”
are ineffective, as the time to detect a problem is comparable to the delay caused by it.

The techniques discussed above attempt to minimize tail in the absence of information about
underlying resource busyness. While the OS layer may have such information, it is hidden and
unexposed. A prime example is the read () interface that returns either success or error. Currently,
the OS does not have a direct way to indicate that a request may take a long time, nor is there a
way for applications to indicate they would like “to know the OS is busy.”

We believe that this is an opportunity that can be exploited. As now we are in the datacenter-
era, where data has replicas, applications do not need to wait for a server to finish data requests
on its best, which will be slow under heavy resource contention. Instead, the OS on the server can
quickly inform the application about a long service latency if the target resource is busy. Upon
that, applications can choose not to wait, for example performing an instant failover to another
replica or taking other corrective actions.

Here, we advocate a new philosophy: the OS should be aware of application SLOs and quickly
reject 10s with unmet SLOs (due to resource busyness). To this end, we introduce MITTOS [129],
an OS that employs a fast rejecting SLO-aware interface to support millisecond tail tolerance. In a
nutshell, MITTOS provides an SLO-aware read interface, “read(. . .,slo),” such that applications
can attach SLOs to their 10 operations (e.g., “read () should not take more than 20ms”). If the SLO
cannot be satisfied (e.g., long disk queue), MITTOS immediately rejects the IOs and returns EBUSY
(i.e., no wait), hence allowing the application to quickly failover (retry) to another node.

We implement MITTOS design in four different OS subsystems: the disk noop scheduler
(MiTtTNoopr), CFQ scheduler (MITTCFQ), SSD management (MITTSSD), and OS cache man-
agement (MITTCACHE). Collectively, they cover the major components that can affect an 10

request latency. We evaluate our MITTOS-powered MongoDB in a 20-node cluster with YCSB



workloads and the EC2 noise distribution. We compare MITTOS with three other standard prac-
tices (basic timeout, cloning, and hedged requests). Compared to hedged requests (the most effec-
tive among the three), MITTOS reduces the completion time of individual IO requests by 23-26%
at p95 and 6-10% on average, showing how operating system support to cut millisecond-level tail

latencies for data-parallel applications.

1.2.3  Predictability on Unpredictable Flash Storage with a Light Neural

Network

Though MITTOS has shown the effectiveness of performance transparency, its applicability suffers
from the complexity of implementing prediction mechanisms for different resources. For example,
MITTCFQ, which conducts prediction for disk drives — the simplest type of devices in major
storage media, takes 1810 LOC as we need to reverse-engineer the I/O scheduler. As modern
storage devices grow more complex, this cost will only go higher and become unaffordable.

To make our solution both effective and generic, we turn to machine learning. The last decade
has witnessed significant growth in the development and application of artificial intelligence (Al)
and machine learning (ML). Many industries, including storage, are either applying or planning
to use AI/ML techniques to address their respective problem domains. In the literature, we see an
increase of research that leverages machine learning for solving system problems, such as manage-
ment of networking [80, 106, 117, 148, 173, 187], CPU/GPU [84, 85], memory [195, 285], energy
[107, 204, 205], code analysis/compilation [186, 208, 241], and many forms of distributed systems
[75, 82, 95, 113, 116, 144, 198, 254]. We strongly believe there is an enormous opportunity to
explore the use of machine learning exhaustively in the storage stack.

As an effort, we develop LinnOS [131], an operating system that has the capability of learning
and inferring per-1/0 speed for SSDs with high accuracy and minimal overhead using a lightweight
neural network. By profiling the latency of millions of I/Os submitted to the device, converting
the hard latency inference problem into a simple binary inference, and utilizing aggregate input
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features including queue lengths and history latencies, LinnOS is as effective and fine-grained as
MITTOS to mitigate every slow I/O, and supports black-box devices and real production traces
without requiring any extra input from users. Moreover, as a learning-based method, LinnOS
can auto-tune its numerous parameters and does not require to implement complex heuristics for
predictions. Our evaluation shows that LinnOS outperforms industrial approaches such as pure
hedging and beats simple and “advanced” heuristics that we design. Compared to these methods,
LinnOS, complemented by hedging based on the learning outcome, further improves the average
I/O latencies by 9.6-79.6% with 87-97% accuracy and only 4-6us inference overhead for every
I/0. Overall, we show that it is plausible to adopt machine learning methods for operating systems

to learn black-box storage devices, expanding the horizon in ML-for-storage research.

1.3 Thesis Organization
The rest of this dissertation is organized as follows:

* Background: Chapter 2 provides a background in anecdotes on performance instability in
our storage devices and existing tail-tolerance mechanisms, including both heuristic-based

and ML-based ones.

* Problems: Chapter 3 introduces a large-scale study on performance variance in industrial

storage devices, revealing multiple key observations and insights.

* Major solutions: The next two chapters introduce our major solutions at OS and ML-for-
system levels. Chapter 4 describes the design of MITTOS — our OS-level solution, high-
lighting how performance transparency can help cut millisecond-level tail latencies for data-
parallel applications. Chapter 5 presents LINNOS — our ML-for-system level solution,
demonstrating a way to utilize machine learning to support achieving rapid responses at
microsecond-level in black-box scenarios, further stretching the power of exploiting trans-

parency.



* Other related work: Chapter 6 briefly mentions our other work on cloud and storage systems,

including our hardware-level solution on achieving stable performance.

* Conclusion and Future Work: Chapter 7 concludes this dissertation and discusses potential

future research directions on learning-based storage systems.



CHAPTER 2

BACKGROUND AND MOTIVATIONS

This chapter introduces the background and motivations for the major works in this dissertation.
Specifically, we start by illustrating the performance instability in our storage (Section 2.1) and
the necessity of conducting a large-scale quantitative study on its landscape. Next, we explain the
conventional mechanisms to handle this instability and why they cannot catch up with the growing
speed of modern storage devices (Section 2.2). Finally, we compare the philosophy behind existing
solutions (heuristics vs. machine learning) and highlight the potential of applying “ML-for-OS”

solutions in real-time scenarios (Section 2.3).

2.1 Performance Instability in Storage Devices

Understanding fault models is an important criteria of building robust systems. Decades of research
has developed mature failure models such as fail-stop [59, 123, 194, 221, 235], fail-partial [70, 225,
234], fail-transient [155], faults as well as corruption [71, 104, 114, 236] and byzantine failures
[O1].

Besides these well-studied failure models, there is an under-studied “new” failure type: fail-
slow hardware, hardware that is still running and functional but in a degraded mode, slower than
its expected performance. Many major hardware components can exhibit fail-slow faults. For
example, disk throughput can drop by three orders of magnitude to 100 KB/s due to vibration,
SSD operations can stall for seconds due to firmware bugs. In the past several years, we have
collected facts and anecdotal evidence of storage “limpware” [103, 122] from literature, online
forums supported by various storage companies, and conversations with large-scale datacenter
operators as well as product teams. We found many reports of storage performance problems due

to various faults, complexities and idiosyncrasies of modern storage devices.

Disk: Magnetic disk drives can experience performance faults from various root causes such as
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mechanical wearouts (e.g., weak head [26]), sector re-reads due to media failures such as corrup-
tions and sector errors [28], overheat from broken cooling fans [29], gunk spilling from actua-
tor assembly and accumulating on disk head [36], firmware bugs [238], RAID controller defects
[103, 247], and vibration from bad disk drive packaging, missing screws, earthquakes, and constant
“noise” in data centers [109, 132]. All these problems can reduce disk bandwidth by 10-80% and
increase latency by seconds. While the problems above can be considered as performance “faults”,
current generation of disks begin to induce performance instability “by default” (e.g., with adaptive

zoning and Shingled-Magnetic Recording technologies [55, 110, 175]).

SSD: The pressure to increase flash density translates to more internal SSD complexities that can
induce performance instability. For example, SSD garbage collection, a well-known culprit, can
increase latency by a factor of 100 [99]. Programming MLC cells to different states (e.g., 0 vs. 3)
may require different numbers of iterations due to different voltage thresholds [260]. The notion
of “fast” and “slow” pages exists within an SSD; programming a slow page can be 5-8x slower
compared to programming fast page [119]. As the device wears out, breakdown of gate oxide
will allow charge moves across the gate easily, resulting in faster programming (10-50%), but also
higher chance of corruption [118]. ECC correction, read disturb, and read retry are also factors of
instability [111]. Finally, SSD firmware bugs can cause significant performance faults (e.g., 300%
bandwidth degradation in a Samsung firmware problem [252]).

While fail-slow hardware arguably did not surface frequently in the past, today, as systems are
deployed at scale, along with many intricacies of large-scale operational conditions, the probabil-
ity that a fail-slow hardware incident can occur increases. Furthermore, as hardware technology
continues to scale (smaller and more complex), today’s hardware development and manufacturing
will only exacerbate the problem. A handful of prior papers already hinted at the urgency of this
problem; many different terms have been used such as “fail-stutter” [68], “gray failure” [141], and
“limp mode” [103, 122, 156]. However, we counted roughly only 8 stories per paper of fail-slow

hardware mentioned in these prior papers, which is probably not sufficient enough to convince the
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Figure 2.1: Latency unpredictability. The figures show CDFs of block-level read latencies,
as discussed in Section 2.1.1. For the left figure, we ran one FIO workload on five different SSD
models (the 5 CDF lines). For the right figure, we plot the latencies of 7 block-level traces obtained
from 4 read-write servers (colored lines) and 2 read-only servers (bold gray lines) in Azure, Bing,
and Cosmos clusters. The x-axis is anonymized for proprietary reasons. The traces are available
from Microsoft with NDA.

systems community of this urgent problem.

Although the facts and anecdotes above are crucial, they do not provide empirical evidence
that can guide the design of future storage systems. For this reason, we conduct TAILATSTORE
— a systematic, large-scale study of performance instability in storage devices aiming at answer
quantitatively key questions about drive performance instability, questions such as: How much
slowdown do drives exhibit? How often does slowdown occur? How widespread is it? Does
slowdown have temporal behavior? How long can slowdown persist? What are the potential root

causes? What is the impact of tail latencies from slow drives to the RAID layer? Answers to these

questions could inform a wealth of storage systems research and design.

2.1.1 Extended Motivation — Read Latency Instability in Production

Here we show an example of performance instability in production. The colored lines in Figure
2.1a show read latency instability in a read-write workload running on six different SSD models
ranging from consumer SATA and NVMe SSDs to new data-center ones. Model A delivers fast and
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stable latencies up to about “p98” (the 9gth percentile), but models B and C' exhibit larger latency
tails starting at p90 and p75, respectively. However, when the write operations are converted
into read I/Os, the performance becomes highly stable without much latency tail (not shown in
the figure). Figure 2.1b also confirms this in real production scenarios in Microsoft SSD-backed
servers. The colored lines show block-level read latencies of read-write servers (more variability),
and the gray lines for read-only servers (more stability). All of these confirm how write-triggered
garbage collection (GC), buffer flushing, and other internal operations are contending with user
read I/Os. We only address read performance instability because we found write latencies to be
(surprisingly) mostly stable as they are absorbed by the internal buffer, hence not affected by
internal contentions such as garbage collection. Write latency spikes only happen when the buffer
is full (rarely happened due to internal periodic flush).

The observed performance instability comes from the internal complexities that factor into
latency behavior. For example, I/Os contend with each other if they fall into the same chip or
channel, which depends on the hidden striping and partitioning logic; two user I/Os that go to
separate channels might have different fates when one channel is occupied by GC data transfers
between the chips in the channel. Our internal findings show that SSDs can have wide layouts
(e.g., 32 channels with four chips per channel) or deep layouts (e.g., four channels with 16 chips
per channel), where the latter will cause more channel contention. Some SSDs employ large write
buffers from 256MB to as small as 12 MB and can periodically flush from every 3ms to as high as

1 second. As shown in Figure 2.1, all this contention happens from 1% to 25% of the time.

2.2 Tail-Tolerance Mechanisms

Early efforts to mitigate the “tail latency problem”, a typical sign of performance instability, fo-
cused on coarse-grained jobs (tens to hundreds of seconds) [100], where there is sufficient time
to wait, observe, and launch extra speculative tasks if necessary. Such a “wait-then-speculate”
method has proven to be highly effective; many variants of the technique have been proposed and
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put into widespread use [62, 243, 277]. More challenging are applications that generate large num-
bers of small requests, each expected to finish in milliseconds. For these, “wait-then-speculate” is
ineffective, as the time to detect a problem is comparable to the delay caused by it.

One approach to this challenging problem is cloning, where every request is cloned to multiple
replicas and the first to respond is used [62, 264]; this proactive speculation however doubles the
IO intensity. To reduce extra load, applications can delay the duplicate request and cancel the clone
when a response is received (a “tied requests”) [99]; to achieve this, IO queueing and revocation
management must be built in the application layer [76]. A more conservative option is “hedged
requests” [99], where a duplicate request is sent after the first request is outstanding for more than,
for example, the 95th—percentile expected latency; but the slow requests (5%) must wait before
being retried. Finally, “snitching” [3, 244] — monitoring request latency and picking the fastest
replica — can be employed; however, such techniques are ineffective if noise is bursty.

All of the techniques discussed above attempt to minimize tail in the absence of information
about underlying resource busyness. While the OS layer may have such information, it is hidden
and unexposed. A prime example is the read () interface that returns either success or error. How-
ever, when resources are busy (disk contention from other tenants, device garbage collection, etc.),
aread() can be stalled inside the OS for some time. Currently, the OS does not have a direct way
to indicate that a request may take a long time, nor is there a way for applications to indicate they
would like “to know the OS is busy.”

To solve this problem, we propose MITTOS , which advocates a new philosophy: the OS should
support performance transparency, for example, be aware of application SLOs and quickly reject
10s with unmet SLOs, exposing resource busyness. The OS arguably knows ‘“everything” about
its resources, including which resources suffer from contention. If the OS can quickly inform the
application about a long service latency, applications can better manage impacts on tail latencies.
If advantageous, they can choose not to wait, for example performing an instant failover to another

replica or taking other corrective actions.
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Def. TT TO Val. Failover Clone Hedged/Tied

Cassandra X 12s v X X
Couchbase X 75s X X X
HBase X 60s v v X
MongoDB X 30s X X X
Riak X 10s X X X
Voldemort X 5s v v X

Table 2.1: Tail tolerance in NoSQL. (As explained in Section 2.2.1).

2.2.1 Extended Motivation — No “TT” in NoSQL

The goal of this subsection is to highlight that not all NoSQL systems have sufficient tail-tolerance
mechanisms (“no *TT’ in NOSQL”). We analyzed six popular NoSQL systems (listed in Table
2.1), each ran on 4 nodes (1 client and 3 replicas), generated thousands of 1KB reads with YCSB
[94], and emulated a severe IO contention for one second in a rotating manner across the three
replica nodes (to emulate IO burstiness), and finally analyzed if there is any timeout/failover.
Table 2.1 summarizes our findings. First, the “Def. TT” column suggests that all of them (in
their default configurations) does not failover from the busy replica to the less-busy ones; Cas-
sandra employs snitching but is not effective with 1sec rotating burstiness. Second, the “TO Val.”
column provides the reason; by default, the timeout values are very coarse-grained (tens of sec-
onds), thus an IO can stall for a long time without being retried. Third, to exercise the timeout, we
set it to 100ms and surprisingly we observed that three of them do not failover on a timeout (the
“Failover” column); undesirably, the users receive read errors even though less-busy replicas are
available. Finally, we analyzed if more advanced techniques are supported and found that only two

employ cloning and none of them employ hedged/tied requests (the last two columns).

2.3 Heuristic-based and ML-based Approaches

Heuristic-based approaches. Besides MITTOS, a vast amount of research has been devoted to

mask the performance instability using “White-box” approaches that re-architect device internals
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[90, 150, 153, 158, 190, 245, 262, 270]. “White-box™ approaches are powerful but face a high
barrier to adoption unless SSD vendors implement the recommendations.

In the middle ground, “gray-box” methods suggest partial device-level modification combined
with OS or application-level changes working together in taming the latency instability [169—
171, 237, 280, 284]. However, they also depend on the vendors’ willingness to modify the device
interface.

Finally, more adoptable “black-box” techniques attempt to mask the instability without modi-
fying the underlying hardware and its level of abstraction. Some of them optimize the file systems
or storage applications specifically for SSD usage [92, 164, 172, 177, 178, 209, 240, 263, 266],
while some others simply use speculative execution [2, 15] but pay the cost of extra I/Os due to
being oblivious to storage behaviors. There are existing works on probing black-box SSDs and
using the findings for optimization purposes, for example, deconstructing the write buffer size and
flush policy [166], detecting the chunk size, interleaving degrees and mapping policies [83], and
detecting the size of read/write/erase unit and type of NAND memory used [160]. These works
indeed show that deconstructing black-box elements from SSDs is valuable. The downside is that
each solution typically probes one or a few elements of the SSD internals and the process is a

manual process.

Learning-based approaches. We take a new approach: let the device be the device (black-
box) and do not redesign the file systems or applications, but learn the device behavior (i.e., not
be storage oblivious). The key to our approach is learning. Can we learn the behavior of the
underlying device in a black-box way and use the results of the learning to increase predictability?
This is a domain that machine learning can likely help. Here, we introduce LINNOS, an operating
system that has the capability of learning and inferring per-1/0 speed with high accuracy and
minimal overhead using a lightweight neural network.

We believe ML solutions will fit this problem well for two reasons. First, SSD internals are

complex; I/O latencies can be affected by many factors such as chip/channel-level contention,
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garbage collection, wear leaving, scheduling policies (e.g., prioritized read, GC preemption), and
retries due to wearouts [99, 126, 140]. It is hard to guess latency based only on simple metrics.
For example, one might assume that a long IO queue length might imply longer latencies, but for
SSDs, due to all the factors above, such a simple correlation cannot be made (we found a low
correlation between queue length and I/O latency).

Second, most SSDs are black-box devices where applications and OSs do not have visibility
to the SSD internals. However, the OS perhaps can learn about them given the history of all or
recent I/Os. Moreover, there are arguably hundreds of different SSD models from mobile, PC, to
datacenter versions, hence a general learning solution is more appropriate to heuristic-based ones.

There are some other works that use ML for estimating I/O performance such as average re-
sponse time based on workload characteristics [139, 185, 257]. A major limitation of these works
is that they only predict at “aggregate” level (e.g., is this machine busy within in the next five min-
utes?). However, real-world deployments exhibit unpredictable, bursty patterns where contentions
come and go in millisecond intervals [129, Section 6]. In this case, predicting at coarse average

level does not suffice (as tail latencies are about the per-1/0 latencies).

2.3.1 Extended Motivation — Rarity of Research in the “ML for OS” area

Systems and machine learning have remarkably facilitated each other in recent years. On one
hand, there is the “systems for ML” research branch where systems design continues to evolve
to improve ML usage, such as works that build ML frameworks [54, 207], optimize compilers
for ML [86, 149], and use accelerators [87, 115]. On the other hand, there is “ML for systems”
where machine learning has been widely adopted in systems research, such as works that use
ML techniques to improve resource management [95], scheduling policies [191], configuration
tuning [173], and request optimization [73, 135] in cloud, edge, and mobile systems. Table 2.2
summarizes the result of our literature study within the intersection of ML and systems [14]. The

first and second rows highlight the many publications in these two topics in major conferences and
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Topics ‘ Major sys conf. ‘ ML/sys workshops

Systems for ML 59 163
ML for systems 35 20
ML for HW conf. 6

ML for OS 4 1

Table 2.2: #Papers in ML/systems. The table shows the numbers of papers in the intersection
of ML and systems in recent years. The full data of our literature study can be found in [14]. The
numbers in the “Systems for ML” row exclude works that cover a larger scope that automatically
covers optimization for ML workloads (e.g., improving stream processing for general workloads
including but not specifically for ML ones). The “ML for HW configuration” works (3rd row)
usually uses kernel/HW-level statistics and modify the HW configuration within a privilege setting,
but not within the OS.

workshops in recent years.

During this study, we also asked “are there works that deploy ML techniques for/within the OS
layer?”, e.g., for low-level process or 10 scheduling. Surprisingly, we only found a small number
of works in this area [93, 105, 106, 112, 233] as shown in the last row of the table. Note that
by “ML for OS”, our criteria is that the learning outcomes are used by the OS layer. Works that
use kernel statistics for learning but not use the outcomes for OS policies are not considered in
this category. While it is possible that we missed some ML-for-OS papers or miscategorized other
papers, the sheer contrast between the numbers in the table will likely stand.

Our finding echoes what premier ML/system researchers have conveyed to the community.
Both Jeffrey Dean and Michael I. Jordan mentioned in their talks that traditional low-level systems
such as the operating system ‘“does not make extensive use of ML today”, but “learning should
be used throughout our computing systems” [98, 151]. The possibility is there. OS components
like process scheduler, memory management and file systems, are mostly filled with heuristics that
work well in general cases but might not adapt to actual patterns of usage as they might not take
more available context into consideration. In this context, we present LINNOS [131] as an attempt

to further explore the potential benefit of ML-for-OS.

18



CHAPTER 3
THE TAIL AT STORE: A REVELATION FROM MILLIONS OF HOURS

OF DISK AND SSD DEPLOYMENTS

In TAILATSTORE, we perform the largest empirical analysis of storage performance instability.
Collecting hourly performance logs from customer deployments of 458,482 disks and 4,069 SSDs
spanning on average 87-day periods, we amass a dataset that covers 857 million hours of disk and
7 million hours of SSD field performance data.

Uniquely, our data includes drive-RAID relationships, which allows us to compare the perfor-
mance of each drive (D;) to that of peer drives in the same RAID group (z = 1..N). The RAID and
file system architecture in our study (Section 3.1.1) expects that the performance of every drive
(specifically, hourly average latency L;) is similar to peer drives in the same RAID group.

Our primary metric, drive slowdown ratio (.S;), the fraction of a drive’s latency (L;) over the
median latency of the RAID group (median(Lq_)), captures deviation from the assumption of
homogeneous drive performance. Assuming that most workloads are balanced across all the data
drives, a normal drive should not be much slower than the other drives. Therefore, we define
“slow” (unstable) drive hour when S; > 2 (and “stable” the otherwise). Throughout the paper, we
use 2x and occasionally 1.5x slowdown threshold to classify drives as slow.

In the following segment, we briefly summarize the findings from our large-scale analysis.

(i) Slowdown occurrences (Section 3.2.1): Disks and SSDs are slow (S; > 2) for 0.22% and
0.58% of drive hours in our study. With a tighter S; > 1.5 threshold, disks and SSDs are slow for
0.69% and 1.27% of disk hours respectively. Consequently, stable latencies at 99.9t percentile
are hard to achieve in today’s storage drives. Slowdowns can also be extreme (i.e., long tails); we

observe several slowdown incidents as large as 2-4 orders of magnitude.

(ii) Tail hours and RAID degradation (Section 3.2.1): A slow drive can often make an entire

RAID perform poorly. The observed instability causes RAIDs to suffer 1.5% and 2.2% of RAID
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hours with at least one slow drive (i.e., “fail hours”). Using 1.5x slowdown threshold, the num-

gth percentile (or 96" with 1.5x

bers are 4.6% and 4.8%. As a consequent, stable latencies at 9
threshold) are impossible to guarantee in current RAID deployments. Workload performance (es-
pecially full-stripe balanced workload) will suffer as a consequence of RAID tails. In our dataset,

we observe that RAID throughput can degrade during stable to tail hours (Section 3.2.4).

(iii) Slowdown temporal behavior and extent (Section 3.2.1, Section 3.2.1): We find that slow-
down often persists; 40% and 35% of slow disks and SSDs respectively remain unstable for more
than one hour. Slowdown periods exhibit temporal locality; 90% of disk and 85% of SSD slow-
downs occur on the same day of the previous occurrence. Finally, slowdown is widespread in the
drive population; our study shows 26% of disks and 29% of SSDs have experienced at least one

slowdown occurrence.

(iv) Workload analysis (Section 3.2.2): Drive slowdowns are often blamed on unbalanced work-
loads (e.g., a drive is busier than others). Our findings refute this, showing that more than 95% of

slowdown periods cannot be attributed to I/O size or rate imbalance.

(v) “The fault is (likely) in our drives”: We find that older disks exhibit more slowdowns (Section
3.2.3) and MLC flash drives exhibit more slowdowns than SLC drives (Section 3.2.3). Overall,
evidence suggests that most slowdowns are caused by internal characteristics of modern disk and

SSD drives.

In summary, drive performance instability means the homogeneous performance assumption
of traditional RAID is no longer accurate. Drive slowdowns can appear at different times, persist,
disappear, and recur again. Their occurrence is “silent”—not accompanied by observable drive
events (Section 3.2.3). Most importantly, workload imbalance is not a major root cause (Section
3.2.2). Replacing slow drives is not a popular solution (Section 3.2.4-Section 3.2.4), mainly be-
cause slowdowns are often transient and drive replacement is expensive in terms of hardware and

RAID rebuild costs.
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Figure 3.1: Stable and slow drives in a RAID group.

(vi) The need for tail-tolerant RAID: All of the reasons above point out that file and RAID
systems are now faced with more responsibilities. Not only must they handle well-known faults
such as latent sector errors and corruptions, now they must mask storage tail latencies as well.
Therefore, there is an opportunity to create “tail tolerant” RAID that can mask storage tail latencies

online in deployment.

In the following sections, we present our methodology (Section 3.1), the main results (Sec-
tion 3.2), an opportunity assessment of tail-tolerant RAID (Section 3.3), discussion (Section 3.4),

related work (Section 3.5) and conclusion (Section 3.6).

3.1 Methodology

In this section, we describe the RAID systems in our study (Section 3.1.1), the dataset (Section
3.1.2), and the metrics we use to investigate performance instability (Section 3.1.3). The overall

methodology is illustrated in Figure 3.1.

3.1.1 RAID Architecture

RAID group: Figure 3.1 provides a simple illustration of a RAID group. We study disk- and
SSD-based RAID groups. In each group, disk or SSD devices are directly attached to a proprietary

RAID controller. All the disk or SSD devices within a RAID group are homogeneous (same model,
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Disk SSD
RAID groups 38,029 572
Data drives per group 3-26 3-22
Data drives 458,482 4,069
Duration (days) 1-1470 1-94
Drive hours 857,183,442 | 7,481,055
Slow drive hours (Section 3.2.1) 1,885,804 43,016
Slow drive hours (%) 0.22 0.58
RAID hours 72,046,373 | 1,072,690
Tail hours (Section 3.2.1) 1,109,514 23,964
Tail hours (%) 1.54 2.23

Table 3.1: Dataset summary.

size, speed, etc.); deployment age can vary but most of them are the same.

RAID and file system design: The RAID layer splits each RAID request to per-drive I/Os. The
size of a per-drive I/0 (a square block in Figure 3.1) can vary from 4 to 256 KB; the storage stack
breaks large I/Os to smaller I/Os with a maximum size of the processor cache size. Above the
RAID layer runs a proprietary file system (not shown) that is highly tuned in a way that makes
most of the RAID I/0 requests cover the full stripe; most of the time the drives observe balanced

workload.

RAID configuration: The RAID systems in our study use small chunk sizes (e.g., 4 KB). More
than 95% of the RAID groups use a custom version of RAID-6 where the parity blocks are not
rotated; the parity blocks live in two separate drives (P and Q drives as shown in Figure 3.1).
The other 4% use RAID-0 and 1% use RAID-4. We only select RAID groups that have at least
three data drives (D1..Dp where N > 3 in Figure 3.1), mainly to allow us measure the relative
slowdown compared to the median latency. Our dataset contains RAID groups with 3-26 data
drives per group. Figure 3.2a shows the RAID width distribution (only data drives); wide RAID

(e.g., more than 8 data drives) is popular.
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Figure 3.2: RAID width and dataset duration.

3.1.2 About the Dataset

Scale of dataset: A summary of our dataset is shown in Table 3.1. Our dataset contains 38,029
disk and 572 SSD groups within deployment duration of 87 days on average (Figure 3.2b). This
gives us 72 and 1 million disk and SSD RAID hours to analyze respectively. When broken down
to individual drives, our dataset contains 458,482 disks and 4069 SSDs. In total, we analyze 857

million and 7 million disk and SSD drive hours respectively.

Data collection: The performance and event logs we analyze come from production systems at
customer sites. When the deployed RAID systems ‘“call home”, an auto-support system collects
hourly performance metrics such as: average I/0 latency, average latency per block, and number of
I/Os and blocks received every hour. All these metrics are collected at the RAID layer. For each of
these metrics, the system separates read and write metrics. In addition to performance information,

the system also records drive events such as response timeout, drive not spinning, unplug/replug

events.
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Label ‘ Definition

Measured metrics:

N Number of data drives in a RAID group
D; Drive number within a RAID group; ¢ = 1..IV
L; Hourly average 1/0 latency observed at D;

Derived metrics:

Lypeq | Median latency; L,eq = Median of (L1, N)

S; Latency slowdown of D; compared to the median; S; = L;/Lyeq
" The k-th largest slowdown (“k-th longest tail);

T' = Maz of (S1.n),

T? = 2nd Max of (S1.n), and so on

Stable | A stable drive hour is when .S; < 2

Slow A slow drive hour is when S; > 2

Tail A tail hour implies a RAID hour with T; > 2

Table 3.2: Primary metrics. The table presents the metrics used in our analysis. The distribution
of N is shown in Figure 3.2a. L;, S; and T" are explained in Section 3.1.3.

3.1.3 Metrics

Below, we first describe the metrics that are measured by the RAID systems and recorded in the
auto-support system. Then, we present the metrics that we derived for measuring tail latencies

(slowdowns). Some of the important metrics are summarized in Table 3.2.

Measured Metrics

Data drives (/V): This symbol represents the number of data drives in a RAID group. Our study
only includes data drives mainly because read operations only involve data drives in our RAID-6
with non-rotating parity. Parity drives can be studied as well, but we leave that for future work.
In terms of write operations, the RAID small-write problem is negligible due to the file system

optimizations (Section 3.1.1).

Per-drive hourly average I/O latency (L;): Of all the metrics available from the auto-support
system, we at the end only use the hourly average I/O latency (L;) observed by every data drive
(D;) in every RAID group (¢=1..N), as illustrated in Figure 3.1. We initially analyzed “through-

put” metrics as well, but because the support system does not record per-10 throughput average,
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Figure 3.3: Conceptual drive slowdown model.

we cannot make an accurate throughput analysis based on hourly average I/O sizes and latencies.

Other metrics: We also use other metrics such as per-drive hourly average I/O rate (R;) and
size (Z;), time of day, drive age, model, and events (replacements, unplug/replug, etc.), which we

correlate with slowdown metrics to analyze root causes and impacts.

Derived Metrics

Slowdown (S;): To measure tail latencies, RAID is a perfect target because it allows us to measure
the relative slowdown of a drive compared to the other drives in the same group. Therefore, as
illustrated in Figure 3.1, for every hour, we first measure the median group latency L, from
Ly n and then measure the hourly slowdown of a drive (S;) by comparing its latency with the
median latency (L;/L,,.q4)- The total number of S; is essentially the “#drive hours” in Table 3.1.
Our measurement of 5; is reasonably accurate because most of the workload is balanced across the
data drives and the average latencies (L;) are based on per-drive I/Os whose size variance is small

(see Section 3.1.1).

Stable vs. slow drive hours: Assuming that most workload is balanced across all the data drives,
a “stable” drive should not be much slower than other drives. Thus, we use a slowdown threshold

of 2x to differentiate slow drive hours (S; > 2) and stable hours (S; < 2). We believe 2x slowdown

threshold is tolerant enough, but conversations with several practitioners suggest that a conservative
1.5x threshold will also be interesting. Thus, in some of our findings, we show additional results
using 1.5x slowdown threshold.

Conceptually, drives appear to behave similar to a simple Markov model in Figure 3.3. In

25



a given hour, a drive can be stable or slow. In the next hour, the drive can stay in the same or

transition to the other condition.

Tails (7%): For every hourly S7 7, we derive the k-th largest slowdown represented as TF. In this
study, we only record the three largest slowdowns (T, 72 and 73). T represents the “longest tail”
in a given RAID hour, as illustrated in Figure 3.1. The total number of 7! is the “#RAID hours”
in Table 3.1. The differences among T* values will provide hints to the potential benefits of tail-

tolerant RAID.

Tail hours: A “tail hour” implies a RAID hour that observes 71 >2 (i.e., the RAID group observes
at least one slow drive in that hour). This metric is important for full-stripe balanced workload
where the performance will follow the longest tail (i.e., the entire RAID slows down at the rate of
Th.

From the above metrics, we can further measure other metrics such as slowdown intervals,
extents, and repetitions. Overall, we have performed an in-depth analysis of all the measured and
derived metrics. In many cases, due to space constraints, we aggregate some results whenever the
sub-analysis does not show different behaviors. For example, we merge read and write slowdowns
as I/O slowdown. In some graphs, we break down the slowdowns (e.g., to 2-4x, 4-8x, 8-16x) if

their characterizations are different.

3.2 Results

We now present the results of our study in four sets of analysis: slowdown and tail distributions
and characteristics (Section 3.2.1), correlations between slowdowns and workload-related metrics
(Section 3.2.2) and other available metrics (Section 3.2.3), and post-slowdown analysis (Section

3.2.4).
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Figure 3.4: Slowdown (S;) and Tail (T%) distributions (Section 3.2.1-Section 3.2.1).  The
figures show distributions of disk (top) and SSD (bottom) hourly slowdowns (.S;), including the
three longest tails ( T1=3) as defined in Table 3.2. The y-axis range is different in each figure and
the x-axis is in logy scale. We plot two gray vertical lines representing 1.5x and 2x slowdown
thresholds. Important slowdown-percentile intersections are listed in Table 3.3.

3.2.1 Slowdown Distributions and Characteristics

In this section, we present slowdown and tail distributions and their basic characteristics such as

temporal behaviors and the extent of the problem.

Slowdown (,S;) Distribution

We first take all .S; values and plot their distribution as shown by the thick (blue) line in Figure
3.4 (steeper lines imply more stability). Table 3.3 details some of the slowdown and percentile
intersections.

Finding #1: Storage performance instability is not uncommon. Figure 3.4 and Table 3.3b show
that there exists 0.22% and 0.58% of drive hours (99.8th and 99.417 percentiles) where some
disks and SSDs exhibit at least 2x slowdown (5; > 2). With a more conservative 1.5x slowdown
threshold, the percentiles are 99.3t" and 98.7!" for disk and SSD respectively. These observations
imply that user demands of stable latencies at 99.9th percentile [101, 244, 269] (or 99" with 1.5x
threshold) are not met by current storage devices.

Disk and SSD slowdowns can be high in few cases. Table 3.3a shows that at four and five
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Y: ‘ 90th ‘ 95 ‘ 99 ‘ 99.9 ‘ 99.99 ‘ 99.999
Slowdown (S;) at Y percentile
Disk | 1.1x | 1.2 | 1.4 2.7 9 30
(a) SSD | 1.1x | 1.2 | 1.7 3.1 10 39
Greatest slowdown (T") at Y percentile
Disk | 1.3x | 1.5 | 24 9 29 229
SSD | 1.3x | 1.5 | 2.5 20 37 65

X: | 12x | 15x | 2x| 4
Percentile at S;=X

Disk | 97.0" | 99.3 | 99.78 | 99.96

(b)  SSD | 95.9t" | 98.7 | 99.42 | 99.92

Percentile at TY=X

Disk | 83.3"" | 95.4 | 98.50 | 99.72

SSD | 87.0t" | 95.2 | 97.77 | 99.67

Table 3.3: Slowdown and percentile intersections. The table shows several detailed points in
Figure 3.4. Table (a) details slowdown values at specific percentiles. Table (b) details percentile
values at specific slowdown ratios.

nines, slowdowns reach >9x and >30x respectively. In some of the worst cases, 3- and 4-digit
disk slowdowns occurred in 2461 and 124 hours respectively, and 3-digit SSD slowdowns in 10

hours.

Tail (T'%) Distribution

We next plot the distributions of the three longest tails (7'~3) in Figure 3.4. Table 3.3 details
several T values at specific percentiles.

Finding #2: Storage tails appear at a significant rate. The 7! line in Figure 3.4 shows that
there are 1.54% and 2.23% “tail hours” (i.e., RAID hours with at least one slow drive). With a
conservative 1.5x threshold, the percentiles are 95 4th and 95.2t7 for disk and SSD respectively.
These numbers are alarming for full-stripe workload because the whole RAID will appear to be
slow if one drive is slow. For such workload, stable latencies at 99th percentile (or 96" with 1.5x

threshold) cannot be guaranteed by current RAID deployments.

The differences between the three longest tails shed light on possible performance improvement

from tail-tolerant RAID. If we reconstruct the late data from the slowest drive by reading from a
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Figure 3.5: Temporal behavior (Section 3.2.1). The figures show (a) the CDF of slowdown
intervals (#hours until a slow drive becomes stable) and (b) the CDF of slowdown inter-arrival
rates (#hours between two slowdown occurrences).

parity drive, we can cut the longest tail. This is under an assumption that drive slowdowns are
independent and thus reading from the parity drive can be faster. If two parity blocks are available
(e.g., in RAID-6), then tail-tolerant RAID can read two parity blocks to cut the last two tails.
Finding #3: Tail-tolerant RAID has a significant potential to increase performance stability.
The T and T2 values at x=2 in Figure 3.4a suggests the opportunity to reduce disk tail hours from
1.5% to 0.6% if the longest tail can be cut, and furthermore to 0.3% (7°3) if the two longest tails
can be cut. Similarly, Figure 3.4b shows that SSD tail hours can be reduced from 2.2% to 1.4%,

and furthermore to 0.8% with tail-tolerant RAID.

The T line in Figure 3.4b shows several vertical steps (e.g., about 0.6% of T! values are
exactly 2.0). To understand this, we analyze S; values that are exactly 1.5x, 2.0x, and 3.0x. We
find that they account for 0.4% of the entire SSD hours and their corresponding hourly and median
latencies (L; and L,,,.;) are exactly multiples of 250 ps. We are currently investigating this further

with the product groups to understand why some of the deployed SSDs behave that way.
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Temporal Behavior

To study slowdown temporal behaviors, we first measure the slowdown interval (how many con-
secutive hours a slowdown persists). Figure 3.5a plots the distribution of slowdown intervals.
Finding #4: Slowdown can persist over several hours. Figure 3.5a shows that 40% of slow
disks do not go back to stable within the next hour (and 35% for SSD). Furthermore, slowdown
can also persist for a long time. For example, 13% and 3% of slow disks and SSDs stay slow for 8

hours or more respectively.

Next, we measure the inter-arrival period of slowdown occurrences from the perspective of
each slow drive. Figure 3.5b shows the fraction of slowdown occurrences that arrive within X
hours of the preceding slowdown; the arrival rates are binned by hour.

Finding #5: Slowdown has a high temporal locality. Figure 3.5b shows that 90% and 85%
of disk and SSD slowdown occurrences from the same drive happen within the same day of the
previous occurrence respectively. The two findings above suggest that history-based tail mitigation
strategies can be a fitting solution; a slowdown occurrence should be leveraged as a good indicator

for the possibility of near-future slowdowns.

Slowdown Extent

We now characterize the slowdown extent (i.e., fraction of drives that have experienced slowdowns)
in two ways. First, Figure 3.6a plots the fraction of all drives that have exhibited at least one
occurrence of at least X-time slowdown ratio as plotted on the x-axis.

Finding #6: A large extent of drive population has experienced slowdowns at different rates.
Figure 3.6a depicts that 26% and 29% of disk and SSD drives have exhibited >2x slowdowns at
least one time in their lifetimes respectively. The fraction is also relatively significant for large
slowdowns. For example, 1.6% and 2.5% of disk and SSD populations have experienced >16x

slowdowns at least one time.

30



(a) Fraction of Drives that have experienced ...

1

(b) CDF of Slowdown Repetition

4
0.1 F N~ 0.8 | A
M
~ ” 7
~ /
0.01 | * | 06|
N /
Disk —— * y Disk
0001 SSD - ﬁ" - L L L 04 L L SSD _\ - - |
2 4 8 16 32 64 128 1 4 16 64 256 1024

... at least X Slowdown Ratio Slowdown Occurences

Figure 3.6: Slowdown extent (Section 3.2.1). Figure (a) shows the fraction of all drives that
have experienced at least one occurrence of X -time slowdown ratio as plotted on the x-axis, the
y-axis is in log1q scale. Figure (b) shows the fraction of slow drives that has exhibited at least X
slowdown occurrences.

Next, we take only the population of slow drives (26% and 29% of the disk and SSD population)
and plot the fraction of slow drives that has exhibited at least X slowdown occurrences, as shown
in Figure 3.6b.

Finding #7: Few slow drives experience a large number of slowdown repetitions. Figure 3.6b
shows that that around 6% and 5% of slow disks and SSDs exhibit at least 100 slowdown occur-
rences respectively. The majority of slow drives only incur few slowdown repetitions. For example,
62% and 70% of slow disks and SSDs exhibit only less than 5 slowdown occurrences respectively.
We emphasize that frequency of slowdown occurrences above are only within the time duration of

87 days on average (Section 3.1.2).

3.2.2 Workload Analysis

The previous section presents the basic characteristics of drive slowdowns. We now explore the
possible root causes, starting with workload analysis. Drive slowdowns are often attributed to
unbalanced workload (e.g., a drive is busier than other drives). We had a hypothesis that such is
not the case in our study due to the storage stack optimization (Section 3.1.2). To explore our

hypothesis, we correlate slowdown with two workload-related metrics: size and rate imbalance.
31



(a) CDF of Rl within Si >=2 (b) CDF of Si within Rl >= 2
1 ‘ :

0.8} -7
0.6
04+
0.2 _J Disk | 02 Disk |
01 = ‘ SSD - - - 0 ‘ SSD - - -
0.5 1 2 4 0.5 1 2 4
Rate Imbalance Ratio Slowdown Ratio
(c) CDF of ZI within Si >= 2 (d) CDF of Si within ZI >= 2
1 T i 1 r—
0.6 1 0.6¢
04+ 1 04+
027 J Disk | 02y Disk |
0 E=—="_ SSD - - - 0 ‘ SSD - - -
0.5 1 2 4 0.5 1 2 4
Size Imbalance Ratio Slowdown Ratio

Figure 3.7: CDF of size and rate imbalance (Section 3.2.2). Figure (a) plots the rate imbalance
distribution ( R1;) within the population of slow drive hours (S; > 2). A rate imbalance of X implies
that the slow drive serves X times more 1/Os, as plotted in the x-axis. Reversely, Figure (b) plots
the slowdown distribution (S;) within the population of rate-imbalanced drive hours (RI; > 2).
Figures (c) and (d) correlate slowdown and size imbalance in the same way as Figures (a) and

(b).

Slowdown vs. Rate Imbalance

We first measure the hourly I/O count for every drive (R;), the median (R,,,.4), and the rate imbal-
ance (RI; = R;/R,,¢q); this method is similar to the way we measure .S; in Table 3.2. If workload
is to blame for slowdowns, then we should observe a high correlation between slowdown (.5;) and
rate imbalance (R;). That is, slowdowns happen in conjunction with rate imbalance, for example,
S; > 2 happens during R; > 2.

Figure 3.7a shows the rate imbalance distribution (RI;) only within the population of slow
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drive hours. A rate imbalance of X (on the x-axis) implies that the slow drive serves X times more
I/Os. The figure reveals that only 5% of slow drive hours happen when the drive receives 2x more
I/Os than the peer drives. 95% of the slowdowns happen in the absence of rate imbalance (the
rate-imbalance distribution is mostly aligned at x=1).

To strengthen our conjecture that rate imbalance is not a factor, we perform a reverse analy-
sis. To recap, Figure 3.7a essentially shows how often slowdowns are caused by rate imbalance.
We now ask the reverse: how often does rate imbalance cause slowdowns? The answer is shown
in Figure 3.7b; it shows the slowdown distribution (S;) only within the population of “overly”
rate-imbalanced drive hours (RI; > 2). Interestingly, rate imbalance has negligible effect on slow-
downs; only 1% and 5% of rate-imbalanced disk and SSD hours experience slowdowns. From

these two analyses, we conclude that rate imbalance is not a major root cause of slowdown.

Slowdown vs. Size Imbalance

Next, we correlate slowdown with size imbalance. Similar to the method above, we measure the
hourly average 1/O size for every drive (Z;), the median (Z,,,.4), and the size imbalance (ZI; =
Zi | Zmed)- Figure 3.7c plots the size imbalance distribution (Z ;) only within the population of
slow drive hours. A size imbalance of X implies that the slow drive serves X times larger I/O size.
The size-imbalance distribution is very much aligned at x=1. Only 2.5% and 1.1% of slow disks
and SSDs receive 2x larger I/O size than the peer drives in their group. Reversely, Figure 3.7d
shows that only 0.1% and 0.2% of size-imbalanced disk and SSD hours experience more than 2x
slowdowns.

Finding #8: Slowdowns are independent of I/0 rate and size imbalance. As elaborated above,
the large majority of slowdown occurrences (more than 95%) cannot be attributed to workload (I/0

size or rate) imbalance.
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3.2.3 Other Correlations

As workload imbalance is not a major root cause of slowdowns, we now attempt to find other
possible root causes by correlating slowdowns with other metrics such as drive events, age, model

and time of day.

Drive Event

Slowdown is often considered as a “silent” fault that needs to be monitored continuously. Thus,
we ask: are there any explicit events surfacing near slowdown occurrences? To answer this, we
collect drive events from our auto-support system.

Finding #9: Slowdown is a “silent” performance fault. A large majority of slowdowns are not
accompanied with any explicit drive events. Out of the millions slow drive hours, we only observe
hundreds of drive events. However, when specific drive events happen (specifically, “disk is not
spinning” and “disk is not responding”), 90% of the cases lead to slowdown occurrences. We
rarely see storage timeouts (e.g., SCSI timeout) because timeout values are typically set coarsely
(e.g., 60 seconds). Since typical latency ranges from tens of microseconds to few milliseconds, a
slowdown must be five orders of magnitude to hit a timeout. Thus, to detect tail latencies, storage

performance should be monitored continuously.

Drive Age

Next, we analyze if drive age matters to performance stability. We break the the slowdown dis-
tribution (.5;) by different ages (i.e., how long the drive has been deployed) as shown in Figure
3.8.

For disks, the bold lines in Figure 3.8a clearly show that older disks experience more slow-
downs. Interestingly, the population of older disks is small in our dataset and yet we can easily

observe slowdown prevalence within this small population (the population of 6-10 year-old disks
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Figure 3.8: Drive age (Section 3.2.3). The figures plot the slowdown distribution across different
(a) disk and (b) SSD ages. Each line represents a specific age by year. Each figure legend is sorted
from the left-most to right-most lines.

ranges from 0.02-3% while 1-5 year-old disks ranges from 8-33%). In the worst case, the 8th
year, the 95th percentile already reaches 2.3x slowdown. The 9th year (0.11% of the population)
seems to be an outlier. Performance instability from disk aging due to mechanical wear-out is a
possibility (Section 2.1).

For SSD, we do not observe a clear pattern. Although Figure 3.8b seemingly shows that young
SSDs experience more slowdowns than older drives, it is hard to make such as a conclusion because
of the small 0ld-SSD population (3-4 year-old SSDs only make up 16% of the population while
the 1-2 year-old is 83%).

Finding #10: Older disks tend to exhibit more slowdowns. For SSDs, no high degree of corre-

lation can be made between slowdown and drive age.

Drive Model

We now correlate slowdown with drive model. Not all of our customers upload the model of the
drives they use. Only 70% and 86% of customer disks and SSDs have model information. Thus,
our analysis in this section is based on partial population.

We begin by correlating SSD model and slowdown. The SSD literature highlights the pressure

35



CDF of Slowdown vs. SSD Model

1 1—_——?ﬂ_
- 2
0sos|
4
0.99 ¢ |
SLC ——
0.985 ¢ ! MLC == =
MLC (Vendor A)
0.98 1 MLC (Vendor B)

1 2 3 4
Slowdown Ratio

Figure 3.9: SSD models (Section 3.2.3).  The figure plots the slowdown distribution across
different SSD models and vendors.

to increase density, which leads to internal idiosyncrasies that can induce performance instability.
Thus, it is interesting to know the impact of different flash cell levels to SSD performance stability.

Finding #11: SLC slightly outperforms MLC drives in terms of performance stability. As
shown in Figure 3.9, at 1.5x slowdown threshold, MLC drives only reaches 98.2th percentile while
SLC reaches 99.5t" percentile. However, at 2x slowdown threshold, the distribution is only sep-
arated by 0.1%. As MLC exhibits less performance stability than SLC, future comparisons with

TLC drives will be interesting.

Our dataset contains about 60:40 ratio of SLC vs. MLC drives. All the SLC drives come from
one vendor, but the MLC drives come from two vendors with 90:10 population ratio. This allows
us to compare vendors.

Finding #12: SSD vendors seem to matter. As shown by the two thin lines in Figure 3.9, one
of the vendors (the 10% MLC population) has much less stability compared to the other one. This
is interesting because the instability is clearly observable even within a small population. At 1.5x
threshold, this vendor’s MLC drives already reach 94.3thpercentile (out of the scope of Figure

3.9).

For disks, we use different model parameters such as storage capacity, RPM, and SAN inter-

faces (SATA, SAS, or Fibre Channel). However, we do not see any strong correlation.
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Figure 3.10: RAID I/O degradation (Section 3.2.4). The figures contrast the distributions of
RIO degradation between stable-to-stable and stable-to-tail transitions.

Time of Day

We also perform an analysis based on time of day to identify if night-time background jobs such
as disk scrubbing cause slowdowns. We find that slowdowns are uniformly distributed throughout

the day and night.

3.2.4 Post-Slowdown Analysis

We now perform a post-mortem analysis: what happens after slowdown occurrences? We analyze

this from two angles: RAID performance degradation and unplug/replug events.

RAID Performance Degradation

A slow drive has the potential to degrade the performance of the entire RAID, especially for full-
stripe workload common in the studied RAID systems (Section 3.1.1), it is reasonable to make the
following hypothesis: during the hour when a drive slows down, the RAID aggregate throughput
will drop as the workload’s intensity will be throttled by the slow drive. Currently, we do not have
access to throughput metrics at the file system or application levels, and even if we do, connecting

metrics from different levels will not be trivial. We leave cross-level analysis as future work, but
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meanwhile, given this constraint, we perform the following analysis to explore our hypothesis.
We derive a new metric, RIO (hourly RAID I/O count), which is the aggregate number of I/Os

per hour from all the data drives in every RAID hour. Then, we derive RIO degradation (RAID

throughput degradation) as the ratio RIO;, ; 7our t0 RIOcyrrent Hour- 1f the degradation is larger
than one, it means the RAID group serves less I/Os than the previous hour.

Next, we distinguish stable-to-stable and stable-to-tail transitions. Stable RAID hour means all
the drives are stable (57 < 2). Tail RAID hour implies at least one of the drives is slow. In stable-
to-stable transitions, RIO degradation can naturally happen as workload “cools down”. Thus, we
first plot the distribution of stable-to-stable RIO degradation, shown by the solid blue line in Figure
3.10. We then select only the stable-to-tail transitions and plot the RIO degradation distribution,
shown by the dashed red line in Figure 3.10.

Finding #13: A slow drive can significantly degrade the performance of the entire RAID. Fig-
ure 3.10 depicts a big gap of RAID 1I/0O degradation between stable-to-stable and stable-to-tail
transitions. In SSD-based RAID, the degradation impact is quite severe. Figure 3.10b for exam-
ple shows that only 12% of stable-to-stable transitions observe >2x RIO degradation (likely from
workload cooling down). However, in stable-to-slow transitions, there is 23% more chance (the
vertical gap at x=2) that RIO degrades by more than 2x. In disk-based RAID, RIO degradation is
also felt with 7% more chance. This finding shows the real possibilities of workload throughput
being degraded and stable drives being under-utilized during tail hours, which again motivates the
need for tail-tolerant RAID.

We note that RAID degradation is felt more if user requests are casually dependent; RIO degra-
dation only affects I/Os that are waiting for the completion of previous I/Os. Furthermore, since
our dataset is based on hourly average latencies, there is no sufficient information that shows every
I/O is delayed at the same slowdown rate. We believe these are the reasons why we do not see a

complete collapse of RIO degradation.
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Figure 3.11: Unplug/replug events (Section 3.2.4-Section 3.2.4). The figures show the relation-
ships between slowdown occurrences and unplug/replug events. The top and bottom figures show
the distribution of “wait-hour” and “recur-hour” respectively.

Unplug Events

When a drive slows down, the administrator might unplug the drive (e.g., for offline diagnosis)
and later replug the drive. Unplug/replug is a manual administrator’s process, but such events are
logged in our auto-support system. To analyze unplug patterns, we define wait-hour as the number
of hours between a slowdown occurrence and a subsequent unplug event; if a slowdown persists in
consecutive hours, we only take the first slow hour. Figures 3.1 1a-b show the wait-hour distribution
within the population of slow disks and SSDs respectively.

Finding #14: Unplug events are common. Figures 3.11a-b show that within a day, around 4%

and 8% of slow (>2x) disks and SSDs are unplugged respectively. For “mild” slowdowns (1.5-
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2x), the numbers are 3% and 6%. Figure 3.11a also shows a pattern where disks with more severe

slowdowns are unplugged at higher rates; this pattern does not show up in SSD.

Replug Events

We first would like to note that unplug is not the same as drive replacement; a replacement implies
an unplug without replug. With this, we raise two questions: What is the replug rate? Do replugged
drives exhibit further slowdowns? To analyze the latter, we define recur-hour as the number of
hours between a replug event and the next slowdown occurrence. Figures 3.11c-d show the recur-
hour distribution within the population of slow disks and SSDs respectively.

Finding #15: Replug rate is high and slowdowns still recur after replug events. In our dataset,
customers replug 89% and 100% of disks and SSDs that they unplugged respectively (not shown
in figures). Figures 3.11c-d answer the second question, showing that 18% and 35% of replugged
disks and SSDs exhibit another slowdown within a day. This finding points out that administrators
are reluctant to completely replace slow drives, likely because slowdowns are transient (not all
slowdowns appear in consecutive hours) and thus cannot be reproduced in offline diagnosis and
furthermore the cost of drive replacement can be unnecessarily expensive. Yet, as slowdown can
recur, there is a need for online tail mitigation approaches.

In terms of unplug-replug duration, 54% of unplugged disks are replugged within 2 hours and

90% within 10 hours. For SSD, 61% are replugged within 2 hours and 97% within 10 hours.

3.2.5 Summary

It is now evident that storage performance instability at the drive level is not uncommon. One of our
major findings is the little correlation between performance instability and workload imbalance.
One major analysis challenge is the “silent” nature of slowdowns; they are not accompanied by
explicit drive events, and therefore, pinpointing the root cause of each slowdown occurrence is still

an open problem. However, in terms of the overall findings, our conversations with product teams
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and vendors [36] confirm that many instances of drive performance faults are caused by drive
anomalies; there are strong connections between our findings and some of the anecdotal evidence
we gathered (Section 2.1). As RAID deployments can suffer from storage tails, we next discuss

the concept of tail-tolerant RAID.

3.3 Tail-Tolerant RAID

With drive performance instability, RAID performance is in jeopardy. When a request is striped
across many drives, the request cannot finish until all the individual I/Os complete (Figure 3.1); the
request latency will follow the tail latency. As request throughput degrades, stable drives become
under-utilized. Tail-tolerant RAID is one solution to the problem and it brings two advantages.

First, slow drives are masked. This is a simple goal but crucial for several reasons: stringent
SLOs require stability at high percentiles (e.g., 99% or even 99.9% [101, 244, 249, 264]); slow
drives, if not masked, can create cascades of performance failures to applications [103]; and drive
slowdowns can falsely signal applications to back off, especially in systems that treat slowdowns
as hints of overload [120].

Second, tail-tolerant RAID is a cheaper solution than drive replacements, especially in the
context of transient slowdowns (Section 3.2.1) and high replug rates by administrators (Section
3.2.4). Unnecessary replacements might be undesirable due to the hardware cost and the expensive
RAID re-building process as as drive capacity increases.

Given these advantages, we performed an opportunity assessment of tail-tolerant strategies
at the RAID level. We emphasize that the main focus of this paper is the large-scale analysis of
storage tails; the initial exploration of tail-tolerant RAID in this section is only to assess the benefits

of such an approach.
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3.3.1 Tail-Tolerant Strategies

We explore three tail-tolerant strategies: reactive, proactive, and adaptive. They are analogous
to popular approaches in parallel distributed computing such as speculative execution [100] and
hedging/cloning [62, 99]. To mimic our RAID systems (Section 3.1.2), we currently focus on
tail tolerance for RAID-6 with non-rotating parity (Figure 3.1 and Section 3.1.1). We name our
prototype ToleRAID, for simplicity of reference.

Currently, we only focus on full-stripe read workload where ToleRAID can cut “read tails” in
the following ways. In normal reads, the two parity drives are unused (if no errors), and thus can
be leveraged to mask up to two slow data drives. For example, if one data drive is slow, ToleRAID

can issue an extra read to one parity drive and rebuild the “late” data.

Reactive: A simple strategy is reactive. If a drive (or two) has not returned the data for S7Tx
(slowdown threshold) longer than the median latency, reactive will perform an extra read (or two)
to the parity drive(s). Reactive strategy should be enabled by default in order to cut extremely long
tails. It is also good for mostly stable environment where slowdowns are rare. A small ST will
create more extra reads and a large SI" will respond late to tails. We set ST" = 2 in our evaluation,
which means we still need to wait for roughly an additional 1x median latency to complete the
I/O (a total slowdown of 3x in our case). While reactive strategies work well in cluster computing
(e.g., speculative execution for medium-long jobs), they can react too late for small I/O latencies

(e.g., hundreds of microseconds). Therefore, we explore proactive and adaptive approaches.

Proactive: This approach performs extra reads to the parity drives concurrently with the original
I/0Os. The number of extra reads can be one (P drive) or two (P and Q); we name them PROACTIVE[
and PROACTIVEy respectively. Proactive works well to cut short tails (near the slowdown thresh-
old); as discussed above, reactive depends on ST’ and can be a little bit too late. The downside of

proactive strategy is the extra read traffic.

Adaptive: This approach is a middle point between the two strategies above. Adaptive by default
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Figure 3.12: ToleRAID evaluation. The figures show the pros and cons of various ToleRAID
strategies based on two slowdown distributions: (a) Rare and (b) Periodic. The figures plot the T!
distribution (i.e., the RAID slowdown). T is essentially based on the longest tail latency among
the necessary blocks that each policy needs to wait for.

runs the reactive approach. When the reactive policy is triggered repeatedly for SR times (slow-
down repeats) on the same drive, then ToleRAID becomes proactive until the slowdown of the
offending drive is less than ST'. If two drives are persistently slow, then ToleRAID runs PROAC-
TIVE2. Adaptive is appropriate for instability that comes from persistent and periodic interferences

such as background SSD GC, SMR log cleaning, or I/O contention from multi-tenancy.

3.3.2 Evaluation

Our user-level ToleRAID prototype stripes each RAID request into 4-KB chunks (Section 3.1.2),
merge consecutive per-drive chunks, and submit them as direct I/Os. We insert a delay-injection
layer that emulates I/O slowdowns. Our prototype takes two inputs: block-level trace and slow-
down distribution. Below, we show ToleRAID results from running a block trace from Hadoop
Wordcount benchmark, which contains mostly big reads. We perform the experiments on 8-drive
RAID running IBM 500GB SATA-600 7.2K disk drives.

We use two slowdown distributions: (1) Rare distribution, which is uniformly sampled from

our disk dataset (Figure 3.4a). Here, tails (Tl) are rare (1.5%) but long tails exist (Table 3.3). (2)
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Periodic distribution, based on our study of Amazon EC2 ephemeral SSDs (not shown due to space
constraints). In this study, we rent SSD nodes and found a case where one of the locally-attached
SSDs periodically exhibited 5x read slowdowns that lasted for 3-6 minutes and repeated every 2-3
hours (2.3% instability period on average).

Figure 3.12 shows the pros and cons of the four policies using the two different distributions.
In all cases, PROACTIVE| and PROACTIVE» always incur roughly 16.7% and 33.3% extra reads. In
Figure 3.12a, REACTIVE can cut long tails and ensure RAID only slows down by at most 3x, while
only introducing 0.5% I/O overhead. PROACTIVE9, compared to PROACTIVE{, gives slight benefits
(e.g., 1.8x vs. 2.3x at 9gth percentile). Note also that PROACTIVE does not use REACTIVE, and
thus PROACTIVE] loses to REACTIVE within the 0.1% chance where two disks are slow at the same
time. ADAPTIVE does not show more benefits in non-persistent scenarios. Figure 3.12b shows that
in periodic distribution with persistent slowdowns, ADAPTIVE works best; it cuts long tails but
only incurs 2.3% I/O overhead.

Overall, ToleRAID shows potential benefits. In separate experiments, we have also measured
Linux Software RAID degradation in the presence of storage tails (with dmsetup delay utilities).
We are integrating ToleRAID to Linux Software RAID and extending it to cover more policies and

scenarios (partial reads, writes, etc.).

3.4 Discussions

We hope our work will spur a set of interesting future research directions for the larger storage
community to address. We discuss this in the context of performance-log analysis and tail mitiga-

tions.

Enhanced data collection: The first limitation of our dataset is the hourly aggregation, preventing
us from performing micro analysis. Monitoring and capturing fine-grained data points will incur
high computation and storage overhead. However, during problematic periods, future monitor-

ing systems should capture detailed data. Our ToleRAID evaluation hints that realistic slowdown
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distributions are a crucial element in benchmarking tail-tolerant policies. More distribution bench-
marks are needed to shape the tail-tolerant RAID research area. The second limitation is the ab-
sence of other metrics that can be linked to slowdowns (e.g., heat and vibration levels). Similarly,
future monitoring systems can include such metrics.

Our current SSD dataset is two orders of magnitude smaller than the disk dataset. As SSD
becomes the front-end storage in datacenters, larger and longer studies of SSD performance insta-
bility is needed. Similarly, denser SMR disk drives will replace old generation disks [55, 110].
Performance studies of SSD-based and SMR-based RAID will be valuable, especially for under-
standing the ramifications of internal SSD garbage-collection and SMR cleaning to the overall

RAID performance.

Further analyses: Correlating slowdowns to latent sector errors, corruptions, drive failures (e.g.,
from SMART logs), and application performance would be interesting future work. One challenge
we had was that not all vendors consistently use SMART and report drive errors. In this paper, we
use median values to measure tail latencies and slowdowns similar to other work [99, 183, 264].
We do so because using median values will not hide the severity of long tails. Using median is
exaggerating if (N-1)/2 of the drives have significantly higher latencies than the rest; however, we
did not observe such cases. Finally, we mainly use 2x slowdown threshold, and occasionally show
results from a more conservative 1.5x threshold. Further analyses based on average latency values

and different threshold levels are possible.

Tail mitigations: We believe the design space of tail-tolerant RAID is vast considering different
forms of RAID (RAID-5/6/10, etc.), different types of erasure coding [224], various slowdown
distributions in the field, and diverse user SLA expectations. In our initial assessment, ToleRAID
uses a black-box approach, but there are other opportunities to cut tails “at the source” with trans-
parent interactions between devices and the RAID layer. In special cases such as materials trapped
between disk head and platter (which will be more prevalent in “slim” drives with low heights), the

file system or RAID layer can inject random I/Os to “sweep” the dust off. In summary, each root
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cause can be mitigated with specific strategies. The process of identifying all possible root causes

of performance instability should be continued for future mitigation designs.

3.5 Related Work

Large-scale storage studies at the same scale as ours were conducted for analysis of whole-disk
failures [222, 235], latent sector errors [70, 194], and sector corruptions [71]. Many of these
studies were started based on anecdotal evidence of storage faults. Today, as these studies had
provided real empirical evidence, it is a common expectation that storage devices exhibit such
faults. Likewise, our study will provide the same significance of contribution, but in the context of

performance faults.

Krevat er al. [175] demonstrate that disks are like “snowflakes” (same model can have 5-14%
throughput variance); they only analyze throughput metrics on 70 drives with simple microbench-
marks. To the best of our knowledge, our work is the first to conduct a large-scale performance
instability analysis at the drive level.

Storage performance variability is typically addressed in the context of storage QoS (e.g.,
mClock [121], PARDA [120], Pisces [239]) and more recently in cloud storage services (e.g.,
C3 [244], CosTLO [264]). Other recent work reduces performance variability at the file system
(e.g., Chopper [134]), I/O scheduler (e.g., split-level scheduling [272]), and SSD layers (e.g., Pu-
rity [92], Flash on Rails [240]). Different than ours, these sets of work do not specifically target
drive-level tail latencies.

Finally, as mentioned before, reactive, proactive and adaptive tail-tolerant strategies are lessons
learned from the distributed cluster computing (e.g., MapReduce [100], dolly [62], Mantri [64],
KMN [253]) and distributed storage systems (e.g., Windows Azure Storage [138], RobuSTore
[265]). The applications of these high-level strategies in the context of RAID will significantly
differ.
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3.6 Conclusion

We have “transformed” anecdotes of storage performance instability into large-scale empirical
evidence. Our analysis so far is solely based on last generation drives (few years in deployment).
With trends in disk and SSD technology (e.g., SMR disks, TLC flash devices), the worst might
be yet to come; performance instability can be more prevalent in the future, and our findings are
perhaps just the beginning. File and RAID systems are now faced with more responsibilities. Not
only must they handle known storage faults such as latent sector errors and corruptions [71, 124,
125, 234], but also now they must mask drive tail latencies as well. Lessons can be learned from
the distributed computing community where a large body of work has been born since the issue of
tail latencies became a spotlight a decade ago [100]. Similarly, we hope “the tail at store” will spur

exciting new research directions within the storage community.
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CHAPTER 4
MITTOS: SUPPORTING MILLISECOND TAIL TOLERANCE WITH

FAST REJECTING SLO-AWARE OS INTERFACE

Here, we introduce MITTOS (pronounced “mythos”), an OS that employs a fast rejecting SLO-
aware interface to support millisecond tail tolerance. We materialize this concept within the storage
software stack, primarily because storage devices are a major resource of contention [76, 130, 161,
200, 239, 248, 272]. In a nutshell, MITTOS provides an SLO-aware read interface, “read(. ..
,slo),” such that applications can attach SLOs to their IO operations (e.g., “read () should not take
more than 20ms”). If the SLO cannot be satisfied (e.g., long disk queue), MITTOS immediately
rejects the 10s and returns EBUSY (i.e., no wait), hence allowing the application to quickly failover
(retry) to another node.

The biggest challenge in supporting a fast rejecting interface is the development of latency pre-
diction used to determine whether the IO request should be accepted or rejected (returning EBUSY).
Such prediction requires understanding the nature of contention and queueing discipline of the
underlying resource (e.g., disk spindles vs. SSD channels/chips, FIFO vs. priority). Furthermore,
latency prediction must be fast; the computing effort to produce good predictions should be neg-
ligible to maintain high request rates. Finally, prediction must be accurate; vendor variations and
device idiosyncrasies must be incorporated.

We demonstrate that these challenges can be met; we will describe our MITTOS design in four
different OS subsystems: the disk noop scheduler (MITTNOOP), CFQ scheduler (MITTCFQ),
SSD management (MITTSSD), and OS cache management (MITTCACHE). Collectively, these
cover the major components that can affect an IO request latency. Our discussion will also cover
the key design challenges and exemplar solutions.

To examine MITTOS can benefit applications, we study data-parallel storage such as dis-
tributed NoSQL systems. Examination shows that many NoSQL systems (e.g., MongoDB) do

not adopt tail-tolerance mechanisms (Section 2.2.1), and thus can benefit from MITTOS support.
48



To evaluate the benefits of MITTOS in a real multi-tenant setting, we collected statistics of
memory, SSD, and disk contentions in Amazon EC2, observed from the perspective of a tenant
(Section 4.4). Our most important finding is that the “noisy neighbor” problem exhibits sub-
second burstiness, hence coa-rse latency monitoring (e.g., snitching) is not effective, but timely
latency prediction in MITTOS will help.

We evaluate our MITTOS-powered MongoDB in a 20-node cluster with YCSB workloads
and the EC2 noise distribution. We compare MITTOS with three other standard practices (basic
timeout, cloning, and hedged requests). Compared to hedged requests (the most effective among
the three), MITTOS reduces the completion time of individual IO requests by 23-26% at p95'
and 6-10% on average. Better, as tail latencies can be amplified by scale (i.e., a user request can
comprise S parallel requests and must wait for all to finish), with S=5, MITTOS reduces the
completion time of hedged requests up to 35% at p95 and 16-23% on average. The higher the
scale factor, the more reduction MITTOS delivers.

In summary, our contributions are: the new concept and principles of MITTOS (Section 4.1),
design and working examples of MITTOS design in disk, SSD, and OS cache managements (Sec-
tion 4.2), the statistics of sub-second IO burstiness in Amazon EC2 (Section 4.4), and demon-
stration that MITTOS-powered storage systems (MongoDB and LevelDB) can leverage fast 10
rejection to achieve significant latency reductions in compared to other advanced techniques (Sec-

tion 4.5). We close with discussion, related work, and conclusion.

4.1 MITTOS OVverview

4.1.1 Deployment Model and Use Case

MITTOS suits the deployment model of data-parallel frameworks running on multi-tenant ma-

chines, as illustrated in Figure 4.1. Here, every machine has local storage resources (e.g., disk)

1. We use “pY™ to denote the Y *"-percentile; for example, p90 implies the 90" -percentile (y=0.9 in CDF graphs).
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Figure 4.1: MITTOS Deployment Model (Section 4.1.1).

directly managed by the host OS. On top, different tenants/applications (A...D) share the same
machine. Let us consider a single data-parallel storage (e.g., MongoDB) deployed as applications
Aq—As across machines #1-3 and the data (key-values) will be replicated three times across the
three machines. Imagine a user sending two parallel requests 1 to A1 and R to Ao, each suppos-
edly takes only 10ms (the term “user” implies the application’s users). If the disk in machine #2
is busy because other tenants (B/C'/ D) are busy using the disk, ideally MongoDB should quickly
retry the request R to another replica A3 on machine #3.

In wait-and-speculate approaches, request R is only retried after some time has elapsed (e.g.,
20ms), resulting in Ro’s completion time of roughly 30ms, a tail latency 3x longer than R;’s
latency. In contrast, MITTOS will instantly return EBUSY (no wait in the application), resulting in
a completion time of only 10+e ms; e is a one-hop network overhead.

In the above model, MITTOS is integrated to the host OS layer from where applications can get
direct notification of resource busyness. However, our model is similar to container- or VM-based
multi-tenancy models, where MITTOS can be integrated jointly across the host OS and VMM
or container-engine layers. For faster research prototyping, in this paper we mainly focus on
direct application-to-host model, but MITTOS can also be extended to the VMM layer. MITTOS

principles will remain the same across these models.

4.1.2 Use Case

Figure 4.2 shows a simple use-case illustration of MITTOS. (I) The application (e.g., MongoDB)

creates an SLO for a user. In this paper, we use latency deadline (e.g., <20ms) as a form of SLO,
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but more complex forms of SLO such as throughput or deadline with confidence interval can be
explored in future work (Section 4.6.1). We use the 95th—percentile latency as the deadline value,
which we will discuss more in Sections 4.5.2 and 4.6, to what value a deadline should be set.
) The application then tags read () calls with the deadline SLO. To support this, we create a new
read () system call that can accept application SLO (essentially one extra argument to the existing
read () system call). ) As the IO request enters a resource queue in the kernel, MITTOS checks
if the deadline SLO can be satisfied. @) If the deadline SLO will be violated in the resource queue,
MITTOS will instantly return EBUSY error code to the application. ) Upon receiving EBUSY, the

application can quickly failover (retry) the request to another replica node.

4.1.3 Goals / Principles

MITTOS advocates the following principles.

o Fast rejection (“busy is error”): In the PC era, the OS must be best-effort; returning busy
errors is undesirable as PC applications cannot retry elsewhere. However, in tail-critical datacenter
applications, best effort interface is insufficient to help applications manage ms-level tails. Data-
center applications inherently run on redundant machines, thus there is no “shame” for the OS to
reject 10s. In large-scale deployments, this principle works well, as the probability of all replicas
busy at the same time is extremely low (Section 4.4).

e SLO aware: Applications should expose their SLOs to the OS, such that the OS only rejects
I0s whose SLOs cannot be met (due to resource busyness).

e [nstant feedback/failover: The sub-ms fast rejection gives ms-level operations more flexibil-
ity to failover quickly. Making a system call and receiving EBUSY only takes <5us (@) and @ in
Figure 4.2). Failing over to another machine () in Figure 4.2) only involves one more network
hop (e.g., 0.3ms in EC2 and our testbed or even 10us with Infiniband [215]).

o Keep existing OS policies: MITTOS’ simple interface extensions allow existing OS opti-

mizations and policies to be preserved. MITTOS does not negate nor replace all prior advance-
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20ms ; /9‘ Disk queue
© ret = read(..,sL0) & i%

o if (ret == EBUSY)

// fallover

Figure 4.2: MITTOS use-case illustration (Section 4.1.2).

ments in the QoS literature. We only advocate that applications get notified when OS-level QoS
policies fail to meet user deadlines due to unexpected bursty contentions. For example, even with
CFQ fairness [4], IOs from high-priority processes occasionally must wait for lower-priority ones
to finish. As another example, in SSDs, even with advanced isolation techniques, garbage collec-
tion or wear-level-ing activities can induce a heavy background noise.

e Keep applications simple: Advanced tail-tolerance mechanisms such as tied requests and
IO revocation are less needed in applications. These mechanisms are now pushed to the OS layer,
which then can be reused by many applications. In MITTOS, the rejected request is not queued
(step @ in Figure 4.2); it is automatically cancelled when the deadline is violated. Thus, applica-
tions do not need to wait or revoke IOs, nor they add more contentions to the already-contended

resources. MITTOS also keeps application failover logic simple and sequential (the sequence of

@-®) in Figure 4.2).

4.1.4 Design Challenges

The biggest challenge of integrating MITTOS to a target resource and its management is the EBUSY
prediction (i.e., whether the arriving 10 should be accepted or rejected). There are three major
challenges: (1) We must understand the contention nature and queueing discipline of the target
resource. For example, in disks, the spindle is the resource of contention, but in SSDs, paral-
lel chips/channels exhibit independent queueing delays. Furthermore, the target resource can be
managed by different queuing disciplines (noop/FIFO, CFQ [4], anticipatory [145], etc.). Thus,

EBUSY prediction will vary across different resources and schedulers. (2) In terms of performance
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overhead, latency prediction should ideally be O(1) for every arriving I0. O(N) prediction that
iterates through N pending IOs is not desirable. (3) In terms of accuracy, different device type-
s/vendors have different latency characteristics (e.g., varying seek costs across disks, page-level

latency variability within an SSD).

4.2 Case Studies

The goal of this section is to demonstrate that MITTOS principles can be integrated to many re-
source managements such as the disk noop (Section 4.2.1) and CFQ (Section 4.2.2) 10 schedulers,
SSD (Section 4.2.3) and OS cache (Section 4.2.4) managements. In each integration, we describe
how we address the three challenges (understanding the resource contention nature and fast and

accurate latency prediction).

4.2.1 Disk Noop Scheduler (MITTNOOP)

Our first and simplest integration is to the noop scheduler. The use of noop for disk is actually
discouraged, but the goal of our description below is to explain the basic mechanisms of MITTOS,
which will be re-used in subsequent sections.

Resource and deadline checks: In noop, arriving IOs are put to a FIFO dispatch queue whose
items will be absorbed to the disk’s device queue. The logic of MITTNOOP is relatively simple:
when an 1O arrives, it calculates the 10’s wait time (77,,,;+) given all the pending 1Os in the dispatch
and device queues. If Tyqit>Tgeqdline T hop> then EBUSY is returned; 7}, is a constant of 0.3ms
one-hop failover in our testbed.

Performance: A naive O(N) way to perform a deadline check is to sum all the NV pending I0s’
processing times. To make deadline check O(1), MITTNOOP keeps track the disk’s next free time
(T extFree)s as explained below. The arriving IO’s wait time is simply the difference of the current
and next free time (71},4+="1}cot Free — L now)- If the disk is currently free (7},c0t Free <Tnow). the

IO is submitted directly.
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Accuracy: When an 10 is accepted, MITTNOOP adds the next free time with the predicted
processing time to serve the new 10 (Ty,cpt Free =1 processNewl0)- To make Ty et pree accu-
rate, T)ocessNewlo Must be precise. To achieve that, we must profile the disk’s read/write la-
tency, specifically the relationships between IO sizes, jump distances, and latencies. In a nutshell,
TorocessNewro 18 @ function of the size and offset of the current 10, the last IO completed, and all
the IOs in the device queue. We defer the details to Appendix Section 4.9. Our one-time profiling
takes 11 hours (disk is slow).

T extFree Wil automatically be calibrated when the disk is idle (7}t pree =1 now
+ 1 processNewl0)- However, under no-idle period, a slight error in T3¢t pree +="Tprocess NewIO
will accumulate over time as thousands/millions of IOs are submitted. To calibrate more accurately,
we attach 7y ces5 New 0 and the IO’s start time to the IO descriptor, such that upon IO completion,

we can measure the “diff”” of the actual and predicted processing time (1y; f r=Trocess Actual

—TprocessNewr0) and then calibrate the next free time (1¢ptpree +=1 i f £)-

4.2.2 Disk CFQ Scheduler (MITTCFQ)

Next, we build MITTCFQ within the CFQ scheduler [4], the default and most sophisticated 1O
scheduler in Linux. We first describe the structure of CFQ and its policy.

Unlike noop, CFQ manages groups with time slices proportional to their weights. In every
group, there are three service trees (RealTime/BestEffort/Idle). In every tree, there are process
nodes. In every node, there is a red-black tree for sorting the process’ pending IOs based on
their on-disk offsets. Using ionice, applications can declare IO types (RealTime/BestEffort/Idle
and 0-7 priority level). CFQ policy always picks IOs from the RealTime tree first, and then from
BestEffort and Idle. In the chosen tree, it picks a node in round robin style, proportional to its time
slice (0-7 priority level). Then, CFQ dispatch some or all the requests from the node’s red-black
tree. The requests will be put to a FIFO dispatch queue and eventually to the device queue.

Resource and deadline checks: When an 10 arrive MITTCFQ needs to identify to which
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group, service tree, and process node, the 10 will be attached to. This is for predicting the 10 wait
time, which is the sum of the wait times of the current pending IOs in the device and dispatch
queues as well as the 10s in other CFQ queues that are in front of the priority of the new 10’s node.
This raises the following challenges.

Performance: To avoid O (V) complexity, MITTCFQ keeps track the predicted total IO time
of each process node. This way, we reduce O(N) to O(P) where P is the number of processes
with pending IOs in the CFQ queues. In our most-intensive test with 128 1O-intensive threads,
iterating through all pending IOs’ descriptors in the naive O(N) method costs about 10-20us. Our
optimizations above (and more below) bring the overhead down to <5us per 1O prediction.

Accuracy: With the method above, MITTCFQ can reject 10s before they enter the CFQ
queues. However, due to the nature of CFQ, some 1Os can be accepted initially, but if soon new
higher-priority 1Os arrive, the deadlines of the earlier IOs can be violated as they are “bumped to
the back.” To cancel such IOs, the O(P) technique above is not sufficient because a single pro-
cess (e.g., MongoDB) can have different IOs with different deadlines (from different users). Thus,
MITTCFQ adds a hash table where the key is a tolerable time range and the values are the I10s
with the same tolerable time (grouped by 1ms). For example, a recently-accepted 1O (supposedly
6ms without noise) has a 25ms deadline but only a 10ms wait time, hence its tolerable time is 9ms.
If a new higher-priority 10 arrive with 6ms predicted processing time, the prior IO is not cancelled,
but its key changes from 9ms to 3ms. If another 6ms higher priority IO arrives, the tolerable time

will be negative (-3ms); all IOs with negative tolerable time are rejected with EBUSY.

4.2.3 SSD Management (MITTSSD)

Latency variability in SSD is an ongoing problem [27, 37, 99]. Read requests from a tenant can be
queued behind writes by other tenants, or the GC implications (more read-write page movements
and erases). A 4KB read can be served in 100us while a write and an erase can take up to 2ms and

6ms, respectively. While there are ongoing efforts to achieve a more stable latency (GC impact
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reduction [133, 270] or isolation [140, 161]), none of them cover all possible cases. For example,
under write bursts or no idle period, read requests can still be delayed significantly [270, Section
6.6]. Even with isolation, occasional wear-leveling page movements will introduce a significant
noise [140, Section 4.3].

Fortunately, not all SSDs are busy at the same time (Section 4.4), a situation that empowers
MITTSSD. A read-mostly tenant can set a deadline of <Ims; thus, if the read is queued behind
writes or erases then the tenant can retry elsewhere.

Resource and deadline checks: There are two initial challenges in building MITTSSD. First,
CFQ optimizations are not applicable as SSD parallelizes IO requests without seek costs; the use
of noop is suggested [25]. While we cannot reuse MITTCFQ, MITTNOOP is also not reusable.
This is because unlike disks where a spindle (a single queue) is the contended resource [60, 193],
an SSD is composed of multiple parallel channels and chips. Calculating IO serving time in the
block-level layer will be inaccurate (e.g., ten 10s going to ten separate channels do not create
queueing delays). Thus, MITTSSD must keep track of outstanding IOs to every chip, which is
impossible without white-box knowledge of the device (in commodity SSDs, only the firmware
has full knowledge of the internal complexity).

Fortunately, host-managed/software-defined flash [216] is gaining popularity and publicly avail-
able (e.g., Linux LightNVM [74] on OpenChannel SSDs [18]). Here, all SSD internal channels,
chips, physical blocks and pages are all exposed to the host OS, which also manages all SSD man-
agements (FTL, GC, wear leveling, etc.). With this new technology, MITTSSD in the OS layer is
possible.

As an additional note, a large 10 request can be striped to sub-pages to different channels/chips.
If any sub-IO violates the deadline, EBUSY is returned for the entire request; all sub-pages are not
submitted to the SSD.

Performance: Similar to MITTNOOP’s approach, MITTSSD maintains the next available time

of every chip (as explained below), thus the wait-time calculation is O(1). For every IO, the
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overhead is only 300 ns.

Accuracy: Making MITTSSD accurate involves solving two more challenges. First, MITTSSD
needs to know the chip-level read/write latency as well as the channel speed, which can be obtained
from the vendor’s NAND specification or profiling. For measuring chip-level queueing delay, our
profiler injects concurrent page reads to a single chip and for channel-level queueing delay, con-
current reads to multiple chips behind the same channel. As a result, for our OpenChannel SSD:
TehipNext Freet= 100us per new page read. That is, a page (16KB) read takes 100ps (chip read
and channel transfer); >16KB multi-page read to a chip is automatically chopped to individual
page reads. Thus, Tyait = Thow— TenipNewt Freet (60U X#IOgqmeChanne)- That is, the 10
wait time involves the target chip’s next available time plus the number of outstanding IOs to other
chips in the same channel, where 60us is the channel queueing delay (consistent with the 280
MBps channel bandwidth in the vendor specification). If there is an erase, Tepp N et Freet=0ms.

Second, while read latencies are uniform, write latencies (flash programming time) vary across
different pages. Pages that are mapped to upper bits of MLC cells incur 2ms programming time,
while those mapped to lower bits only incur 1ms. To differentiate upper and lower pages, one-
time profiling is sufficient. Our profiled write time of the 512 pages of every NAND block is
“11111121121122...2112.” That is, Ims write time is needed for pages #0-6, 2ms for page #7,
Ims for pages #8-9, and the middle pages (“. ..”) have a repeating pattern of “1122.” The pattern
is the same for every block (consistent with the vendor specification); hence, the profiled data can
be stored in an 512-item array.

To summarize, unlike disks, SSD internal complexity is arguably more complex (in terms of
address mapping and latency variability). Thus, accurate prediction of SSD performance requires

white-box knowledge of the device.
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4.2.4 OS Cache (MITTCACHE)

A user with accesses to a small working set might expect a high cache hit ratio, hence the use
of a small deadline. However, under memory space contention, MITTCACHE can inform the
application of swapped-out data and and to retry elsewhere (not wait) while the data is fetched
from the disk.

Resource and deadline checks: For applications that read OS-cached data via read(. . .,
deadline), MITTCACHE only adds a slight extension. First, MITTCACHE checks if the data is
in the buffer cache. If not, it simply propagates the deadline to the underlying IO layer (Section
4.2.1-4.2.3), where if the deadline is less than the smallest possible IO latency (the user expects
an in-memory read), EBUSY is returned. Else, the 1O layer will process the request as explained in
previous sections.

The next challenge is for mmap ()-ed file, which skips the read () system call. For example, a
database file can be mmap-ed to the heap (myDB[1). If some of the pages are not memory resident,
an instruction such as “return myDB[i]” can stall due to a page fault. Since no system call is
involved, the OS cannot signal EBUSY easily.

We explored some possible solutions including restartable special threads and EBUSY callbacks.
In the former, MITTCACHE would restart the page-faulting thread and inform the application’s
master thread to retry elsewhere. In the latter, the page-faulting thread would still be stalled, but
the application’s main thread must register a callback to MITTCACHE in order to be notified. These
solutions keep the mmap () semantic but require heavy restructuring of the application.

We resort to a simpler, practical solution: adding an “addr check()” system call. Before
dereferencing a pointer to an mmap-ed area, the application can make a quick system call (e.g.,
addrcheck (&myDB[i], size, deadline), which walks through the process’ page table and checks
the residency of the corresponding page(s).

Performance: We find addrcheck() an acceptable solution for three reasons. First, mmap ()

sometimes is used only for the simplicity of traversing the database file (e.g., traversing B-tree
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on-disk pointers in MongoDB), but not necessarily for performance. Second, in storage systems,
users typically read a large data range (>1KB); thus, no system call is needed for every byte
access. Third, existing buffer cache and page table managements are already efficient; addrcheck
traverses existing hash tables in O(1). With these reasons combined, using addrcheck () only adds
a negligible overhead (82ns per call); network latency (0.3ms) still dominates.

One caveat in MITTCACHE is that OS cache should be treated differently than low-level stor-
age. For fairness, MITTCACHE should continue swapping in the data in the background, even after
EBUSY is already returned. Otherwise, the OS cache is less populated with data from applications
that expect memory residency.

Accuracy: As MITTCACHE only looks up the buffer/page tables, there is no accuracy is-
sues. One other caveat to note, MITTCACHE should return EBUSY to signal memory space con-
tention (i.e., swapped-in pages are swapped out again), but not for first-time accesses. Note that
MITTCACHE does not modify existing page-eviction policies (Section 4.1.3). The OS can be

hinted not to swap out the pages that are being checked, to avoid false positives.

4.2.5 Implementation Complexity

MITTOS is implemented in 3440 LOC in Linux v4.10 (MITTNOOP +MITTCFQ, MITTSSD, and
MITTCACHE in 1810, 1450, and 130 lines respectively, and an additional 50 lines for propagating

deadline SLO through the IO stack).

4.3 Applications

Any application that employs data replication can leverage MITTOS with small modifications. In

this paper, we focus on data-parallel storage such as distributed NoSQL.

e MITTOS-Powered MongoDB: Our first application is MongoDB; being written in C++, Mon-

goDB enables fast research prototyping of new system calls usage. The following is a series of
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our modifications. (1) MongoDB can create one deadline for every user, which can be modified

Sth—percentile (p95) expected latency of her

anytime. A user can set the deadline value to the 9
workload (Section 4.5.2). For example, if the workload mostly hits the disk, the p95 latency can
be >10ms. In contrast, if the dataset is small and mostly hits the buffer cache, the p95 latency can
be <0.Ims. (2) MongoDB should use MITTOS’ read() or addrcheck() system calls to attach
the desired deadline. (3) If the first two tries return EBUSY, the last retry (currently) disables the
deadline (Prob(3NodesBusy) is small; Section 4.4). Having MITTOS return EBUSY with wait
time, to allow a 4th retry to the least busy node (out of the three), is a possible extension. (4) Fi-
nally, one last specific change in MongoDB is adding an “exceptionless” retry path. Many systems
(Java/C++) use exceptions to catch errors and retry. In MongoDB, C++ exception handling adds
200 us, thus we must make a direct exceptionless retry path.

The core modification in MongoDB to leverage MITTOS support is only 50 LOC, which
mainly involves adding user’s deadlines and calling addrcheck (MongoDB by default uses mmap ()
to read data file). For testing MITTOS’ read () interface, we also add read-based method to Mon-
goDB in 40 LOC. For making one-hop, exceptionless retry path, we add 20 more lines of code.

Finally, to evaluate MITTOS with other advanced techniques, we have added cloning and hedg-

ed-request features to MongoDB for another 210 LOC.

e MITTOS-Powered LevelDB+Riak: To show that MITTOS is applicable broadly, we also in-
tegrated MITTOS to LevelDB. Unlike MongoDB, LevelDB is not a replicated system, it is only a
single-machine database engine for a higher-level replicated system such as Riak. Thus, we per-
form a two-level integration: we first modify LevelDB to use MITTOS system calls, and then the
returned EBUSY is propagated to Riak where the read failover takes place. All of the modifications

are only 50 LOC additions.
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Figure 4.3: Millisecond-level latency dynamism in EC2. The figures are explained in Section
4.4. The 20 lines in Figure (a)-(f) represent the latencies observed in 20 EC2 nodes.

4.4 Millisecond Dynamism

For our evaluation (Section 4.5), we first present the case of ms-level latency dynamism in multi-
tenant storage due to the noisy neighbor problem. To the best of our knowledge, no existing work
shows ms-level dynamism at the local resource level; NAS/SAN latency profiles (e.g., for S3/EBS
[108, 264]) exist but the deep NAS/SAN stack prevents the study of dynamism at the resource
level. Device-level hourly aggregated latency data [130] also exists but prevents ms-level study.
We ran three sets of data collections for disk, SSD, and OS cache in EC2 instances with

directly-attached “instance storage,” shared by multiple tenants per machine. Many deployments
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use local storage for lower latency and higher bandwidth [227]. The instance types are m3.medium
for SSD and OS cache and d2.x1large for disk experiments (none of “m” instances have disk). For
each experiment, we spawn 20 nodes for 8 hours on a weekday (9am-5pm). For disk, in each
node, 4KB data is read randomly every 100ms; for SSD, 4KB data is read every 20ms; for OS
cache, we pre-read 3.5GB file (fit in the OS cache) and read 4KB random data every 20ms. Their
latencies without noise are expected to be 6-10ms (disk), 0.1ms (SSD), and 0.02ms (OS cache).

We ran more experiments to verify data accuracy. We repeat each experiment 3x on different
weekdays (and still obtain highly similar results). To verify the absence of self-inflicted noises,
>20ms sleep is used, otherwise “no-sleep” instances will hit VCPU limit and occasionally freeze.
An “idle” instance (no data-collection 10s) only reads/writes 10 MB over 8 hours (0.4 KB/s).
Finally, the 3.5GB file always fits the OS cache.

Observation #1: Long tail latencies are consistently observed. Figures 4.3a-c show the latency
CDFs from the disk, SSD, and cache experiments, where each line represents a node (20 lines in
each graph). Roughly, tail latencies start to appear around p97 (>20ms) for disks, p97 (>0.5ms)
for SSD, and p99 (>0.05ms) for OS cache; the last one implies the cached data is swapped out
for other tenants (a VM ballooning effect [255]). The tails can be long, more than 70ms, 2ms, and
Ims at p99 for for disk, SSD, and OS cache, respectively. Sometimes, some nodes are more busy
than others (e.g., >0.5ms deviation at p85 and p90 in Figure 4.3b).

A small resource-level variability can easily be amplified by scale. If P fraction of the requests
to a node observe tail latencies, and a user request must collect /N parallel sub-requests to such
nodes, probabilistically, 1—(1—P)N of user requests will observe tail latencies [99]. We will see
this scale amplification later (Section 4.5.3).

Observation #2: Contentions exhibit bursty arrivals. As a machine can host a wide variety of
tenants with different workloads, noise timings are hard to predict. Figures 4.3d-f show the CDF
of noise inter-arrival times (one line per node). We define “noisy period”, bucketed to windows of

20ms (SSD/cache) or 100ms (disk), when the observed latency is above 20ms, 1ms, and 0.05ms
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for disk, SSD, and OS cache, respectively. If noises exhibit a high temporal locality, all lines
would have a vertical spike at z=0. However, the figures show that noises come and go at various
intervals. Noise inter-arrival distributions also vary across nodes.

Observation #3: Mostly only 1-2 nodes (out of 20) are busy simultaneously. This is the most
important finding that motivates MITTOS. Figure 4.3 shows the probability of X nodes busy si-
multaneously (across the 20 nodes), which diminishes rapidly as X increases. For example, only
1 node is busy in 25% of the time and only 2 nodes are busy in 5% of the time. Thus, almost all

the time, there are less-busy replicas to failover to.

4.5 Evaluation

We now evaluate MITTCFQ, MITTSSD, and MITTCACHE (with the data set up in the disk, SSD,
and OS buffer cache, respectively). We use YCSB [94] to generate 1KB key-value get () op-
erations, create a noise injector to emulate noisy neighbors, and deploy 3 MongoDB nodes for
microbenchmarks, 20 nodes for macrobenchmarks, and the same number of nodes for the YCSB
client nodes. Data is always replicated across 3 nodes; thus, every get () request has three choices.
For MITTCFQ and MITTCACHE, each node runs on an Emulab d430 machine (two 2.4GHz 8-
core E5-2630 Haswell with 64GB DRAM and 1TB SATA disk). For MITTSSD, we only have
one machine with an OpenChannel SSD (4GHz 8-core 17-6700K with 32GB DRAM and 2TB
OpenChannel SSD with 16 internal channels and 128 flash chips).

All the latency graphs in Figures 4.4 to 4.12 show the latencies obtained from the client get ()
requests. In the graphs, “NoNoise” denotes no noisy neighbors, “Base” denotes vanilla MongoDB
running on vanilla Linux with noise injections, and “Mitt0S” or “Mitt” prefix denotes our modified
MongoDB running on MITTOS with noise injections. In most of the graphs, even in NoNoise, there
are tail latencies at p99.8-p100 with a max of 50ms; our further investigation shows three causes:
around 0.03% is caused by YCSB (Java) stack, 0.08% by Emulab network contention, and 0.09%

by disk being slow (all of which we do not control at this point).
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Figure 4.4: Latency CDFs from microbenchmarks. The figures are explained in Section 4.5.1.

4.5.1 Microbenchmark Results

The goal of the following experiments is to show that MITTOS can successfully detect the con-
tention, return EBUSY instantly, and allow MongoDB to failover quickly. We setup a 3-node Mon-
goDB cluster and run our noise injector on one replica node. All get() requests are initially
directed to the noisy node.

MITTCFQ: Figure 4.4a shows the results for MITTCFQ in three lines. First, without con-
tention (NoNoise), almost all get () requests can finish in <20ms. Second, with the noise, vanilla
MongoDB+Linux (Base) experiences the noise impacts (tail latencies starting at p80); the noise
injector runs 4 threads of 4KB random reads, but with less priority than MongoDB. Third, still
with the same noise but now with MITTCFQ, MongoDB receives EBUSY (with a deadline of 20ms)

and retries quickly to another replica, cutting tail latencies towards the NoNoise line.
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Figure 4.4b uses the same setup above but now the noise 10s have a higher priority than Mon-
goDB’s. The performance of vanilla MongoDB (Base) is severely impacted (a deviation starting
at p0). However, MITTCFQ detects that the in-queue MongoDB’s IOs are often less picked than
the new high-priority 10s, hence quickly notifying MongoDB of the disk busyness.

MITTSSD: Figure 4.4c shows the results for MITTSSD (note that we use our lab machine
for this one with a local client). First, SSD can serve the requests in <0.2ms (NoNoise). Second,
when read 10s are queued behind write 10s (the noise), the latency variance is high (Base); the
noise injector runs a thread of 64KB writes. Third, with MITTSSD, MongoDB instantly reroutes
the IOs that cannot be served in 2ms (the small gap between Base and MittSSD lines is the cost of
software failover).

MITTCACHE: Figure 4.4d shows the results for MITTCACHE. First, in-memory read can be
done in ps, but the network hop takes 0.3ms (NoNoise). Second, as we throw away about 20% of
the cached data (with posix_fadvise), some memory accesses trigger page faults and must wait for
disk access (tail latencies at p80). Finally, with MITTCACHE, MongoDB can first check whether
the to-be-accessed memory region is in the cache and rapidly retry elsewhere if the data is not in

the cache, removing the 20% long tail.

4.5.2 MITTCFQ Results with EC2 Noise

Our next goal is to show the potential benefit of MITTOS in a real multi-tenant cluster. We note
that MITTOS is targeted for deployment at the host OS (and VMM) level for full visibility of
resource queues. For this reason, we do not run experiments on EC2 as there is no access to the
host OS level (running MITTOS as a guest OS will not be effective as MITTOS cannot observe the
contention from other VMs). Instead, to mimic a multi-tenant cluster, in this evaluation section,
we apply EC2 noise distributions (Section 4.4) to our testbed. Later (Section 4.5.8), we will also

inject noises with macrobenchmarks and production workloads.
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Methodology: We deploy a 20-node MongoDB disk-based cluster, with 20 concurrent YCSB
clients sending get () requests across all the nodes. For the noise, we take a 5-minute timeslice
from the EC2 disk latency distribution across the 20 nodes (Figure 4.3a). We run a multi-threaded
noise injector (in every node) whose job is to emulate busy neighbors at the right timing. For
example, if in node n at time ¢, the EC2 data shows a 30ms latency (while no noise is around 6ms),
then the noise injector will add IO noises that will make the disk busy for 24ms (e.g., by injecting
two concurrent 1MB reads, where each will add 12ms delay).

Other techniques compared: Figure 4.5a shows the comparisons of MITTCFQ with other
techniques such as hedged requests, cloning, and application timeout. Base: As usual, we first
run vanilla MongoDB+Linux under a typical noise condition; we will use /3ms, the p95 latency
(Figure 4.5a) for deadline and timeout values below. Hedged requests: This is a strategy where
a secondary request is sent after “the first request [try] has been outstanding for more than the
95th—percentile expected latency, [which] limits the additional load to approximately 5% while
substantially shortening the latency tail” [99]. More specifically, if the first try does not return in
13ms, MongoDB will make a 2nd try to another replica and take the first one to complete (the first
try is not cancelled). Cloning: Here, for every user request, MongoDB duplicates the request to
two random replica nodes (out of three choices) and picks the first response. Application timeout
(TO): Here, if the first try does not finish in 13ms, MongoDB will cancel the first try and make a
second try, and so on. With MITTCFQ and application timeout, the third try (rare, as alluded in
Figure 4.3g) disables the timeout; otherwise, users can undesirably get IO errors.

Results: We discuss Figure 4.5a from right-to left-most lines. First, as expected, Base suffers
from long tail latencies (>40ms at p98), as occasionally the requests are “unlucky” and hit a busy
replica node.

Second, application timeout (AppTO line) must wait at least 13ms delay before reacting. The
2nd try will take at least another few ms for a disk read, hence AppTO still exhibits around >20ms

tail latencies above p95.
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Figure 4.5: MITTCFQ results with EC2 noise. The figures are explained in Section 4.5.2.

Third, cloning is better than timeout (Clone vs. AppT0) but only above p95. This is because
cloning can pick the faster of the two concurrent requests. However, below p93 to p0, cloning is
worse. This is because cloning increases the load by 2x, hence creating a self-inflicting noise in
common cases.

Fourth, hedged strategy proves to be effective. It does not significantly increase the load (below
P95, Hedged and Base are similar), but it effectively cuts the long tail (the wide horizontal gap
between Hedged and Base lines above p95). However, we can still observe that hedged’s additional
load slightly delays other requests (Hedged is slightly worse than Base between p92 and p95).

Finally, MITTCFQ is shown to be more effective. Our most fundamental principle is that
the first try does not need to wait if the OS cannot serve the deadline. As a result, there is a
significant latency reduction above p95. To quantify our improvements, the bar graph in Figure

4.5b shows (at specific percentiles) the % of latency reduction that MITTCFQ achieved compared
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Figure 4.6: Tail amplified by scale (MITTCFQ vs. Hedged). The figures are explained in
Section 4.5.3.

to the other techniques.2 For example, at p95, MITTCFQ reduces the latency of Hedged, Clone, and
AppT0 by 23%, 33%, and 47%, respectively. There is also a pattern that the higher the percentiles,

MITTCFQ’s latency reductions are more significant.

4.5.3 Tail Amplified by Scale (MITTCFQ)

The previous section only measures the latency of every individual IO, which reflects the “compon-
ent-level variability” in every disk/node. In other words, so far, a user request is essentially a single
get () request. However, component-level variability can be amplified by scale [99]. For example,
a user request might need to fetch N data items by submitting .S parallel get () requests and then
must wait until all the S items are fetched.

To show latency tail amplified by scale, we introduce “SF’,” a scale factor of the parallel re-

2. % of Latency Reduction = (Tother—Tnittcr) | Tother
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Figure 4.7: MITTCACHE vs. Hedged. The figures are explained in Section 4.5.4. The left figure
shows the same CDF plot as in Figure 4.5a and the right figure the same %reduction bar plot as
in Figure 4.6b.

quests; for example, SF'=5 means a user request is composed of 5 parallel get() requests to
different nodes. Figure 4.5a in the previous section essentially uses S F'=1. Figures 4.6a-c show
the same figures as in Figure 4.5a, but now with scaling factors of 2, 5, and 10. Since, hedged
requests are more optimum than cloning or application timeout, we only compare MITTCFQ with
Hedged. We make two important observations from Figure 4.6.

First, again, hedged requests must wait before reacting. If before, with SF=1 (Figure 4.5a),
there are 5% (p95) of requests that must wait for 13ms, now with SF'=2, there are roughly 10%
(p90) of requests that cannot finish by 13ms (the Hedged line in Figure 4.6a). Similarly, with S F'=5
and 10, there are around 25% (p75) and 40% (p60) of requests that must wait for 13ms, as shown
in Figures 4.6b-c.

Second, MITTCFQ initially already cuts the tail latencies of the individual IOs significantly;
with SF'=1, only 1% (p99) of the 1Os are above 13ms (Figure 4.5a). Thus, with scaling factors of
5 and 10, only 5% and 10% of IOs are above 13ms (MittCFQ lines in Figures 4.6b-c).

The bar graph in Figure 4.6d summarizes the % of latency reduction achieved by MITTCFQ
from the Hedged strategy across the three scaling factors. With SF'=10, MITTCFQ already reduces
the latency by 36% starting at p75. Thus, MITTCFQ reduces the overall average latency of Hedged

by 23% (r=Avg, SF'=10 bar); note that “average” denotes the average latencies of all I0s (not
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Figure 4.8: MITTSSD vs. Hedged. The figures are explained in Section 4.5.5. The left figure
shows the same plot as in Figure 4.5a and the right figure the same %reduction bar plot as in
Figure 4.6b.

just the high-percentile ones).

4.5.4 MITTCACHE Results with EC2 Noise

Similarly, Figure 4.7 shows the success of MITTCACHE (20-node results). All the data were
originally in memory, but we swapped out P% of the cached data, where P is based on the cache-
miss rate in Figure 4.3c. Another method to inject cache misses is by running competing 1O
workloads, but such setup is harder to control in terms of achieving a precise cache miss rate. For
this reason, we perform manual swapping. In terms of the deadline, we use a small value such
that addrcheck returns EBUSY when the data is not cached. In Figure 4.7b, at p90 and S F'=1, our
reduction is negative; our investigation shows that this is from the uncontrollable network latency
(which dominates the request completion time). Similarly, in Figure 4.7a, between p95 and p98,

Hedged is worse than Base due to the same networking reason.

4.5.5 MITTSSD Results with EC2 Noise

Unlike in prior experiments where we use 20 nodes, for MITTSSD, we can only use our sin-

gle OpenChannel SSD in one machine with 8 core-threads. We carefully (a) partition the SSD
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Figure 4.9: Prediction inaccuracy. (As explained in Section 4.5.6).

into 6 partitions with no overlapping channels, hence no contention across partitions, (b) set up
6 MongoDB nodes/processes on a single machine serving only 6 concurrent client requests, each
mounted on one partition, (¢) pick noise distributions only from 6 nodes in Figure 4.3b, and (d) set
the deadline to the p95 value, which is 0.3ms (as there is no network hop).

While latency is improved with MITTOS (the gap between MittSSD and Base in Figure 4.8a),
we surprisingly found that hedge (Hedged line) is worse than the baseline. After debugging, we
found another limitation of hedge (in MongoDB architecture). In MongoDB, the server creates a
request handler for every user, thus 18 threads are created (for 6 clients connecting to 3 replicas).
In stable state, only 6 threads are busy all the time. But for 5% of the requests (after the timeout
expires), the workload intensity doubles, making 12 threads busy simultaneously (note that SSD
is fast, thus processes are not IO bound). These hedge-induced CPU contentions (12 threads on a

8-thread machine) cause the long tail. Figure 4.8b shows the resulting % of latency reduction.

4.5.6 Prediction Accuracy

Figure 4.9 shows the results of MITTCFQ and MITTSSD accuracy tests. For a more thorough
evaluation, we use 5 real-world block-level traces from Microsoft Windows Servers (the details
are publicly available [157, Section III][21]), choose the busiest 5 minutes, and replay them on just

one machine. For a fairer experiment, as the traces were disk-based, we re-rate the trace 128x more
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Figure 4.10: Tail sensitivity to prediction error. The figures are described in Section 4.5.7.

intensive (128 chips) for SSD tests. For each trace, we always use the p95 value for the deadline.

The % of inaccuracy includes: false positives (EBUSY is returned, but 1. ocess Actual < Tdeadline)
and false negatives (EBUSY is not returned, but T),,.ocess Actual > Ldeadiine)- During accuracy tests,
EBUSY is actually not returned; if error is returned, the 10 is not submitted to the device, hence the
actual IO completion time cannot be measured, which is also the reason why we cannot report ac-
curacy numbers in real experiments. Instead, we attach EBUSY flag to the IO descriptor, thus upon
IO completion, the accuracy can be measured.

Figure 4.9 shows the % of false positives and negatives over all 10s. In total, MITTCFQ
inaccuracy is only 0.5-0.9%. Without our precision improvements (Section 4.2.2), its inaccuracy
can be as high as 47%. MITTSSD inaccuracy is also only up to 0.8%. Without the improvements
(Section 4.2.3), its inaccuracy can rise up to 6% (no hard-to-predict disk seek time). The next
question is how far our predictions are off within the inaccurate IO population. We found that
all the “diff”’s are <3ms and <Ims on average, for disk and SSD respectively. We leave further

optimizations as future work.
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4.5.7 Tail Sensitivity to Prediction Error

High prediction accuracy depends on detailed and complex device performance model. This raises
the question whether a simpler model (but lower accuracy) can also be effective. To investigate this,
we use the same MITTCFQ experiment in Section 4.5.2 but now we vary MITTCFQ’s prediction
accuracy by injecting false-negative and false-positive errors: (a) False-negative injection implies
that when MITTOS decides to cancel an IO and return EBUSY, it has £% chance to let the 10
continue and not return EBUSY. Figure 4.10a shows the latency implications when the false-negative
rate is varied (£=20-100%). “No error”’ denotes the current MITTCFQ’s accuracy and 100% false
negative reflects the absence of MITTOS (i.e., similar to Base). (b) False-positive injection implies
that when 10 actually can meet the deadline, MITTOS instead will return EBUSY at /% rate. Figure
4.10b shows the latency results with varying false-positive rates.

Overall, both figures show that higher accuracy leads to shorter latency tail. False-negative
errors only affect slow requests, thus extreme error rates in this category will not make MITTOS
worse than Base. On the other hand, false-positive errors matter more as they will trigger unneces-
sary failovers. For example, in Figure 4.10b with 100% false-positive rate, all IOs will be retried,

creating worse latency tail than Base.

4.5.8 Other evaluations

Workload Mix

We ran experiments that colocate MITTOS + MongoDB with filebench and Hadoop Facebook
workloads [88]. We deployed filebench’s fileserver, varmail, and webserver macrobenchmarks on
different nodes (creating different levels of noise) and the first 50 Hadoop jobs from the Facebook
2010 benchmark [88]. Figure 4.11a shows the resulting performance of MITTCFQ, Hedged and
Base. The Base line shows that almost 15% of the 10s experience long tail latencies (z>40ms

above p85). Hedged shortens the latency tail, but MITTCFQ is still more effective.
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Figure 4.11: MITTCFQ with macrobenchmarks and production workloads. The figures are
discussed in Section 4.5.8.

The y-axis of Figure 4.11b shows the % of latency reduction achieved by MITTCFQ compared
to Hedged at every percentile (i.e., an interpose layout of Figure 4.11a). The reduction is positive
in overall (up to 41%), but above p99, Hedged is faster. This is because the intensive workloads
make our MongoDB perform 3rd retries (with deadline disabled) in 1% of the IOs, but the 3rd
choices were busier than the first two. On the other hand, in the Hedged case, it only tries to the
2nd replica, and in this 1% case, the 2nd choices were less busy than the 3rd ones. This problem
can be addressed by extending MITTOS interface to return the expected wait time, with which

MongoDB can choose the shortest wait time when all replicas return EBUSY.

vs. Tied Requests

One evaluation that we could not fully perform is the comparison with the “tied requests” approach
[99, pg77]. In this approach, a user request is cloned to another server with a small delay and
both requests are tagged with the identity of the other server (“tied”’). When one of them “begins
execution,” it sends a cancellation message to the other one. This approach was found very effective
for a cluster-level distributed file system [99].

We attempted to build a similar mechanism, however MongoDB does not manage any 10

queues (unlike the distributed file system mentioned above). All incoming requests are submitted
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Figure 4.12: C3 and bursty noises. The figure is described in Section 4.5.8.

directly to the OS and subsequently to the device queue, which raises three complexities. First, we
found that most requests do not “linger” in the OS-level queues (Section 4.2.1-4.2.2); instead, the
device quickly absorbs and enqueues them in the device queue. As an implication, it is not easy
to know when precisely an IO is served by the device (i.e., the “begin execution” time). Device
queue is in fact “invisible” to the OS; MITTOS can only record their basic information (size,
offset, predicted wait time, etc.). Finally, it is not easy to build a “begin-execution” signal path
from the OS/device layer to the application; such signal cannot be returned using the normal 1O

completion/EBUSY path, thus a callback must be built and the application must register a callback

For these reasons, we did not complete the evaluation with tied requests.

vs. Snitching/Adaptivity

Many distributed storage systems employ a ‘“choose-the-fastest-replica” feature. This section

shows that such existing feature is not effective in dealing with millisecond dynamism. Specif-
ically, we evaluated Cassandra’s snitching [3] and C3’s adaptive replica selection [244] mecha-
nisms. As C3 improves upon Cassandra [244], we only show C3 results for graph clarity. Figure
4.12 shows that under sub-second burstiness, unlike MITTOS, neither Cassandra nor C3 can react

to the bursty noise (the gap between NoBusy and Bursty lines). When we create another scenario
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where one replica/disk is extremely busy (1B) and two are free (2F) in 1-second rotating manner,
the tail latencies become worse (the 1B2F-1sec line is below p90). We then decrease the noise
rotating frequency and found that they only perform well if the busyness is stable (a busy rotation

in every 5 seconds), as shown in the 1B2F-5sec line.

MITTOS-powered LevelDB+Riak

Figure 4.13 shows the result of MITTOS integration to LevelDB+Riak (Section 4.3). For this
experiment, we primarily evaluate MITTCFQ with disk-based IOs and use the same EC2 disk
noise distribution. Figure 4.13a shows the resulting latency CDF (similar to earlier experiments),
showing that MITTCFQ can also help LevelDB+Riak to cut the latency tail. Figure 4.13b depicts
the situation over time from the perspective of a single node. In this node, when the noise is high
(the high number of outstanding IOs make the deadline cannot be met), MITTOS in this node will
return EBUSY (the triangle points). But when the noise does not break the deadline, EBUSY is not

returned.

All in One

Finally, we enable MITTCFQ, MITTSSD, and MITTCACHE in one MongoDB deployment with
3 users whose data are mostly in the disk, SSD (flash cache), and OS cache, with three different
deadlines, 20 ms, 2 ms, and 0.1 ms for the three users, respectively. The SSD is mounted as a flash
cache (with Linux bcache) between the OS cache and the disk, thus our MongoDB still runs on one
partition. On one replica node, we simultaneously injected three different noises, disk contentions,
SSD background writes, and page swapouts. Put simply, we combine the earlier microbenchmarks
(Section 4.5.1) into a single deployment. We obtained results similar to Figure 4.4, showing that

all MITTOS resource managements can co-exist.
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Figure 4.13: MITTOS-powered Riak+LevelDB. The figure is explained in Section 4.5.8.

Writes Latencies

Our work only addresses read tail latencies for the following reasons. In many storage frameworks
(MongoDB, Cassandra, etc.), writes are first buffered to memory and flushed in the background,
thus user-facing write latencies are not directly affected by drive-level contention. Even if the ap-
plication flushes writes, most modern drives employ (capacitor-backed) NVRAM to absorb writes
quickly and persistently. We ran YCSB write-only workloads with disk noise and found that the

Base and NoNoise latency lines are very close to each other.

4.6 Discussions

4.6.1 MITTOS Limitations

We identify two fundamental MITTOS limitations: (1) First, besides hardware/resource-level
queueing delays, the software stack can also induce tail latencies. For example, an 10 path can
traverse a rare code path that triggers a long lock contention or inefficient loops. Such corner-case
paths are hard to foresee. (2) Second, while rare, hardware performance can degrade over time
due to many factors [103, 122, 123], or the other way around, performance can improve as device

wears out (e.g., faster SLC programming time as gate oxide weakens [118]). This suggests that
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latency profiles must be recollected over time; a sampling runtime method can be used to catch a
significant deviation.

In terms of design and implementation, our current version has the following limitations (which
can be extended in the future): (1) Currently, applications only pass deadline latencies to MITTOS.
Other forms of SLO information such as throughput [248] or statistical latency distribution [184]
can be included as input to MITTOS. Furthermore, applications must set precise deadline values,
which could be a major burden. Automating the setup of deadline/SLO values in general is an open
research problem [154]. For example, too many EBUSYs imply that the deadline is too strict, but
rare EBUSYs and longer tail latencies imply that the deadline is too relaxed. The open challenge is
to find a “sweet spot” in between, which we leave for future work. (2) MITTOS essentially returns
a binary information (EBUSY or success). However, applications can benefit from richer responses,
for example, predicted wait time (Section 4.5.8) or certainty/confidence of how close to or far
from the deadline the prediction is. (3) Our performance models require white-box knowledge of
the devices and resources queueing policies. However, many commodity disks and SSDs do not
expose their complex firmware logic. Simpler and more generic device models can be explored,

albeit with higher prediction errors (Section 4.5.7).

4.6.2 Beyond the Storage Stack

We believe that MITTOS principles are powerful and can be applied to many other resource man-
agements such as CPU, runtime memory, and SMR drive managements.

In EC2, CPU-intensive VMs can contend with each other. The VMM by default sets a VM’s
CPU timeslice to 30ms, thus user requests to a frozen VM will be parked in the VMM for tens of
ms [267]. With MITTOS, the user can pass a deadline through the network stack, and when the
message is received by the VMM, it can reject the message with EBUSY if the target VM must still
sleep more than the deadline time.

In Java, a simple “x = new Request ()" can stall for seconds if it triggers GC. Worse, all threads
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on the same runtime must stall. There are ongoing efforts to reduce the delay [196, 211], but we
find that the stall cannot be completely eliminated; in the last 3 months, we study the implemen-
tations of many Java GC algorithms and find that EBUSY exception cannot be easily thrown for the
GC-triggering thread. MITTOS has the potential to transform future runtime memory manage-
ment.

Similar to GC activities in SSDs, SMR disk drives must perform “band cleaning” operations
[110], which can easily induce tail latencies to applications such as SMR-backed key-value stores
[197,223]. MITTOS can be applied naturally in this context, also empowered by the development

of SMR-aware OS/file systems [56].

4.6.3 Other Discussions

With MITTOS, should other tail-tolerant approaches be used? We believe MITTOS handles a
major source of storage tail latencies (i.e., storage device contention). Ideally, MITTOS is applied
to all major resources as discussed above. If MITTOS is only applied to a subset of the resources
(e.g., storage stack only), then other approaches such as hedged/tied requests are still needed and
can co-exist with MITTOS.

Can MITTOS’ fast replica switching cause inconsistencies? MITTOS encourages fast failover,
however many NoSQL systems support eventually consistency and generally attempt to minimize
replica switching to ensure monotonic reads. MITTOS-powered NoSQL can be made more con-
servative abo-ut switching replicas that may lead to inconsistencies (e.g., do not failover until the
other replicas are no longer stale).

Can MITTOS expose side channels? Some recent works [147, 283] show that attackers can
use information exposed by the OS (e.g., CPU scheduling [147], cache behavior [282]). MITTOS
can potentially make 10 side channels more effective because an attacker can obtain a less noisy
signal about the I/O activity of other tenants. We believe that even without MITTOS, attackers

can deconstruct the noises by probing 10 performance periodically, however more research can be
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conducted in this context.

4.7 Related Work

Storage tails: A growing number of work has investigated many root causes of storage latency
tail, including multi tenancy [140, 161, 200, 248], maintenance jobs [60, 76, 193], inefficient
policies [134, 192, 272], device cleaning/garbage collection [55, 99, 140, 161, 270], and hardware
variability [130]. MITTOS does not eliminate these root causes but rather expose the implied
busyness to applications.

Storage tail tolerance: Throughout the paper, we discussed solutions such as snitching/adap-
tivity [3, 244], cloning at various different levels [62, 264], hedged and tied requests [99].

Performance isolation (QoS): A key to reduce performance variability is performance isolation,
such as isolation of CPU [281], 10 throughput [121, 239, 248], buffer cache [200], and end-to-end
resources [65, 89]. QoS-enforcements do not return busy errors when SLOs are not met; they
provide “best-effort fairness.” MITTOS is orthogonal to this class of work (Section 4.1.3).

OS transparency: MITTOS in spirit is similar to other works that advocate more information
exposure to applications [67] and first-class supports for interactive applications [273]. MITTOS
provides busyness transparency by slightly modifying the user-kernel interfaces (mainly for pass-

ing deadlines and returning EBUSY).

4.8 Conclusion

Existing application-level tail-tolerant solutions can only gu-ess at resource busyness. We propose
a new philosophy: OS-level SLO awareness and transparency of resource busyness, which eases
applications’ tail and other performance management. In a world where consolidation and sharing
are a fundamental reality, busyness transparency, as embodied in the MITTOS principles, should

only grow in importance.
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4.9 Appendix: Details

This section describes how we compute 7}, free (freeTime) as discussed inSection 4.2.1-4.2.2.
For the noop scheduler (Section 4.2.1), we model the disk queue Q as a list of outstanding 10s
{ABCD. ..}. Thus, the Q’s wait time (qTime) is the total seek cost of every consecutive IO pairs in

the queue, which will be added to freeTime:

qTime += (seekCost(A,B) + seekCost(B,C) + ...);

freeTime += qTime;
We then model the seekCost from IO X to Y as follows:

seekCost (X,Y) =
seekCostPerGB * (Y.offsetInGB - X.offsetInGB) +

transferCostPerKB * X.sizeInKB;

The transferCostPerKB is currently simplified as a constant parameter. The seekCostPerGB pa-
rameter is more challenging to set due to the complexity of disk geometry. To profile a target disk,
we measure the latency (seek cost) of all pairs of random IOs per GB distance. For example, for
a 1000 GB disk, we fill a matrix seekCostPerGB[X] [Y], where X and Y range from 1 to 1000, a
total of 1 million items in the matrix. We profile the disk with 10 tries and use linear regression for
more accuracy.

The next challenge is to model the queueing policy. For noop (FIFO) scheduler, the order of IOs
do not change. However, as the IOs are submitted to the disk, the disk has its own disk queue and
will reorder the 10s. Existing works already describe how to characterize disk policies [229, 231].
For example, we found that our target disk exhibits SSTF policy. Thus, to make freeTime more
accurate, qTime should be modeled into an SSTF ordering (sstfTime), for example if the disk head

position (known from the last IO completed) is currently near D, then the freeTime should be:

sstfTime += (seekCost(D,C) + seekCost(C,B) + ...);

freeTime += sstfTime;
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For CFQ, the modeling is more complex as there are two-level of queues: the CFQ queues
(based on priority and fairness) and the disk queue (SSTF). Thus, we predict two queueing wait

times cfqTime and sstfTime. Predicting cfqTime is explained in Section 4.2.2.
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CHAPTER 5
LINNOS: PREDICTABILITY ON UNPREDICTABLE FLASH STORAGE

WITH A LIGHT NEURAL NETWORK

LinnOS is an operating system that leverages a light neural network for inferring SSD performance
at a very fine—per-IO—granularity and helps parallel storage applications achieve performance
predictability. LinnOS supports black-box devices and real production traces without requiring
any extra input from users, while outperforming industrial mechanisms and other approaches. Our
evaluation shows that, compared to hedging and heuristic-based methods, LinnOS improves the
average I/O latencies by 9.6-79.6% with 87-97% inference accuracy and 4-6us inference overhead
for each I/O, demonstrating that it is possible to incorporate machine learning inside operating
systems for real-time decision-making.

The biggest challenge for LinnOS is to be as effective and fine-grained as the popular approach,
speculative execution, which can mitigate every slow I/O by sending a duplicate I/O to another
node or device. Speculative execution’s success in increasing predictability comes at the cost of
poor resource utilization. The key to avoiding this cost is to know the current activities going on
inside the devices and always schedule I/Os to less occupied devices. However, because keeping
the abstraction barrier is a fundamental constraint, we need to learn to infer latency and make
the inference highly usable. Achieving this requires learning and inferring on a very fine, per-
I/0 scale in a live fashion. To the best of our knowledge, there is no existing learning approach
for I/O scheduling that supports such fine-grained learning due to the challenges of achieving
per-1/0O accuracy and fast online inference. To address this, LinnOS introduces three technical
contributions.

First, LinnOS converts the hard latency inference problem into a simple binary inference (“fast”
or “slow” speed). We take advantage of the typical latency distributions in system deployments,
specifically, a behavior that forms a Pareto distribution with a high alpha number. In other words,

most of the time (e.g., >90%), the latency is very stable, but occasionally (e.g., <10% of the
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time), the latency exhibits a long-tail behavior [89, 99, 183, 206]. The behavior of flash storage
reflects the same distribution [81, 130]. In this simple view where users only want “slow” I/Os to
become “fast,” inferring the exact latencies is overkill. With this intuition, LinnOS comes with an
algorithm that monitors the latency distribution of the current workload running on the flash device
and computes a roughly optimal threshold that separates the slow and fast speed ranges.

Second, with the binary model, LinnOS employs a simple admission control for clustered stor-
age applications. LinnOS makes a binary inference on every incoming I/O using a light neural
network model that infers the I/O speed in advance without any guide from the device nor applica-
tion. If the I/O is inferred to be fast, LinnOS will submit it down to the flash device, or else it will
revoke the I/0 and inform the clustered application. With this timely and straightforward binary
information, the storage application can quickly failover the I/O to another node or device that
holds the same replica. Furthermore, resources are efficiently utilized because the original slow
I/0O has been revoked.

Third, LinnOS balances the accuracy and performance of the neural network. High accuracy
but high inference time will lead to a significant per-1/0 overhead, especially for modern SSDs. On
the other hand, lowering inference time by lowering accuracy will lead to many false inferences
that make storage performance hard to reason about.

For high accuracy, LinnOS profiles the latency of millions of I/Os submitted to the device (a
natural “data lake’), which will be used to train the neural network. Furthermore, as we convert
regression to a simple binary classification, the output accuracy is significantly improved (akin
to the simplicity of “cat or dog” image classification). The next challenge is to decide the input
features that matter most to improving accuracy. We will present our surprising findings. For
example, “important-looking” features such as block offsets, read/write flags, or long history of
writes do not play a significant role. In the end, the input features become tractable with only two
types of information: the latencies of a few recently completed I/Os and the number of pending

1/0s when those I/Os and the current, to-be-inferred I/O arrived.
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For performance, the challenge is to make an inference (admission decision) in sub-10us,
which is crucial as we target fine-grained live inference for fast storage devices. While using
deeper models with more features can improve accuracy, it will hurt inference latency and will be
deemed too expensive for usage in the I/O layer. Through several design iterations, we cut the
inference time to 4-6us with minor accuracy loss, achieved with several methods: a 3-layer light
neural network, weight quantization, and (optional) 2-threaded/2-core matrix multiplication.

Our evaluation shows that LinnOS supports a wide variety of black-box devices (10 device
models tested) and works on real production traces without requiring any extra input from users
(e.g., hints about traces/devices or latency deadlines etc.), outperforms industrial approaches such
as pure hedging, and beats simple and “advanced” heuristics that we design. Compared to these
methods, LinnOS, complemented by hedging based on the learning outcome, further improves the
average I/O latencies by 9.6-79.6% with 87-97% accuracy and only 4-6us inference overhead for
every 1/0.

Overall, we show that it is plausible to adopt machine learning methods for operating systems

to learn black-box devices. We conclude with many interesting discussions to explore in the future.

5.1 Overview

We now give the overview of LinnOS, its usage scenario, architecture, and challenges, followed

by its design (Section 5.2).

5.1.1 Usage Scenario

LinnOS is beneficial for parallel, redundant storage such as flash arrays (cluster-based or RAID)
that maintain multiple replicas of the same block, as illustrated in Figure 5.1. (a) With LinnOS,
when a storage application performs an I/O via OS system calls, it can add a one-bit flag, hinting
to LinnOS that the I/O is latency-critical (LC=true), e.g., for interactive services. Such tagging

of critical operations has been proposed many times [273, 280], but in our case, the bit is used
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Figure 5.1: Usage scenario. This usage scenario is explained in Section 5.1.1. “LC” implies
latency critical.

to trigger LinnOS to infer the I/O latency. (b) Before submitting the I/O to the underlying SSD,
LinnOS inputs the I/O information to the neural network model that it has trained, which will make
a binary inference: fast or slow. (c) If the output is “fast,” LinnOS submits the /O down to the
device. (d) Otherwise, if it is “slow,” LinnOS revokes the 1/0 (not entered to the device queue) and
returns a “slow’” error code. (e) Upon receiving the error code, the storage application can failover
the same I/O to another replica. (f) In the worst case where the application must failover to the last
replica, this last retry will not be tagged as latency-critical so that the I/O will complete and not be

revoked.

5.1.2 Overall Architecture

Figure 5.2 shows LinnOS’s overall architecture, which consists of five main components.

(a) The model. At the center of LinnOS is the speedy inference model (Section 5.2.3) with
a light neural network. The model’s input features are information about the current outstanding
I/Os and recently completed ones. The model infers the speed of every incoming I/O individually.

The model’s output is the binary inference about the I/O (fast/slow).

(b) Tracing. To train the model, LinnOS uses the current live workload that the SSD is serving.
To have a rich representative data, this can be done during normal busy hours. The I/O metadata
(block offset, size, read/write) and their resulting latencies are recorded using blktrace. With

millions of I/Os collected, this naturally forms the “data lake” of our model. The training data (the
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Figure 5.2: LinnOS architecture. The figure displays LinnOS architecture including LinnApp,
as summarized in Section 5.1.2. The two SSD pictures represent the same SSD instance, the left
one depicts tracing/training and the right one live inference on the SSD.

collected trace) is expected to be different than the “test data” (the I/Os that will be inferred when

the model is activated).

(c) Labeling with inflection point analysis. The collected trace is then supplied to LinnApp, a
supporting user-level application. LinnApp has three main jobs: labeling, training, and uploading
trained weights to LinnOS. Because the model is designed to produce a binary output, the model
must be trained with two labels, “fast” and “slow.” Hence, given a latency distribution in the trace,
LinnApp runs an algorithm (Section 5.2.2) that finds the “inflection point,” a latency value that

divides the fast and slow latency ranges.

(d) Training. With this inflection point, LinnApp labels the traced I/Os with “fast” and “slow”
labels and proceeds with the training phase (using TensorFlow). We emphasize the labeling is
done automatically without human input. This training phase can be run anywhere, on GPU or

CPU nodes.

(e) Uploading weights. The training phase generates the weights for the neurons in the model
that will be uploaded to LinnOS. Because using floating points is not well supported in OS kernel,

the weights are converted to integers by quantization. The model is then activated, and LinnOS is
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ready to make inferences and revoke “slow” 1/Os.

5.1.3 Challenges

Using a machine learning approach for making online, fine-grained inferences on I/O speed re-

quires us to solve the following fundamental challenges.

High accuracy. The inference must be accurate. We should not revoke I/Os that can be served
fast (“false revoke”) or submit those that will be slow (“false submit”). Accuracy depends on
careful output labeling and input features selection. If the label classification is too complicated,
high accuracy is hard to achieve, e.g., we find that classification by linear bucketing (0-10us, 10-
20us, etc.) or exponential bucketing (0-1us, 2-4us, etc.) is hard to make accurate and should
remain as a future work. However, the simple two-class approach (fast or slow) simplifies the

output into a binary format, which helps the model achieve high accuracy.

Fast inference. For modern SSDs, while the raw NAND read latency is advertised to be
below 100us, we see that for typical production workload on data-center SSDs (Section 5.3), the
actual user-perceived latency is above 200us more than 50% of the time. Given this observation,
we believe the challenge is to do decision-making in around Sus, a <3% overhead per I/O. Fast
inference depends on input preprocessing, the depth of the layers, neuron complexity, and feature
representation. Using deep layers that tend to improve accuracy is not attractive in our problem
domain. The input features must be minimized to include only the features that matter. Hence,
we must balance accuracy and performance. Moreover, considering that operating systems run on

CPUs, the models inside must be CPU-friendly [261].

Anticipating heterogeneity. In flash arrays (RAID or cluster-based), the user load is not al-
ways balanced, and all the flash hardware might not be homogeneous. Because this heterogeneity
can lead to different latency distributions observed on different devices, we should not use one

global latency value (e.g., Ims inflection point) to differentiate fast and slow speed for all the de-
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Figure 5.3: Anticipating heterogeneity. The figure shows heterogeneous trained models, as
mentioned in Section 5.1.3.

vices in the array. For example, 3ms perhaps could be considered fast enough on slower SSDs or
the ones with heavier user load. While we do not expect that the heterogeneity will be extreme
(e.g., a good storage system typically balances the load very well), heterogeneity is still impor-
tant to address. For this reason, LinnApp collects per-device traces and trains the model for every
load-device pair in the array (Figure 5.3). After the training phase completes, LinnApp supplies
the model weights to all instances of LinnOS in a cluster-based array or to one instance of LinnOS
in a RAID-based array. In the latter, LinnOS carries N trained models for the /N drives in the
RAID. Furthermore, to anticipate workload changes over time, LinnApp occasionally recollects
traces (e.g., every few hours) to check if the inflection point has shifted significantly such that the

model must be retrained.

5.2 LinnOS Design

In this section, we dive deep into our solution to the challenges mentioned above. To the best
of our knowledge, LinnOS is the first operating system that successfully infers I/O speed in fast,
accurate, live, fine-grained, and general fashions. The key to this is the “lightness” of the neural
network model that LinnOS employs. This section presents the final design and the principal
intuitions about how we get here. We will explain LinnOS design chronologically, from data
collection (Section 5.2.1), labeling via inflection point analysis (Section 5.2.2), the model design

(Section 5.2.3), and how to improve its accuracy (Section 5.2.4) and performance (Section 5.2.5),
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and summarize the advantages again (Section 5.2.6).

5.2.1 Training Data Collection

This project started with a simple question: can we infer the performance of every I/O accurately?
Since we use machine learning, accuracy depends on the amount of true-signal data available, the
more, the better. Fortunately, I/O systems inherently can collect a large amount of data. Given low-
overhead tracing tools and hundreds of KIOPS of workload that modern SSDs can serve, collecting
a large amount of data for training is not an issue (a large “I/O data lake”).

For every load-SSD pair to model, LinnApp collects traces of the real workload running on
the drive. For example, for inferring a production workload performance on a particular SSD in
deployment, an online trace will be collected. For every I/O, we collect 5 raw fields, the submission
time, block offset, block size, read/write, and most importantly, the I/O completion time. Because
the model input (Section 5.2.3) does not necessarily take the same raw fields, in this phase, we also
convert the fields to the input feature format.

The main challenge here is to decide how long the trace should be. If the behavior of the
training data (the latency distribution) is very different from that of the “test” data (the to-be-
inferred I/Os), the inference accuracy will drop. In this work, we take a simple approach where we
use a busy-hour trace (e.g., midday). In the evaluation (Section 5.3.2), we show that for production
workloads, a busy-hour trace well represents the other hours, i.e., the inflection point does not
deviate much. As mentioned above, to anticipate a dramatic shift in workload behavior, retracing

and retraining can be done.

5.2.2 Labeling (with Inflection Point)

As we employ a supervised classification approach, the model must be trained with labels. If we
label every I/O with the actual ps-level latency, there will be too many labels for our problem

domain; a user might not care if the I/O is delayed by 1us. Another option is to use a linear
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Figure 5.4: Inflection point (fast/slow threshold). The figures show the results of using higher,
lower, and semi-optimum inflection point (IP) for fast/slow threshold as explained in Section 5.2.2.
The figures format is latency CDF; as in Figure 2.1.

(0-10ps, 10-20us, and so on) or exponential labeling (2-4us, 4-8us, and so on). While these fit
better, the model is still hard to make accurate and fast after many design iterations. The accuracy
only reached 60-70% because many times, an I/O that should fall into a specific group (e.g., 128-
256us) is often mis-inferred to the neighbor groups (e.g., 256-512us)—*“a Lhasa Apso dog can
easily be misidentified as a Shih Tzu dog.” This is perhaps why prior successes in auto-learning
storage performance were only done at a coarse-grained level such as average latency or throughput
aggregated for many requests [136, 257, 274].

With all this mind and the understanding of how performance variance behaves in the field
[81, 99, 130, 183, 199], we observe that latencies often form a Pareto distribution with a high
alpha number [19]. As an example shown in Figure 5.4a, 90% of the time, the latency is likely
stable, but in the other 10% of the time, it starts forming a long tail. Such a Pareto distribution
clearly contrasts the fast and slow regions. Hence, a simple conjecture can be made that users only
worry about the tail behavior, not the precise latency.

To separate the two regions, we need to find the “best” inflection point (marked with “IP=?" in
Figure 5.4a) for maximizing the latency reduction. Setting the inflection point too relaxed (e.g., the
p95 latency in Figure 5.4b) will make LinnOS treat the slow I/Os between p90 and p95 as “fast”
(no failover), reducing the opportunity for effective retries, hence failing to cut many tail latencies,
as highlighted by the small shaded area between the original and projected distributions (more in
Section 5.2.2) in Figure 5.4b. On the other hand, setting the inflection point too low (e.g., the p80

latency in Figure 5.4c) will make LinnOS revoke too many I/Os, including those that are supposed
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to be fast, which will induce unnecessary retry overhead as shown in Figure 5.4c.

An optimum inflection point implies that for every slow I/O that will be revoked, it can be
guaranteed that the other replicas can serve it fast within the same time frame. Likewise, for every
fast I/O, it should not be failed over. Finding this optimum point will deliver the maximum gap
between the original tail-heavy and tail-free distributions, as shown by the large shaded area in
Figure 5.4d. Finding an optimum value however is hard in practice, fundamentally because of
the many unknowns: we do not know which replica the request will be failed over to (application
dependent); the training data is only an approximation of the future unknown test data; other
variability such as CPU or network contention can factor into unknown retry overhead. The next
section describes our best-effort algorithm in finding a semi-optimum inflection point for every

workload-device pair.

Inflection Point Algorithm

First, during data collection, we collect ¢ workload traces (77 to T) running on d devices (D; to
D), respectively, where t==d. Every trace T; gives us the latency distribution of the workload
running on the device (as in Figure 5.4a). To find the unique inflection point (IP) value for every
T;—D; pair, we run a user-space simulation based on random replica selection as follows. For
illustrative purposes, we use specific device numbers (e.g., D7) in our explanation below.

(1) For every 1T;—D; pair, we pick a starting IP value where the CDF line (with z-axis and
y-axis of same visual length) begins bending at 45 degree (likely entering the tail area). For ex-
ample, if for D1, the T7’s 45-degree slope is at y=p90.5 and x=1ms, then the IP value is initially
set to Ims. (2) For the currently simulated device, D1, we run a simulation of 1 million I/Os,
(r;=0..1000000) Where each I/O request r; takes a random latency value from 77 ’s real latency dis-
tribution. We then simulate LinnOS admission control: if the chosen latency is smaller than 1ms
(the current IP), the r;’s new latency is set to be the same; else, if it is larger than 1ms, it will be

revoked and failed over to another randomly selected node (e.g., D4) where a new random latency
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is picked from its trace, 7}, and the admission control is repeated (submit or revoke). We assume
three replicas (configurable), hence a request can only be revoked a maximum of two times. (3)
The simulation produces the new, optimized latencies for all the r; in workload trace 7 that pre-
viously went to only one device, D1, but now can be redirected as if LinnOS admission control is
activated. These optimized r; latencies form the new CDF (as in the bold blue line in Figure 5.4d).
Using the original and new CDFs, we can calculate the area difference (the shaded “boost area” in
Figure 5.4d), which represents the latency gain if 1ms (p90.5) is used as the IP value. (4) Still, for
D1, we repeat all the steps above by moving +/-0.1 percentile within the +/-10 percentile ranges
from the initial IP value. For every new IP value, the simulation gives a new boost area. We now
can pick the I P"* the IP value that gives us the largest (positive) boost area, which will be used
as the fast-slow threshold in training the model for device D7. (5) We repeat all the steps for other
devices (D9, D3, etc.). At the end, for every T;—D; pair, our algorithm generates a unique / P;"%*

value. All these steps are repeated upon recalibration (Section 5.2.4).

5.2.3 Light Neural Network Model

Before we decided to build a light neural network model, we explored various learning methods
such as logistic regression, decision trees, and random forests. We found that the accuracy only
ranges from 17-84%, while a basic neural network can reach a better accuracy. Although it is
possible to continue optimizing each of these methods to its full potential, we decided to start from
an acceptable baseline that our initial neural model delivered. Below, we describe our final model
(Figure 5.5), from input features, their representation, to the neural layers. We will emphasize how

we use storage intuitions to design the model, as opposed to brute-force.

Input features. To infer the speed of every I/O, our model takes three inputs: (a) the number of
pending I/Os when an incoming I/O arrives (in the number of 4KB pages, including the incoming
I/0), (b) the latency of the R most-recently completed I/Os, where we set R as 4, and (c¢) the

number of pending I/Os at the time when each of the R completed 1/Os arrived. We now reason
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Figure 5.5: Light neural network. The figure depicts LinnOS 3-layer neural network explained
in Section 5.2.3.

Input Iayer

about these necessary inputs.

Deciding the first feature is straightforward—an I/O latency typically correlates with how many
I/Os are currently pending. The unit we use here is the number of 4KB pending pages, and the
reason is that the lowest granularity of striping inside SSDs is typically at the page level and the
main contention is at channel and chip level.

While for disks, the first feature might be sufficient for inferring single-spindle performance,
for SSDs, the other two features are required. In essence, to speculate whether the SSD is currently
busy internally, we need to record a small piece of historical information, the latencies of the last
four I/Os, as well as how many pending I/Os existed when those I/Os arrived. Put simply, if
recent I/Os experienced a long delay without many pending I/Os, then the model could learn that
there is likely an internal contention due to device-level activities such as GC, internal flushing,
or wear leveling. In this case, the model will suggest revoking incoming I/Os until the number of
pending I/Os drops substantially so that the device can possibly provide fast responses even with
heavy internal activities. Once the device resumes serving I/Os, the model can tell whether the
device-level contention is over by learning the returned latency values.

Our features above look simple because we have removed unnecessary features after many
design iterations. For example, we surprisingly found that important-looking features such as block

offsets, read/write flags, or long history of writes do not significantly improve accuracy. We make
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several conjectures. First, on read/write flags, although NAND-level read/write latencies differ,
almost all medium/high-end SSDs employ write buffering. Thus, the problem of read-behind-write
is no longer observable. More likely observable is read-behind-buffer-flush delays, which can be
learned from our input features. Second, on block offsets, because we target production workloads
and the fact that SSDs typically stripe incoming I/Os uniformly across all channels and chips (or
with some bounded partitioning), the workload is likely to be evenly scattered, hence block offsets
do not really matter for learning. In other words, scenarios where a batch of incoming I/Os with
block offsets that simultaneously hit only one chip rarely happen in the field. Third, on history
of writes, internal activities such as GC and buffer flush often happen in a short burst, hence they
can be sensed by just observing the speed of the last four I/Os. These are surprising but fortunate

findings because using just a small set of features will reduce the model’s overhead.

Input format. The next challenge is to choose the right input format to be fed to the neurons.
First, for the R value, if accuracy is the only important metric, we should record more completed
I/Os (the higher R, the better), but it would prolong inference time as the number of neurons would
increase. We found that =4 suffices for balancing performance and accuracy.

In another simplification, we format the number of pending I/Os into three decimal digits. For
example, the format for 15 pending I/Os is three integers {0,1,5}. Three digits suffice as device
queue length of over 1,000 is rarely heard of. Similarly, for the latencies of the recent completed
I/Os, we break the ps latency value into four digits. For example, a latency of a recent I/O that
completed in 240us will be formatted as four features {0,2,4,0}. Latencies larger than 9,999us
will be capped to {9,9,9,9}. In total, our model takes 31 input features, each a one-digit decimal
number.

Reformatting the original integers into decimal digits is an effective trade-off. If we use bits and
supply every bit to every neuron, there will be too many neurons that increase the model size and
hurt inference time. On the other extreme, if every neuron takes a raw integer value, the neurons

need to learn over a wide input range, which makes learning/training harder (e.g., latency value
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can range from 1us to over 9,999us). With decimal digits, we make the neuron learning bounded

within a small range of 0 to 9.

The network. The final model is a fully-connected neural network with only three layers
(“light”), including one input/preprocess layer, one hidden layer, and one output layer, as shown in
Figure 5.5. All the neurons are regular linear neurons (y=wx+b),

The input layer is supplied with the 31 features described above. The raw information from
the block layer is converted to the feature format, in an offline way for training and an online
way for live inference. For the latter, with some programming optimization, we can achieve O(1)
preprocessing overhead. Next, the hidden layer consists of 256 regular neurons. This layer uses
RELU activation functions for its low computation cost and ability to support non-linear modeling.
More neurons will cause longer inference time and fewer neurons less accuracy. Lastly, the output
layer has 2 neurons with linear activation functions. We use an argmax operator to convert the
output to a binary decision (e.g., {0.4,0.6} to {0,1}). Overall, this design makes the network

lightweight and easy to integrate into the OS, while balancing inference accuracy and performance.

Preceding design iterations. Here we briefly describe how we reach the current design. We
started by using the I/O offsets in binary format (32-bit) as the input features since the device
FTL mapping basically uses I/O offsets to decide where the 1/Os go, which defines the resource
contention. This setting allows the learning models to achieve higher accuracies (up to 99% for
some traces), however it has a heavy model and high inference overhead, which is impractical
for real-time usage. We further trimmed the heavy model but could not find a reasonable tradeoff
between generality and inference overhead. As a result, we took a step back from the fine-grained

features and switched to a more aggregate one, and finally reached the current design.

5.2.4 Improving Accuracy

To further improve the model accuracy, we perform false-submit reduction via biased training,

model recalibration via retracing/retraining, and inaccuracy masking with high-percentile hedging.
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Reducing false submits. An accurate inference means LinnOS submits I/Os that will be fast
(true negative) and revokes those that will be slow (true positive). Reversely, inaccurate cases can
be categorized into (a) “false submit” (false negative) wherein the model believes the request will
be served fast, making LinnOS submit the request to the device, but the request will take longer
than the fast-slow threshold, or (b) “false revoke” (false positive) where the I/O is revoked, but in
fact, it can be served fast by the device.

Using the same system intuition on typical latency distributions in the field (Section 5.2.2), we
found that reducing false submits is far more important, while false revokes are more tolerable. The
reason for the latter is that when the storage devices of a cluster exhibit similar tail behavior (high-
alpha Pareto), the probability that peer devices are simultaneously busy is relatively small. For
example, with three replicas and P% busyness, the probability that all the replicas are busy around
the same time is (P/100)% (e.g., 0.000125 with 5% busyness). Another factor is the increasing
network speed where a failover cost can be as low as 1-6us for flash arrays across PCle or Fiber
Channel or 5-40us across Ethernet [7] (plus some negligible software overhead).

To summarize, the wrong inference penalty is small for false revokes but high for false submits.
In the latter, the I/O will be “stuck™ in the device and cannot be revoked. This motivates us to
use biased training for reducing false submits by allowing more false revokes. We do this by
customizing the categorical hinge loss function with a multiplier that puts more penalty weights

for false submits, which makes the trained models favor false revokes.

Recalibrating. Another source of inaccuracy happens when the inflection point computed over
the training data does not represent the same threshold of the “test” data (the workload during live
inference). This can happen under significant workload changes that cause shifts in the latency
distributions of the nodes in the cluster. Fortunately, our evaluation of production traces shows that
latency distributions do not widely shift across hours (Section 5.3.2). However, to anticipate this
scenario, re-tracing and re-computation of inflection point analysis can be done periodically every

a few hours. If in the new workload-device pair, the inflection point has shifted by five percentiles,
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LinnApp will retrain the model using the newly collected trace and re-upload the new trained
weights to the device. Running blktrace during the busiest hour in the production workloads we
use only generates 300 MB of data (85 KB/s of trace writes) and increases CPU overhead by 0.5%

(only relevant parameters are traced).

Masking small inaccuracy. Our methods above managed to increase accuracy up to 98%. Just
like other neural networks, achieving 100% accuracy is fundamentally hard and usually implies a
lack of generality. Within the small inaccuracy, long latency tail due to false submits still needs to
be circumvented. This is where we marry learning and hedging [99]. When the false submit rate!
(Section 5.3.4) is significant (e.g., >5%), we use the rate as an indicator for the hedging percentile
value. For example, if 6% of the inferences produce false submits, then p94 hedging will be ap-
plied. For the rare cases where the false submit rate is lower, we use the conventional p95 hedging,
which typically achieves a good balance between issuing extra I/Os and tail-cutting. Though some-
times this design issues more extra I/Os, it can bring a further performance improvement (Section

5.3.3).

5.2.5 Improving Inference Time

A large part of deep neural network (DNN) research mainly focuses on how to structure even larger
networks to achieve the highest possible accuracy [23]. Strict latency is not a typical constraint
for neural networks. However, putting a neural network into the storage layer poses a unique
challenge. Our goal is to reach around Sus of inference time (as discussed in Section 5.1.3), and

although the 3-layer design is fundamental to reach the goal, we made further optimizations.

Quantization. First, neuron weights are by default in floating points for improving accuracy,
but it is an overkill for our purpose. Some of the major storage functionalities that define con-

tention are striping and partitioning using mod operations over integers, which does not require

1. To clarify, different from conventional way of calculating false positive/negative, in this paper, the false submit
rate is based on the submit decision and the actual resulting latency.
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ultra-high precision. Besides, floating point calculations are expensive and hard to manage inside
the OS. Hence, we adopt DNN quantization by maintaining precision of three decimal points;
the trained floating-point weights are converted to integers with precision of three decimal points.
DNN quantization is a popular technique to reduce the space, power, and computation cost of DNN
on mobile-platform and IoT devices, albeit some loss on accuracy [96, 146, 271]. In our case, the

accuracy loss from quantization is bounded within 0.1%.

Co-processors. Second, using additional accelerators such as GPUs and TPUs may be possible
in the future, but currently, they are optimized more towards throughput and not easy to interact
with the host kernel code. If we move the inference to GPUs, the cross-communication would add
more overhead. Furthermore, technology trend suggests that 100-200x improvement on inference
latency can be foreseen in the near future with more advanced hardware innovations [16], which
can make LinnOS future deployment more practical, especially when storage devices are getting
faster. However, until this technology arrives, we show that LinnOS can opportunistically use co-
processors (if available) to reduce the average inference time (e.g., from 6 to 4us with 2-threaded

optimized matrix multiplication using one additional CPU core).

5.2.6  Summary of Advantages

With all of the techniques, LinnOS delivers advantages in various dimensions, which we show in

the evaluation.

» Performance predictability. The most important advantage is that LinnOS helps storage
applications achieve predictable performance on flash arrays, outperforming other popular

methods.

* Automation. LinnOS auto-infers unpredictability by learning from millions of I/Os as a nat-
ural data lake and automatically trains and produces neuron weights for different workloads

and devices. Storage developers do not have to tweak and configure heuristics manually.
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* Generality. To achieve predictability, LinnOS does not require device-level modification nor
a heavy redesign of file systems or applications. Storage applications simply need to tag
latency-critical I/Os. Failover/retry logic is already a standard in many storage applications

with data replicas.

» Timeliness. With fast inference, the application can failover as soon as the slow error code

is returned, without the need to wait (i.e., a more “timely” decision).

 Efficiency. With auto-revocation, LinnOS eliminates duplicate I/Os suffered in hedging.
Some production systems do not use hedging for the same reason and instead use a more ef-
ficient method such as “tied requests,” where clones are sent but when one of them is served,
the duplicate is canceled [99]. Similar to this “clone-then-cancel” method, our “(timely)
revoke-then-failover” also avoids duplicates. Furthermore, while some implementation of
tied requests burdens the application layer [99], LinnOS supports I/O revocation inside the

kernel.

» Simplicity. We do not require applications to supply an SLO value such as a deadline [63,
129, 250, 278]. 1/0 system calls today do not accept SLO info, arguably because setting
the proper SLO is not easy [154, 184]. LinnOS simplifies all of this with fast/slow binary

classification.

5.2.7 Implementation Complexity

LinnOS extends Linux v5.4.8 in 2170 LOC within the block layer, mostly for the neural network
model (written in C) and the simple revocation mechanism. The memory space needed for one
neural network model (in total 8706 weights and biases) is only 68 KB of kernel memory. LinnApp
is written in 3820 LOC including for data collection, labeling, training (using TensorFlow), and

quantization.
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5.3 [Evaluation

In this section, we first describe our evaluation setup (Section 5.3.1) and then present the results

that answer the following important questions:

- Stability (Section 5.3.2): Is our inflection point algorithm stable enough for production work-
loads?

- Latency predictability (Section 5.3.3): Does LinnOS successfully deliver more predictable
latencies compared to other methods?

- Accuracy (Section 5.3.4): How accurate is LinnOS neural network in inferring per-1/0
speed?

- Trade-off balance (Section 5.3.5): What are the performance and accuracy trade-offs that
LinnOS balances?

- Others (Section 5.3.6): How does LinnOS work on other public traces? Can LinnOS support

full-stack storage applications? What is the CPU overhead?

5.3.1 Setup

We present the evaluation workloads, devices, experiments, and methods to which we compare.

Workloads. Our ultimate goal is to evaluate whether LinnOS can help real production sce-
narios. We use SSD-level traces from Microsoft Azure (AZ), Bing Index (Bingl/BI), Bing Select
(BingS/BS), and Cosmos (CO) servers. Each server type contains I/O traces for six devices. The
average trace contains 36 hours of I/0O operations.2 For training data, from each of the four server
types, we pick three busiest device traces and then pick the busiest hour (three same hours); we
limit to three due to the number of (expensive) enterprise SSDs that we have (more below). For

the “test data” that is dedicated for live experiments, we pick a random time slice from other busy

2. The traces are available from Microsoft to the academic community with NDA.
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hours, hence training and test data do not overlap. Overall, the training and test data do not occupy

the entire available traces.

SSD devices. For performance evaluation, we show how much LinnOS helps flash arrays de-
liver predictable latencies. We prepared two flash arrays with consumer (““C”’) and enterprise (“E”)
configurations. The former connects an array of three homogeneous SM951 consumer-level SSDs,
and the latter forms three heterogeneous enterprise-level SSDs, Intel P4600, Samsung PM1725a,
and WD Ultrastar DC SN200. We assume every block is replicated three times across the devices,
a typical setup for consumer-facing storage servers. For both configurations, the machine has a
2.6GHz 18-core (36-thread) Intel 19-7980XE CPU with 128 GB DRAM. We mainly do not use any
accelerators (Section 5.2.5). The overhead for failing over revoked I/Os is 15us. For accuracy
evaluation, beyond these four flash models, we also use Intel SSDSC1BG40, Intel SSDSC2BXO01,
Intel P3700, Intel P4510, Intel S3700, and Samsung 960 EVO, for a total of 10 models. Prior to
this evaluation, all devices have been used for months with many workloads that reach the devices’

full capacities, hence mimicking devices in the field.

The experiments. For performance evaluation, the experiments are performed with a storage
application that executes the traces on the flash arrays, where all the devices serve read/write
workloads. For example, in one experiment, the application simultaneously executes three different
Azure traces on three separate SM951 devices in the consumer flash array and records the latencies
of completed read I/Os. The application has a failover capability to complete revoked I/Os at other
devices (as shown earlier in Figure 5.1). All read I/Os are marked as latency-critical.> We are also
aware that the traces were collected on medium-end devices at Microsoft (in 2016). Hence, for our
high-end flash array configuration, we have to mimic a heavier workload by re-rating the traces to
be more intensive. Our methodology is that for each re-rated trace, the resulting baseline latency

distribution (after running it on the high-end device) should be similar to the latency distribution

3. We assume that no write I/Os are latency critical as they are usually absorbed by write buffers. However,
if needed, our techniques can be easily integrated with kernels/applications that support write re-routing (e.g., Au-
toRAID, RAID+).
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Test | Avg | Max | R:tW | Avg I/O Size | Max I/O Size
Trace | IOPS | IOPS | Ratio | Read/Write Read/Write
AZ/C | 745 | 49K | 27:73 24K/18K 64K/64K
BI/C | 361 | 1.8K | 17:83 57K/30K 64K/1M
BS/C | 114 | 1.1K | 22:78 | 163K/73K 2M/SM
Co/C | 113 623 | 32:68 | 479K/121K 6M/32M
AZ/E | 13K | 31K | 25:75 25K/17K 64K/64K
BI/E | 24K | 9.2K | 23:77 55K/30K 512K/1IM
BS/E | 1.3K | 43K | 27:73 | 196K/73K 2M/9M
CO/E | 2.5K | 7.2K | 22:78 | 430K/107K T™M/32M

Table 5.1: I/O characteristics of re-rated traces (Section 5.3.1). The upper part (first four
rows) is for the consumer-level flash array and the lower is for the enterprise-level one. Every
max-1OPS value is measured within a 10-second window.

in the original trace.

Table 5.1 shows the I/O characteristics of the re-rated traces. Typically, running these re-rated
traces on our drives shows a low slack (<5% of all I/Os) and noticeable burstiness (5-30%, where
I/Os need to wait in the OS as the SSD queues are full), which we believe accurately emulates the
slack and tail behaviors seen in real deployments. Also, we notice that the workload bursts across
devices are highly correlated, which, in some cases, can cause inevitable long-tail behaviors that
no failover can handle. However, in real runs we find that the internal busyness of the devices is
not necessarily correlated due to device-level complexities, as LinnOS shows great improvement
by evading the underlying device idiosyncrasies (Section 5.3.3). All the experiments are repeated

three times, and no significant variance was observed.

Methods compared. We perform an extensive evaluation that compares eight methods: base-
line, cloning, constant-percentile hedging (e.g., at p95 latency), inflection-point hedging (with
our algorithm), simple heuristic, advanced heuristic, LinnOS (by itself), and LinnOS with high-
percentile hedging. Comparing LinnOS with white-box approaches [129, 140, 180, 216] is out of
the scope of the paper because LinnOS targets black-box devices and we do not have access to an

array of programmable devices.
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Figure 5.6: IP stability.

5.3.2 Inflection Point (IP) Stability

One of the contributions in this paper is finding the semi-optimal fast/slow inflection point (IP) that
brings a balance between timeliness and overhead (Figure 5.4 in Section 5.2.2). Table 5.2 shows
the IP values our algorithm computed for every workload-device pair. The three numbers in every
cell represent three different traces (from the same server type), each running on one of the SSDs
in the flash array. As shown, the IP values widely range from p72 to p98, which highlights why a
constant timeout value is not optimal and hurts performance as we show later. These IP values will
be used for fast/slow labeling and training, which then generates a unique set of weights for each
device.

In our approach, we chose a busy hour (7'=1hr Window) to collect the training data and calcu-
late the IP values in that time slice. Figure 5.6 shows the stability of our methodology by plotting
the max IP deviations (y-axis) within the next 20 hours (x-axis) for various 7" window values. For
example, if the chosen hour exhibits p85 IP, but the next hour exhibits p75 or p95 IP, then the de-
viation is 10 percentiles (y=10). The graph shows that if 7'=1hrWindow, the deviation is bounded
within 5 percentiles in the next 15 hours, indicating that frequent retraining is unnecessary. If 7" is
shorter (e.g., 15minWindow), the deviation is more apparent (needs frequent retraining, which typ-
ically converges within 15-20 minutes on CPUs, due to LinnOS’s light model), and if 7" is larger
(2hrWindow), the gain is not significant. For generality, the figure is the result of our algorithm

simulation on all the datasets (36 hours per trace, 24 traces, 4 server types).
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‘ Consumer ‘ Enterprise
Azure p73.3, p77.0, p91.4 | p91.0, p93.2, p97.8
Binglndex | p80.0, p94.5, p98.5 | p80.1, p83.3, p97.0
BingSelect | p72.0, p76.9, p87.2 | p75.3, p83.7, p86.8
Cosmos p73.4, p82.5, p84.1 | p83.2, p84.8, p95.1

Table 5.2: Inflection point (IP) settings. This table, as explained in Section 5.3.2, shows the IP
values that our algorithm in Section 5.2.2 computed for every workload-device pair.

The cost of delayed retraining depends on the deviation. Let us take an example of a model
trained for p95 (5ms), but then the workload deviates such that the IP is now at p90 (10ms) because
the workload becomes more write-intense. In this case, LinnOS (still using S5ms) will over-revoke
many [Os that could have finished before 10ms (more false revokes). If the failover overhead is
negligible, this will not cause much harm. The other scenario is when the workload deviates such
that the IP moves up to p99 (3ms). Here, LinnOS would over-accept (more false submits) because
3-5ms latency is inaccurately considered “fast,” but actually can be made faster. This is where

LinnOS without retraining hurts.

5.3.3 Latency Predictability

We now evaluate LinnOS’s success in achieving extreme latency predictability. Figure 5.7 shows
the average I/O latencies (user-perceived) on the two flash arrays (consumer and enterprise) across
the eight methods. In more detail, Figure 5.8 shows the latencies at specific percentiles (p80 to
Pp99.99 in the z-axis). Below we dissect the strengths and weaknesses of every method. We start

from the baseline, then we jump to “Linn0S+HL” (the best outcome), followed by the others.

Baseline. The Base lines in Figure 5.8 confirm unpredictability of flash storage with latencies
that spike almost exponentially in between p95 to p99.99, increasing the average latencies to 1.3—
6.5 times compared to our best cases (Figure 5.7). Clearly, flash arrays with data redundancy

should adopt tail-cutting methods to achieve higher predictability.
LinnOS-+HL. This label represents the LinnOS method combined with high-percentile hedg-
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Figure 5.7: Average latencies. The figures show that LinnOS consistently outperforms all other
methods, as explained in Section 5.3.3. The top and bottom graphs represent experiments on the
consumer and enterprise arrays, respectively.

Read Lat. (ms)
w
[

ing for masking the small inaccuracy that is intrinsically hard to eliminate in a neural network
(Section 5.2.4). That is, to compensate for the inaccuracies that cause false submits, our applica-
tion sends a duplicate I/O after pX latency time has elapsed, where X is the smaller of 95 and (1 —
false submit rate)x 100.

[Key outcome] — The average latencies in Figure 5.7 show that Linn0S+HL consistently

outperforms all other methods across different workloads and platforms. On average, Linn0S+HL

reduces latency by 9.6-79.6% compared to p95 hedging (Hedge95), 14.2-49.5% to hedging with
our IP algorithm (HedgeIP), and 10.7-71.2% to an advanced heuristic (HeurAdv). These speed-ups

are a product of the stable latencies; in Figure 5.8, Linn0S+HL lines exhibit stable latencies even at

extremely high percentiles, p99 to 99.99. These results bring a positive conclusion that the down-

sides of LinnOS (a 15us failover overhead including a 6us per-1/0 inference cost and the inaccu-

racies) are outweighed by its effectiveness in delivering predictable latencies.
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Figure 5.8: Percentile latencies. Explained in Section 5.3.3, the figures show that LinnOS+HL
delivers the most predictable latencies (y-axis) across all percentiles (x-axis), even at p99.99. In
Figure (a), “AZ/C” means Azure running on consumer array.
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LinnOS (Raw). Here we show LinnOS efficiency even without hedging (i.e., revoke+failover
without I/O duplication). The Linn0S-Raw bars in Figure 5.7 shows that LinnOs by itself is effec-
tive enough, only 1.3-45.7% worse than Linn0S+HL, and compared to p95 hedging, Linn0S-Raw
reduces latency by 0.3-62.3%, and to an advanced heuristic, by 3.0-60.7%. Figure 5.8 details why
adding hedging is useful. At high percentiles, above p99, Linn0S-Raw starts exhibiting high laten-
cies (due to false submits). Learning from the “small-tail” behavior of hedging (e.g., the Hedge95

lines), we combined the best of the two in Linn0S+HL.

Hedging at p9S. Sending a duplicate I/O after a p95-latency timeout has elapsed is a popular
method used in the field [43, 99]. Figure 5.8 shows that, in general, this method is effective in
cutting latency tail but generally incurs higher latencies than Linn0S+HL. This is because Hedge95
needs to wait for the timeout to happen before sending the duplicate I/Os, while LinnOS returns a
timely revocation that allows the application to failover quickly. As the implication, Hedge95, on

average, is slower than Linn0S+HL or even Linn0S-Raw (Figure 5.7).

Hedging at IP. Many of the IP values shown in Table 5.2 are below p95, which raises the
question of whether hedging at IP would be better than at p95. The average values in Figure
5.7 show a mixed result. On the consumer devices, HedgeIP improves upon Hedge95 by 2x for
heavy workloads BingS and Cosmos, but loses by up to 15% in light workloads Azure and BingI.
Similarly, on enterprise devices, HedgeIP wins in BingS while slightly losing in the others. Upon
further investigation, we see that, for example, in consumer devices, Azure and BingI latencies
are generally fast (<2 and 10ms respectively, as shown by the y-axis in Figure 5.8a-b), hence
are sensitive to the extra load from duplicate I/Os; HedgeIP in our experiments are sending more
duplicates than Hedge95. Nevertheless, our experiments show that for most of the workloads,

HedgeIP is more effective than Hedge95, hence systems with hedging can adopt our IP algorithm.

Simple heuristic. The first heuristic we wrote, “HeurSim,” is based on a popular heuristic
for spinning disks: if the device queue length (the number of outstanding 1/Os) is larger than a
threshold, the incoming I/O should be retried elsewhere [58, 246, 251]. For the threshold, we use
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a similar method as HedgeIP, but instead of using IP latency value, we use IP queue length. That
is, we first profile the queue length distribution during tracing and then select the queue length at
the IP percentile as the threshold for revoking. Figure 5.7 shows that HeurSim only gives a small
improvement over the baseline and is far from the best case. In short, it is not smart enough to

infer device-internal disruptions.

Advanced heuristic. We extend HeurSim to a more “advanced” heuristic, HeurAdv. For com-
parison fairness, we reuse the same intuition we had in building LinnOS and apply it to HeurAdv.
An additional task that HeurAdv performs is scanning the last N completed I/Os (N =4, same as
in LinnOS) and if this history shows a slow I/O (“slow” as defined in Section 5.2.2) but with a
low queue length (less than the median), it will mark the drive as “internally busy.” In this state,
incoming I/Os will not be admitted unless the queue length drops to a low value (less than the
lower-quartile queue length). The state will not be changed from “busy” to “normal” until it sees
recent I/Os become fast (“fast” as defined in Section 5.2.2).

[2nd key outcome] — Figure 5.7 shows that HeurAdv improves upon HeurSim in most cases,
but still loses from other methods. We would like to note that we spent several weeks tuning the
heuristic to the “best” outcome we can achieve. Continued expansion and tuning of the heuristic
is possible. However, the main difficulty that will arise is the large design space of parameters
(normal/busy states, median and lower-quartile queue lengths, etc.) that must be optimally and
manually configured for different workloads and devices. This is where we show that machine
learning helps. The use of a lightweight neural network allows us to focus on deciding what
features matter, but at the same time letting the model learn and reverse-engineer SSD behaviors.
In our case, LinnOS neural network auto-trains all the 8706 weights for different devices and

workloads.

Cloning. This method is essentially p0O hedging, sending a duplicate I/O for every I/O on
the outset. Although SSDs are fast and have internal parallelism, Figure 5.7 shows that Clone is

mostly worse than the baseline due to the 2x load.
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Figure 5.9: Low inaccuracy. The figure shows the percentage of false submits and false revokes.
Note that only false submits really matter (see Section 5.3.4). Additionally, *“P” represents other
device models that we can access from a public cloud. For graph readability, here for “P” we
only show the results for 1 device model, while the observations stand across the rest. In total, the
accuracy evaluation covers 10 device models (1C+3E+6P).

5.3.4 (Low) Inaccuracy

We now measure LinnOS inaccuracy by counting the number of false submits and false revokes
(Section 5.2.4). The live experiments can only measure the former but not the latter. This is because
revoked I/Os are never submitted to the device, hence we never know whether the revoke is accurate
or not. Thus, for this evaluation, we measure inaccuracy in an offline way using TensorFlow, just
like the training phase. However, note that both the training and test data were collected from
running the workloads on real flash arrays (i.e., not simulated data). Just like before, we use 1-
hour data sets for training and then pick three different 1-hour data sets for testing accuracy, and
measure the average inaccuracy.

Figure 5.9 shows the inaccuracies before and after we use biased training. To recap Section

5.2.4, false submits are more dangerous than false revokes. Without bias, the top graph shows
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Mode: | A | B | C | D | E |
Acc. (%) | —(3-12) | —(1-4) | +(1-2) | +(4-5) | +(8-12)
Perf. (us) —4 —1 +40 +94 +1670

Table 5.3: Trade-offs balance. This table is explained Section 5.3.5. All the +/— of accuracy
and performance values are compared to our final neural network model described in Section 5.2.
that the false submit rates (red bars) are high, between 1.3% to 10.8%. With biased training, as
shown in the bottom graph, we successfully lower the false submit rates to 0.7-5.7%, by shifting the
inaccuracies to false revokes, which are more tolerable as explained in Section 5.2.4. For example,
let us assume an inferior scenario of p80 inflection point (i.e., 20% slowness), which means the
probability that all three replicas are slow is 0.008 ((20/100)%). Thus, although we have spiked up
the false revokes to 2.8-9.7% in Figure 5.9b, only 0.008 of these false revokes probabilistically
will result in slow I/Os. Finally, as mentioned before, for masking the dangerous low inaccuracy
(the 0.7-5.7% false submits), combining LinnOS with high-percentile hedging (Linn0S+HL) led to

a powerful result.

5.3.5 Trade-offs Balance

Table 5.3 shows some possible trade-offs between inference overhead and accuracy (models A-F).
On one hand, if lower overhead is preferred and some accuracy loss is acceptable, then one option
is to trim the input features and the model. For example, in model B with R=3 (i.e., including
fewer history I/Os instead of R=4) can reduce the number of input features from 31 to 24 and lower
inference overhead, —1us, but it will bring some accuracy loss, —(1-4%), due to fewer inputs. Or,
if even lower overhead is favorable, then in model A we can further cut the input features (R=2, 17
features) and use a slimmer hidden layer (from 256 neurons to 128), resulting in a lower inference
time,—4us, while bringing larger accuracy loss, —(3-12%).

If higher accuracy is needed, then we can bring in more features and heavier models. For
example, in model C', by adding one more hidden layer to the model, we can gain +(1-2%) higher

accuracy, while the inference overhead rises by +40us. Taking a step further, we can involve more
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Figure 5.10: LinnOS-+H99.

features (up to R=10 and 73 features) and more hidden layers (three layers with 256-512-256
neurons) to push the accuracy gain by +(4-5%), but an increased overhead, +94us. The extreme
model £ includes block offsets in the input features (2048 features in total) and applies a model
with 5 hidden layers (with 512 neurons each). For some traces, this model improves the accuracy

by +(8-12)%, but its inference overhead, +1670us, is extremely high for live inference.

5.3.6 Other Evaluations

Additional Performance Evaluations

Other possible manually-tuned heuristics. To get a sense of how much performance a heuris-
tic can ultimately reach, we pick several 10-min slices from the traces and manually tweak the
adjustable parameters of HeurSim and HeurAdv with various thresholds until an optimal outcome
is achieved. In a nutshell, we start with the generic HeurSim and HeurAdv, evaluate them with
the sliced traces, track the high-latency 1/Os that are not revoked, update the thresholds to catch
these I/Os without causing too many false revokes (e.g., >15%), re-evaluate and repeat the entire
process until an approximate optimum is observed. This approach is indeed capable of granting
heuristics a further stretch. For example, we see a few cases where tweaked heuristics can outper-

form Linn0S-Raw by up to 20% at p95. However, this tuning procedure is onerous and impractical
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Figure 5.11: On public traces. As explained in Section 5.3.6.

in real runs as the repeated manual tweaking is too slow to catch up with the fluctuation of incoming

workloads.

LinnOS+H99. We also try Linn0S+H99, which employs p99 hedging that only generates 1%
extra I/Os. Figure 5.10a shows one of its comparisons with Linn0S+HL. Generally, Linn0S+H99
encounters a larger tail area due to longer waiting, but responds faster at lower percentiles due to
less extra I/0Os. With that, sometimes Linn0S+HL can show slightly worse average latencies (up to
3%) than Linn0S+H99 (Figure 5.10b). However, in a large majority of our benchmarks, Linn0S+HL

achieves 1.7-39.2% better average latencies than Linn0S+H99.

On Public Traces

Beyond our evaluation with Microsoft traces, Figure 5.11 shows a quick evaluation with the latest
SSD traces published on the SNIA website [20] run on our consumer flash array. The result con-
firms that LinnOS also exhibits low inaccuracy (Figure 5.11a) and substantial latency improvement

(Figure 5.11Db).

MongoDB on Different Filesystems

To see how data applications can benefit from LinnOS, we set up a local MongoDB replica set
on top of our three enterprise drives with homogeneous filesystem settings. For each type of

filesystem, MongoDB receives 120K random read requests, and all drives run Microsoft traces
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Figure 5.12: MongoDB on different filesystems. This figure shows that LinnOS can easily help
data applications achieve more predictable latency (Section 5.3.6).

as background noise when serving MongoDB requests as latency-critical I/Os. Here, we focus
on high-percentile latency (e.g., p99 latency) since the average latency is largely impacted by
filesystem buffering, while the tail latency reflects the raw performance from the devices.

Figure 5.12 shows that with LinnOS, MongoDB achieves much more predictable performance.
For example, with all underlying devices formatted with f2fs, LinnOS reduces the p99 latency
by 76.7%. Moreover, LinnOS only requires minor changes to MongoDB and filesystems: 50
additional LOC. For example, the filesystems should directly return LinnOS’s error code to the
applications instead of conducting unnecessary self-checking, and MongoDB needs to be slightly

modified to reuse its built-in failover logic.

Computation Overhead/Optimization

CPU overhead. A reasonable concern is that if the entire OS has many neural networks, then it
will be CPU-intensive. Across all the benchmarks and SSDs, paired with a lightweight neural
network, each device only costs 0.3-0.7% of the host CPU resource, making LinnOS practical for
large-scale deployments.

Co-processors for acceleration. As mentioned in Section 5.2.5, additional processors can be
utilized to speed up the inference. By utilizing one more CPU core, LinnOS can reduce the infer-

ence overhead by 36% (to 4ps), with the maximal CPU usage increased up to 1.4% per device.
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5.4 Conclusion and Discussions

We have presented LinnOS, to the best of our knowledge, the first operating system capable of in-
ferring the speed of every I/O to flash storage. We have shown the feasibility of using a light neural
network in the operating system for making frequent, fine-grained, black-box live inferences. Lin-
nOS outperforms many other methods and successfully brings predictability on unpredictable flash
storage. We also believe that LinnOS’s success leads to exciting discussions and questions that can

spur more future work:

On performance. Though LinnOS inference overhead (4-6us) is less noticeable compared
with the access latency of current SSDs (e.g., 80us), it could become problematic as SSDs march to
10us latency range. Also, the consumption of computation resources can increase substantially as
the IOPS grow. How to further lower the inference cost (e.g., to 1us) to support faster devices and
higher throughput? Can advanced accelerators help accelerate OS kernel operations? Can near-
storage/data processing help? Can we skip the inference when the outcome is highly assured (e.g.,

the queue length is very low)? Can we cache the approximation results for popular predictions?

On masking the inaccuracy of machine learning. As machine learning (e.g., LinnOS) can
never achieve 100% accuracy, how should “ML-for-system” solutions mask the cases that machine
learning fails to catch, while still benefiting from its generality? Is marrying learning and heuristic

(e.g., as in Linn0S+HL) a powerful option that exploits the advantages of both worlds?

On other integrations and extensions. One interesting question raised by LinnOS is why
the latency behavior of SSDs—devices with complex idiosyncrasies—can be learned by the block
layer with a few observable features. Understanding this can help other higher layers such as
RAID, direct device access (SPDK), user/device-level filesystems, or distributed storage adopt our
concept. Likewise, in lower layers, it is also a possibility in the future to have SSDs with latency
inference capability built in. Although, arguably, one can say that the device already has a full

knowledge of its internals and does not need a black-box prediction, an argument can be made that
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SSD vendors can use the same machine learning method across different internal architectures that
they have. Hence, they do not need to re-develop the inference logic every time they modify the
internal hardware, logic, and policies. Alternatively, SSD vendors can employ “graybox’ learning

that incorporates some of the internal knowledge.

On precision. Can fast/slow inference be converted to a more precise latency inference, such
as latency ranges (e.g., 2-4us, 4-8us, ...), percentile buckets (e.g., pO-p10, ..., p90-p100), or precise

latency with high accuracy? Can model permutation or other machine learning techniques help?
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CHAPTER 6

OTHER STORAGE WORK

Here we briefly describe some of our other storage-related works, including LeapIO (Section 6.1),

FEMU (Section 6.2), TINYTAILFLASH (Section 6.3), and FAILSLOWATSCALE (Section 6.4).

6.1 LeaplO: Efficient and Portable Virtual NVMe Storage on ARM SoCs

To satisfy customer needs, today’s cloud providers must implement a wide variety of storage (drive-
level) functions as listed in Table 6.1. Providers must support both local and remote isolated
virtual drives with IOPS guarantees. Users also demand drive-level atomicity/versioning, and not
to mention other performance, reliability, and space-related features (checksums, deduplication,
elastic volumes, encryption, prioritization, polling for ultra-low latencies, striping, replication,
etc.) that all must be composable. As a result of these requirements, the cloud storage stack is
extremely resource hungry, burning 10-20% of datacenter x86 cores, a major “storage tax’ that
cloud providers must pay.

Increasing prevalence of 10 acceleration technologies such as SmartSSDs [47, 50], Smart-
NICs [45, 48] and custom IO accelerators with attached computation that can offload some func-
tionality from the host CPU and reduce the heavy tax burden. However, IO accelerators do not
provide an end-to-end solution for offloading real-deployment storage stacks. Today, the storage
functions in Table 6.1 cannot be fully accelerated in hardware for three reasons: (1) the function-
alities are too complex for low-cost hardware acceleration, (2) acceleration hardware is typically
designed for common-case operations but not end-to-end scenarios, or (3) the underlying acceler-
ated functions are not composable.

We present LeaplO [181], a new cloud storage stack that leverages ARM-based co-processors
to offload complex storage services. LeaplO addresses many deployment challenges, including:

@ Fungibility and portability: We need to keep servers fungible regardless of their acceler-
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Local/remote virtual SSDs/services and caching. SR-IOV SSDs (hardware-assisted 1O virtualiza-
tion) do not have access to host DRAM. Thus local SSD caching for remote storage protocols (e.g.
iSCSI [49], NVMeoF [17]) cannot be offloaded easily from x86.

Atomic write drive. Smart transactional storage devices [201, 226] do not provide atomicity across
replicated drives/servers.

Versioned drive. A multi-versioned drive that allows writers to advance versions via atomic writes
while the readers can stick to older versions, not supported in today’s smart drives.

Priority virtual drive. Requires IO scheduling on every 1O step (e.g., through SSDs/NICs) with
flexible policies, hard to achieve in hardware-based policies (e.g., SSD-level prioritization).
Spillover drive. Uses few GBs of a local virtual drive and spills the remaining over to remote drives
or services (elastic volumes), a feature that must combine local and remote virtual drives/services.
Replication & distribution. Accelerated cards can offload consistent and replicated writes, but
they typically depend on a particular technology (e.g. non-volatile memory).

Other functionalities. Compression, deduplication, encryption, etc. must be composable with the
above drives, not achievable in custom accelerators.

Table 6.1: Real storage functions, not offload ready. The table summarizes why real cloud
drive services are either not completely offload ready or not easily composable with each other.
ation/offloading capabilities. That is, we treat accelerators as opportunities rather than necessities.
In LeaplO, the storage software stack is portable — able to run on x86 or in the SoC whenever
available (i.e., “offload ready”) as Figure 6.1a illustrates. The user/guest VMs are agnostic to what
is implementing the virtual drive.

Fungibility and portability prevent “fleet fragmentation.” Different server generations have
different capabilities (e.g., with/without ARM SoC, RDMA NICs or SR-IOV support), but newer
server generations must be able to provide services to VMs running on older servers (and vice
versa). Fungibility also helps provisioning; if the SoC cannot deliver enough bandwidth in peak
moments, some services can borrow the host x86 cores to augment a crowded SoC.

M) Virtualizability and composability: We need to support virtualizing and composing of,
not just local/remote SSDs, but also local/remote 10 services via NVMe-over-PCle /RDMA/TCP/
REST. With LeaplO runtime, as depicted in Figure 6.1b, a user can obtain a local virtual drive
that is mapped to a portion of a local SSD that at the same time is also shared by another remote

service that glues multiple virtual drives into a single drive (e.g., RAID). A storage service can be
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composed on top of other remote services.

(© Efficiency: It is important to deliver performance close to bare metal. LeaplO runtime must
perform continuous polling on the virtual NVMe command queues as the proxy agent between
local/remote SSD and services. Furthermore, ideally services must minimize data movement be-
tween different hardware/software components of a machine (on-x86 VMs, in-SoC services, NICs,
and SSDs), which is achieved by LeaplO’s uniform address space (Figure 6.1c¢).

) Service extensibility: Finally, unlike traditional block-level services that reside in the kernel
space for performance, or FPGA-based offloading which is difficult to program, LeaplO enables
storage services to be implemented at the user space (Figure 6.1d), hence allowing cloud providers
to easily manage, rapidly build, and communicate with a variety of (trusted) complex storage
services.

To address above deployment goals in a holistic way, LeaplO employs a set of OS/software
techniques on top of new hardware capabilities, allowing storage services to portably leverage

ARM co-processors. LeaplO helps cloud providers cut the storage tax and improve utilization
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without sacrificing performance.

At the abstraction level we use NVMe, “the new language of storage” [17, 46]. All involved
software layers from guest OSes, LeaplO runtime, to new storage services/functions all see the
same device abstraction: virtual NVMe drive. They all communicate via the mature NVMe queue-
pair mechanism accessible via basic memory instructions pervasive across x86 and ARM, QPI or
PCle.

On the software side, we build a runtime that hides the NVMe mapping complexities from
storage services. Our runtime provides a uniform address space across the x86 and ARM cores,
which brings two benefits.

First, our runtime maps NVMe queue pairs across hardware/software boundaries — between
guest VMs running on x86 and service code offloaded to the ARM cores, between client- and
server-side services, and between all the software layers and backend NVMe devices (e.g., SSDs).
Storage services can now be written in user space and be agnostic about whether they are offloaded
or not.

Second, our runtime provides an efficient data path that alleviates unnecessary copying across
the software components via transparent address translation across multiple address spaces: guest
VM, host, co-processor user and kernel address spaces. The need for this is that while ARM SoC
retains the computational generality of x86, it does not retain the peripheral generality that would
allow different layers access the same data from their address spaces.

The runtime features above cannot be achieved without new hardware support. We require
four new hardware properties in our SoC design: host DRAM access (for NVMe queue mapping),
IOMMU access (for address translation), SoC’s DRAM mapping to host address space (for effi-
cient data path), and NIC sharing between x86 and ARM SoC (for RDMA purposes). All these
features are addressable from the SoC side; no host-side hardware changes are needed.

Storage services on LeaplO are “offload ready;” they can portably run in ARM SoC or on host

x86 in a trusted VM. The software overhead only exhibits 2-5% throughput reduction compared to
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bare-metal performance (still delivering 0.65 million IOPS on a datacenter SSD). Our current SoC
prototype also delivers an acceptable performance, 5% further reduction on the server side (and up

to 30% on the client) but with more than 20 x cost savings.

6.2 The CASE of FEMU: Cheap, Accurate, Scalable and Extensible Flash

Emulator

Cheap and extensible research platforms are a key ingredient in fostering wide-spread SSD re-
search. SSD simulators such as DiskSim’s SSD model [57], FlashSim [127] and SSDSim [137],
despite their popularity, only support internal-SSD research but not kernel-level extensions. On
the other hand, hardware research platforms such as FPGA boards [216, 237, 279], OpenSSD
[24], or OpenChannel SSD [74], support full-stack software/hardware research but their high costs
(thousands of dollars per device) impair large-scale SSD research.

This leaves software-based emulator such as QEMU-based VSSIM [275], FlashEm [284], and
LightNVM’s QEMU [18], as the cheap alternative platform. Unfortunately, the state of existing
emulators is bleak; they are either outdated, non-scalable, or not open-sourced.

To this end, we present FEMU [182], a QEMU-based flash emulator, with the following four
“CASE” benefits.

First, FEMU is cheap ($0) as it will be an open-sourced software. FEMU has been successfully
used in several projects, some of which appeared in top-tier OS and storage conferences [129, 270].
We hope FEMU will be useful to broader communities.

Second, FEMU is (relatively) accurate. For example, FEMU can be used as a drop-in replace-
ment for OpenChannel SSD; thus, future research that extends LightNVM [74] can be performed
on top of FEMU with relatively accurate results (e.g., 0.5-38% variance in our tests). With FEMU,
prototyping SSD-related kernel changes can be done without a real device.

Third, FEMU is scalable. As we optimized the QEMU stack with various techniques, such as

exitless interrupt and skipping QEMU AIO components, FEMU can scale to 32 1O threads and still
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achieve a low latency (as low as 52us under a 2.3GHz CPU). As a result, FEMU can accurately
emulate 32 parallel channels/chips, without unintended queueing delays.

Finally, FEMU is extensible. Being a QEMU-based emulator, FEMU can support internal-
SSD research (only FEMU layer modification), kernel-only research such as software-defined flash
(only Guest OS modification on top of unmodified FEMU), and split-level research (both Guest OS
and FEMU modifications). FEMU also provides many new features not existent in other emulators,
such as OpenChannel and multi-device/RAID support, extensible interfaces via NVMe commands,

and page-level latency variability.

6.3 Tiny-Tail Flash: Near-Perfect Elimination of Garbage Collection Tail

Latencies in NAND SSDs

The core problem of flash performance instability is the well-known and “notorious” garbage
collection (GC) process. A GC operation causes long delays as the SSD cannot serve (blocks)
incoming I/Os. Due to an ongoing GC, read latency variance can increase by 100x [27, 99].

We address this urgent issue with “tiny-tail” flash drive (TINYTAILFLASH [270]), a GC-
tolerant SSD that can deliver and guarantee stable performance. The goal of TINYTAILFLASH
is to eliminate GC-induced tail latencies by circumventing GC-blocked I/Os. That is, ideally there
should be no I/O that will be blocked by a GC operation, thus creating a flash storage that behaves
close to a “no-GC” scenario. The key enabler is that SSD internal technology has changed in many
ways, which we exploit to build novel GC-tolerant approaches.

Specifically, there are three major SSD technological advancements that we leverage for build-
ing TINYTAILFLASH. First, we leverage the increasing power and speed of today’s flash con-
trollers that enable more complex logic (e.g., multi-threading, I/O concurrency, fine-grained 1/0
management) to be implemented at the controller. Second, we exploit the use of Redundant Ar-
ray of Independent NAND (RAIN). Bit error rates of modern SSDs have increased to the point

that ECC is no longer deemed sufficient [143, 163, 236]. Due to this increasing failure, modern
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commercial SSDs employ parity-based redundancies (RAIN) as a standard data protection mecha-
nism [30, 35]. By using RAIN, we can circumvent GC-blocked read I/Os with parity regeneration.
Finally, modern SSDs come with a large RAM buffer (hundreds of MBs) backed by “super capac-
itors” [33, 38], which we leverage to mask write tail latencies from GC operations.

The timely combination of the technology practices above enables four new strategies in TINY-
TAILFLASH: (a) plane-blocking GC, which shifts GC blocking from coarse granularities (con-
troller/channel) to a finer granularity (plane level), which depends on intra-plane copyback opera-
tions, (b) GC-tolerant read, which exploits RAIN parity-based redundancy to proactively generate
contents of read I/Os that are blocked by ongoing GCs, (c¢) rotating GC, which schedules GC in a
rotating fashion to enforce at most one active GC in every plane group, hence the guarantee to al-
ways cut “one tail” with one parity, and finally (d) GC-tolerant flush, which evicts buffered writes
from capacitor-backed RAM to flash pages, free from GC blocking.

We first implemented TINYTAILFLASH in SSDSim [137] in order to simulate accurate latency
analysis at the device level. Next, to run real file systems and applications, we also port TINY-
TAILFLASH to a newer QEMU/KVM-based platform based on VSSIM [275].

With a thorough evaluation, we show that TINY TAILFLASHsuccessfully eliminates GC block-
ing for a significant number of I/Os, reducing GC-blocked 1/Os from 2—-7% (base case) to only
0.003-0.7%. As a result, TINYTAILFLASH reduces tail latencies dramatically. Specifically, be-
tween the 99—99.99thpercentiles, compared to the perfect no-GC scenario, a base approach suffers
from 5.6-138.2 x GC-induced slowdowns. TINYTAILFLASH on the other hand is only 1.0 to 2.6 x
slower than the no-GC case, which confirms our near-complete elimination of GC blocking and
the resulting tail latencies.

We also show that TINYTAILFLASH is more stable than state-of-the-art approaches that reduce
GC impacts such as preemptive GC [32, 179]. Specifically, TINYTAILFLASH continuously deliv-
ers stable latencies while preemptive GC exhibits latency spikes under intensive I/Os. Furthermore,

we contrast the fundamental difference of GC-impact elimination from reduction. In summary, by
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leveraging modern SSD internal technologies in a unique way, we have successfully built novel

features that provide a robust solution to the critical problem of GC-induced tail latencies.

6.4 Fail-Slow at Scale: Evidence of Hardware Performance Faults in Large

Production Systems

FAILSLOWATSCALE [126] highlights an under-studied “new” failure type: fail-slow hardware
— hardware that is still running and functional but in a degraded mode, slower than its expected
performance. We found that all major hardware components can exhibit fail-slow faults. For
example, disk throughput can drop by three orders of magnitude to 100 KB/s due to vibration,
SSD operations can stall for seconds due to firmware bugs, memory cards can degrade to 25% of
normal speed due to loose NVDIMM connection, CPUs can unexpectedly run in 50% speed due
to lack of power, and finally network card performance can collapse to Kbps level due to buffer
corruption and retransmission.

Unfortunately, fail-slow hardware is under-studied. To fill the void of strong evidence of hard-
ware performance faults in the field, we, together with a group of researchers, engineers, and oper-
ators of large-scale datacenter systems across 12 institutions, present FAILSLOWATSCALE. More
specifically, we have collected 101 detailed reports of fail-slow hardware behaviors including the
hardware types, root causes, symptoms, and impacts to high-level software, with our unique and
important findings in Table 6.2. To the best of our knowledge, this is the most complete account of

fail-slow hardware in production systems reported publicly.
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Important Findings and Observations

Varying root causes: Fail-slow hardware can be induced by internal causes such as firmware bugs or
device errors/wear-outs as well as external factors such as configuration, environment, temperature, and
power issues.

Faults convert from one form to another: Fail-stop, -partial, and -transient faults can convert to fail-
slow faults (e.g., the overhead of frequent error masking of corrupt data can lead to performance degrada-
tion).

Varying symptoms: Fail-slow behavior can exhibit a permanent slowdown, transient slowdown (up-and-
down performance), partial slowdown (degradation of sub-components), and transient stop (e.g., occa-
sional reboots).

A long chain of root causes: Fail-slow hardware can be induced by a long chain of causes (e.g., a fan
stopped working, making other fans run at maximal speeds, causing heavy vibration that degraded the
disk performance).

Cascading impacts: A fail-slow hardware can collapse the entire cluster performance; for example, a
degraded NIC made many jobs lock task slots/containers in healthy machines, hence new jobs cannot find
enough free slots.

Rare but deadly (long time to detect): It can take hours to months to pinpoint and isolate a fail-slow
hardware due to many reasons (e.g., no full-stack visibility, environment conditions, cascading root causes
and impacts).

Suggestions

To vendors: When error masking becomes more frequent (e.g., due to increasing internal faults), more
explicit signals should be thrown, rather than running with a high overhead. Device-level performance
statistics should be collected and reported (e.g., via S.M.A.R.T) to facilitate further studies.

To operators: 39% root causes are external factors, thus troubleshooting fail-slow hardware must be
done online. Due to the cascading root causes and impacts, full-stack monitoring is needed. Fail-slow
root causes and impacts exhibit some correlation, thus statistical correlation techniques may be useful
(with full-stack monitoring).

To systems designers: While software systems are effective in handling fail-stop (binary) model, more
research is needed to tolerate fail-slow (non-binary) behavior. System architects, designers and developers
can fault-inject their systems with all the root causes reported in this paper to evaluate the robustness of
their systems.

Table 6.2: Summary of our findings and suggestions.
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CHAPTER 7

CONCLUSION AND FUTURE WORK

Storage is important as we have big data. Furthermore, consumers are not only addicted to data, but
also more of it in real-time, which is estimated to constitute nearly 30% of our data access by 2025.
This surging challenge of serving data in real-time highlights the need for low and stable latencies,
which is becoming a more significant challenge as we adopt faster I/O devices with milli/micro-
second level access latencies. To tackle this challenge, this dissertation raises multiple approaches,
including data, hardware-level, OS-level, and ML-for-system approaches. This chapter concludes
this dissertation work and proposes future work in building fast and stable data and storage systems

in this milli/micro-second era.

7.1 Conclusion

Though we have a straightforward goal that every data access is rapid, and our systems are stable
and tail-free, the goal is difficult to achieve because modern systems have multiple layers with
complex hardware and software components. Considering that, this dissertation aims to achieve
this goal with multiple approaches.

Our data approach answers two key questions: Does performance instability exist? And how
severe is it? Here, we conduct TAILATSTORE - the first, largest study on latency instability in
storage devices. This study covers performance log in more than 450 thousand hard drives and four
thousand SSDs for totally around 900 million drive hours, and mainly reveals three observations.
First, disks have latency tails, and SSDs are even worse. Second, this instability is mostly caused
by resource contentions and internal complexities. Third, as systems adopt faster storage devices,
tail latencies are only becoming more prevalent, intrinsic, and heavy.

As we see heavy tail latencies in hardware, we take hardware-level approach and try to make

our hardware “tail-free”. Here, in TINYTAILFLASH, we successfully re-architect SSDs that promptly
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utilize internal data redundancy to reconstruct the slow 1Os, so these devices have no slow 10s and
show stable and “tiny-tail” latencies, highlighting the effectiveness of hardware-level solutions.

Though hardware-level approach can dramatically improve tail performance, it requires spe-
cialized hardware and is ignorant about the global setup. To cover more hardware and application
settings, we take an OS-level approach and develop MITTOS, a datacenter-aware operating sys-
tem that advocates performance transparency. With MITTOS, applications can know the expected
latency of every single I/O and take instant failovers to less-busy replicas with minor cost, outper-
forming the latest industry solutions.

MITTOS promotes transparency but it does not support all SSDs. To generically cover major
commercial SSDs, we leverage ML-for-system approach. As nowadays systems receive millions
and billions of 1/Os per second, the I/Os themselves assemble a valuable dataset, which gives
machine learning a great asset to learn. Here, we develop LINNOS. By learning the I/Os with a
lightweight neural network, LINNOS can predict tail latency occurrences for every single 10, on
most SSDs, achieve great accuracies on industrial workloads, and brings low overhead on CPUs.

With all these approaches at different levels, we build “tail-free” data and storage systems at

milli/micro-second scale.

7.2 Future Work

The initial success in LINNOS advocates the call for more “Al for storage” research, which is raised
in the Data Storage Research Vision 2025 [61, Section 3.3]. Indeed, we believe this research space
is timely for the following reasons. First, the storage stack is full of policies (decision makings)
from allocation, mapping, scheduling, to rerouting that potentially can be further reinforced with
learning techniques. Second, storage systems serve diverse workloads and run on various devices
and models where machine learning’s property of generality can help. Third, with millions-of-
IOPS per-node/device capability, the storage stack has its own “natural” data lake that will allow
learning algorithms to be trained and insights to be gained. Finally, the fast growth of GPU/tensor
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devices and custom accelerators will speedup training and inference, making learning algorithms
feasible to deploy in high-throughput, low-latency storage stack.

Given this, we propose future work to explore the power of machine learning as well as its
limits and overheads in improving many aspects of the storage stack (performance, quality of

service, lifetime, and management complexity), as illustrated below.

Blackbox Learning of SSD Anomalies

Our initial success shows the efficacy of using a light neural network for blackbox, fine-grained
and live learning of I/O latencies. However, there are more challenges to address: (a) Accuracy
and inference speed: We can continue improving the model’s accuracy without increasing the in-
ference time (by reducing unnecessary features and adding more impactful ones). We can develop
techniques that speed up inference (e.g., by pruning small weights that have little or no impact on
the inference). Increasing accuracy while decreasing inference time is a challenging task as shown
in Table 5.3; other models we built, “A” and “B,” reduces inference time but decreases accuracy
while models “C” to “E” deliver the opposite. (b) Extending to latency-range inference: While
we have an early success with binary (fast/slow) decision, we can address the challenges of linear
and exponential classifications; we already tried out different output labeling, linear (0-10us, 10-
20us, ...) and exponential (2-4us, 4-8us, ...), and the accuracy only reached 60-70%. A successful
extension can allow applications to take more flexible actions. (¢) Various anomaly mitigations:
We then can build latency-range predictions and integrate them with I/O scheduling policies that
not only mitigate anomalies but also optimize SLO and fairness [184, 218]; for example, policies
such as Fair-EDF [218] require an underlying OS that can predict latency violation in advanced.
(d) Beyond the OS: To support direct storage access outside the kernel, we can cover anomalies
in modern 1I/O libraries such as SPDK, DPDK and RDMA [6, 22]; for example, in LeaplO [181],
which utilizes a new deep storage stack (from guest VM, RDMA-over-SmartNIC, to server-side

SoC-based storage), a basic read-only test already exhibits a large latency tail (5x slowdown at
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Table 7.1: Write buffer sizes.

p95).

Graybox Learning of SSD Anomalies

In LINNOS, the blackbox learning component predicts only one property of the SSD (the resulting
I/0O latency), and the blackbox management component (the admission control) can work on many
commodity SSDs. Here, we propose expanding the learning part from a black- to “gray”’-box way.
In MITTOS, we show that we can see anomalies in advance if we have knowledge of the SSD
internal properties, which was a success because we used a host-managed OpenChannel (“white-
box”) SSD [42]. The question is then whether we can extract the internal properties of commodity
SSDs. Fortunately, classical works on disk drives/arrays show that by probing the storage with
carefully crafted workloads, device users can reverse engineer the observed latencies to extract
the internal disk properties [102, 232, 259, 276]. For SSDs, some recent efforts have been made
[83, 160, 165—167], but individually each of these efforts only extracts 1 to 3 internal properties
and uses the extracted SSD properties (e.g., #channels).

We can (a) build an exhaustive prober that can extract more than a dozen of SSD internal prop-
erties (hence, a “graybox” method) by probing injects carefully crafted read/write mixed workloads
and analyzing the measured latencies using statistical methods, and then (b) build a flash-learning
file system that uses the extracted properties to manage the performance anomalies of the SSDs.

To show feasibility, our initial prober has extracted nine properties on 21 consumer and en-

terprise models from 7 vendors (1 billion of latency values were analyzed). Table 7.1 shows one
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Figure 7.1: Buffer learning and management.

property, the internal write buffer size, that we have successfully extracted on 14 SSD models
(anonymized per vendors’ request). When the probed device flushes its buffer, it will cause write
latency spikes, as shown in Figure 7.1a for device Nor /. Here, the amount of data written be-
tween the latency spikes (in this case, 11.5MB) hints the size of the write buffer. To get the answer
without manual efforts, we supply the data to Jenks natural breaks [10], a learning method on 1-
dimensional latency data. If the first answer (e.g., “11.5MB”) has a significantly higher confidence
value than the rest, the method successfully guesses the answer.

The red “xs” in Figure 7.1b depicts the read latency spikes on device No7 I under a particular
workload. These spikes can be avoided if the file system manages the write flow according to
the device’s internal buffer size. Thus, we design such logic in a user-level shim layer (for proto-
typing only) that rate-limits the application’s write flush accordingly, whenever possible. We ran
Microsoft Bing SSD-level block traces on the same device with the shim layer activated, and the

improved result is depicted by the more stable blue dots in Figure 7.1b.

Potential Extensions. Potential extensions as follows. (a) Complete the buffer flush learning.
On the learning side, we found more complex SSDs that perform 2-level buffering (“small+big”
flushes) and background flushes (not shown in Table 7.1). These require statistical methods that
can learn multi-dimensional data such as KNN [12], K-Means [11], and Affinity Propagation [1].
(b) Complete the buffer flush management. We can integrate our shim-layer algorithm into the file
system layer, evaluate it on the 21 SSD models that we have, enhance the rate-limiting algorithm to

include multi-dimensional buffering, and address other limitations such as handling write bursts.

130



(¢) Build a more intelligent file system. We can design a more complete flash-learning file system
that employs as many extracted properties as possible. For example, we also have successfully
extracted the parallelism properties such as the internal chunk size (KB), stripe width (#pages),
#channels, and #chips/channel (not shown), and found that many modern SSDs employ a static
mapping to increase more parallelism (e.g., LBNs are striped across the chips). Our file system can
leverage these features to perform a device-level isolation (e.g., reroute specific LBNs to specific
chips) even without device isolation interfaces. This will be unique to existing works that depend

on interfaces such as SET, ZNS, and OpenChannel [79, 140, 168, 176, 220].

Framework to Install Learning

It is likely possible that no single model can learn all devices/workloads. In this context, the
networking community has proposed a framework that allows network administrators to deploy
different congestion control learning models [210]. So far it works for medium/long-term decisions
(e.g., the congestion control parameters are not frequently updated). Likewise, we can explore
how to build a framework where storage administrators can deploy and frequently update different
learning models in the storage stack. For short-term decisions, inference speed matters. Hence,
we can explore the use of knowledge distillation (model compression method) [13, 34, 78] where
a small model (faster inference) deployed in the storage stack is trained to mimic a pre-trained,
larger model (higher accuracy).

Another interesting topic here is how to seamlessly renew installed learning models. As work-
load fluctuations are common in storage services, models trained from data collected during one
period typically cannot fit all scenarios. In many cases, models installed inside our storage stack
will need to be renewed periodically. Typically, this will require a re-training based on newly col-
lected data, which sounds straightforward but can be tricky at some points, as the current models
can “pollute” the data footprint. For example, in LinnOS, when the models are active, the observ-

able latency distributions will change as slow I/Os are revoked. In this case, the collected data is
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inappropriate for re-training as it no longer reflects the raw latency behaviors of the devices. One
alternative is to turn off the models during data re-collection. However, this will interrupt all poli-
cies built upon these models, which can bring significant downtime. Considering this, we believe

that handling seamless recalibration is highly important for the learning installation framework.

Using Learning to Discover Surprising Design Space

One reason that machine learning can help build effective and generic solutions is its large space
of configuration parameters, which are typically auto-tuned by training frameworks. For example,
in LinnOS, a lightweight neural network with only one hidden layer already contains over eight
thousand parameters — a huge space that human designers can rarely cover, even with their deep
expertise. As in current system solutions the output labels — what the heuristics/learning will pre-
dict, the action schemes — what actions will systems take based on the output labels, and the input
feature settings — what the heuristics/learning will take as available information, are still heavily
shaped by designers’ cognition with “foreseeable” number of dimensions, one potential topic is
to explore whether learning can its large parameter/dimension coverage to help us discover sur-
prising design spaces. For example, can learning help us locate useful while underrated features
that are out of our general scope of expertise, or figure out the action schemes that we have ne-
glected? Successful efforts on this aspect may open more design space to leverage and provide

more opportunities for “auto-designed” systems.

Accelerators for Learning-Powered Storage

In the integration where learning in every layer is needed to make live and short-term answers
and decisions, it will cause a heavy tax on the CPUs and potentially a long chain of inference
overhead. Technology trend suggests that 100-200x improvement on inference latency can be
foreseen in the near future with more advanced hardware innovations [16], which can make ML-
for-storage solutions more deployable in the future. Until this technology arrives, we can explore
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cheap, custom accelerators that can be used and shared by multiple learning layers in the storage
stack. We can browse the literature of accelerators for machine learning purposes [66, 87, 152,213,
214, 256, 258]; for example, an ASIC-based binary/quantized neural network accelerator [213] can

power our light neural network.

I/O Latency Dataset (Benchmark)

“Benchmarks shape a field” [217]. In the ML/visualization community, the large ImageNet bench-
marks have spurred research in image recognition. Similarly, we can provide benchmarks for fos-
tering storage research in ML-based per-10 latency prediction. In the storage community, workload
benchmarks are available in the form of traces [9, 21, 31, 94], but to evaluate whether a predictor
is accurate, one must run the traces through the predictor on many varieties of storage devices,
which not all researchers have access to. Thus, we can assemble a large benchmark for evaluating

prediction models (and make it publicly accessible) with help from our industry partners.
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